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Abstract

We propose a new latent variable model for scene recognition. Our ap-
proach represents a scene as a collection of region models (“parts”) arranged
in a reconfigurable pattern. We partition an image into a pre-defined set of
regions and use a latent variable to specify which region model is assigned
to each image region. In our current implementation we use a bag of words
representation to capture the appearance of an image region. The resulting
method generalizes a spatial bag of words approach that relies on a fixed
model for the bag of words in each image region.

Our models can be trained using both generative and discriminative meth-
ods. In the generative setting we use the Expectation-Maximization (EM)
algorithm to estimate model parameters from a collection of images with cat-
egory labels. In the discriminative setting we use a latent structural SVM
(LSSVM). We note that LSSVMs can be very sensitive to initialization and
demonstrate that generative training with EM provides a good initialization
for discriminative training with LSSVM.
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Chapter 1

Introduction

In this thesis we focus on the problem of image classification and in particular on
scene recognition. The task is to categorize input images into a pre-defined set of
scene categories. This is a very challenging problem. It differs from ordinary object
detection tasks in the sense that the spatial extent and the geometric structure of
a scene is not as well-defined as it is in objects. A scene category can be defined
as a set of objects and/or region types, selected from a very wide variety of valid
options, that are organized in a largely unpredictable structure.

Despite their complex structure, the spatial layout of different scene categories
maintain certain constraints. Our goal is to propose models that can capture these
limitations during training and exploit them during inference. While outdoor scenes
maintain some level of global geometric structure (e.g. sky on the top of ground)
indoor scenes are best characterized by a set of actions/objects [30] e.g. read-
ing/book in library, eating/utensil in kitchen, etc. As we will see later in this thesis
we propose a family of models in an attempt to capture both of these two types of
characteristics. We model a scene as a collection of region types (a region could be
an entire object such as the sun, an object part such as vehicle wheel, or a subre-
gion of the scene such as grass). Our model also imposes geometric constraints on
the spatial layout of image regions. Note that some regions might respect strong
spatial rules (e.g. sky is unlikely to appear at the bottom of the image) whereas
some others may have looser spatial constraints and appear almost everywhere in
the image (e.g. vegetation).

Our main contribution is that we introduce a generic framework for modeling
scene categories using a notion of reconfigurable spatial structures. Our proposed
model benefits from the non-rigidity ideas of deformable part models as well as the
high-level view of topic models and puts them in a unified framework.

Throughout the rest of this chapter we will overview some basic concepts about
visual recognition and then review some of the previous works that are related to
our framework. In Chapter 2 we discuss the general problem of image classification
in more details. We dedicate Chapter 3 to the overview of Support Vector Machine
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2 CHAPTER 1. INTRODUCTION

(SVM) and its extensions (Latent-SVM and Latent-Structural-SVM). In Chapter 4
we formalize our reconfigurable spatial structure framework in generative settings.
Later in Chapter 5 we discuss the discriminative counterpart of our framework.
In Chapter 6 we evaluate performance of our models and compare it to different
baselines. Finally we conclude the thesis in Chapter 7.

1.1 Visual Recognition

Many image classification methods rely on local features. Local features capture
information about local neighborhood of interest points in an image. They provide
the tools necessary for balancing the tradeoff between invariance and discriminative
power of image representation. In other words, local features can be utilized to
simplify the input visual information so that subtle differences are ignored while
some level of distinctiveness is preserved.

Bag of Words (BoW) representations [23] has been successfully used in many
vision tasks and in particular for image/scene classification. BoW representation, in
essence, captures information about statistics of local features. In spirit, it is anal-
ogous to the word frequency histogram representation used in document retrieval.
Despite its simplicity, BoW representation suffers from a fundamental drawback. It
computes occurrence frequencies of local features and therefore provides an order-
less representation. That is, spatial information of feature points is lost. Another
issue with the standard BoW representation is that it does not capture pairwise (as
well as higher order) relationships between local features.

Note that local features only describe information about a small neighborhood
of a pixel. Also, there are multiple levels of quantization involved in the process of
building a histogram of local descriptors. These effects introduce ambiguity in the
BoW representation. As a consequence it is possible for two semantically irrelevant
image regions to have very similar BoW representations. Being able to resolve the
ambiguity between such seemingly similar image regions could be very helpful in
practice. [11] tries to obtain this goal by dividing images into a grid of regions and
then representing each region by a the BoW histogram computed over that region.
Then they train a model on the joint space of all BoW histograms. So, ambiguity
of two visually similar regions (e.g. sky and water) can be reduced by means of the
spatial location of their corresponding image region (if the histogram represents a
bluish region and the region is on the top of the image it is likely to be sky and if
the region is on the lower regions it is more likely to be water).

1.2 Related Works

Consider an image of a beach scene. We expect to see sky, water and sand in the
image. Moreover, we expect to see sky at the top of the image, water somewhere
in the middle and sand in the bottom. One simple approach for capturing this
information involves using a different bag of words model for different regions in
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Figure 1.1: A Reconfigurable model for a class of outdoor scenes. We have L region
models that can be arranged in different ways to make up an image. Each image
region has a preference over the region models that can be used to generate its
content. In this example regions in the top are formed by choosing between a cloud
or sun region model, while regions in the middle and bottom are formed by choosing
between a tree or grass region model.

the image. This type of model can be captured by the spatial pyramid matching
approach [11]. Note however that a region in the middle of the image could contain
water or sand. Similarly a region at the top of the image could contain a cloud, the
sun or blue sky alone. Therefore the features observed in each region depend on a
latent variable specifying which of several possible region models should be used to
describe the content of the region.

We propose to model a scene as a collection of region models (“parts”) arranged
in a reconfigurable pattern. An image is divided into a set of pre-defined regions
and we have latent variables specifying which region model should be used for each
image region. The model includes parameters so that each image region has a
preference over the region models that can be assigned to it. In practice we divide
an image into a grid of regions and use a bag of words (BoW) representation to
capture the appearance of a region. We call the resulting models Reconfigurable
BoW models.
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Figure 1.1 illustrates a model for a class of outdoor scenes composed of sky,
grass and trees. We can think of the model as being defined by parts that model
image regions with specific content. The latent variables specify which part should
be used to describe the appearance of each region in a grid.

We compare reconfigurable BoW models to spatial BoW models that use a fixed
model for the bag of words in each image region on two different datasets and show
that reconfigurable models lead to superior results. In particular we obtain results
that are comparable to state-of-the-art methods on the MIT 67 scene indoor scene
dataset [22].

The idea of modeling a scene in terms of a configuration of regions with specific
properties goes back to the configural recognition model of [12]. They represent each
image categories as a set of salient image regions and salient qualitative relationships
between those regions. Regions do not need to be well-defined objects. They can
be object parts, scene sub-parts, etc.

The notion of salient regions and their geometrical/visual relationships has also
been used recently for recognizing indoor scenes in [22] and [19]. These methods
represent scenes using different kinds of deformable part models [7]. Reconfigurable
models are different from deformable models because they explicitly model the
whole image. In that sense they are closely related to methods based on global
descriptors. Reconfigurable models also allow the same part (region model) to
be used multiple times in an image. For example a grass region model can be
instantiated at multiple locations to explain a large patch of grass in an image.

Latent variable models have become very popular in the context of object de-
tection following the work in [7]. One of our goals is to understand how to define
latent variable models for scene recognition. [19] used the deformable part models
(DPM) from [7] and obtained good scene recognition results after combining DPMs
with several global image descriptors. However, in reality, the spatial location of
regions constituting a scene does not deform. It reconfigures instead. Note that
a spatial reconfiguration may require drastic spatial deformation. Our latent vari-
able models can be seen as an alternative to DPMs where deformation constraints
are replaced with reconfiguration constraints. Moreover, Pandey et al. found that
DPM method performs poorly compared to the simple grid based approach of [11]
unless combined with global features. We will show that out reconfigurable model
performs better than alternative global representations (including GIST and spatial
grids).

It is believed that global appearance based methods fail to classify categories
that are characterized by the collection of the objects in them [19]. In particular it
is the identity of objects present in the scene which helps recognition (as opposed
to their exact spatial location). However, we use spatial information in a statistical
manner in order to restrict the space of mappings from image regions to model
parts. We punish spatial configurations that has not been seen in the training data
very often while rewarding recurring configurations.

Another kind of latent variable model that has been used for scene recognition
involves hierarchical “topic” models [6, 4]. These models represent the features in an
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image using a mixture of topics associated with an image category. Reconfigurable
models are related if we think of a region model as a topic. In the case of a
reconfigurable model we assume there is a single topic in each image region. Here
we train different region models for each image category but we could also share a
set of region models over all categories as is often done with topic models.

The approach in [32] is closely related to ours from a technical point of view
but they use only two region models for “foreground” and “background” regions
while we use many different region models to model a scene. Even though their
framework allows for extending the size of the label set beyond two, but, doing so
makes solving the inference problem in their model NP-hard. That said, their model
is appealing in the sense that they exploit pair-wise relationship between regions. As
was demonstrated by the early experiments of Biederman [2] coherency of context
is an important factor in perception of scenes. Generally speaking, considering
pair-wise (and higher order) relations in the model leads to more coherent results
in region labeling problems. Note that our problem can also be viewed as a region
labeling task where the goal is to label regions by part indices.

Our motivation is very similar to that of [33]. They try to exploit the spa-
tial structure of image regions to improve scene recognition accuracy. They use a
data-mining approach to extract relative attributes of image regions. They claim
that their model can capture both geometrical and visual attributes (e.g. bigger,
smoother, to the left, etc.). An attribute can describe pairwise, ternary, and even
higher order relationships between regions. However, their notion of relationship
is not invariant to spatial reconfiguration. Moreover, their attribute extraction
mechanism is very ad-hoc and nonsystematic.

We define a whole family of models for image and scene classification that share
a structural latent variable framework. We start from a simple model and then
show how we can enrich the model by imposing proper constraints on the structure
of the latent variables.

We define both generative and discriminative version of the our family of mod-
els. For the generative models we use Expectation-Maximization (EM) [3] to train
model parameters. For the discriminative models we use a latent structural SVM
(LSSVM) [7]. Discriminative training usually outperforms generative training but
we have found that LSSVM training is much more sensitive to initialization when
compared to EM training. We show that a combined approach that initializes
LSSVM training using the results of EM training gives the best performance.





Chapter 2

Image Classification Problem

A traditional approach for classifying text documents is to consider a word fre-
quency distribution over a set of "keywords" as a concise description of a document.
The set of "keywords" is a discriminative and generic subset of an ordinary dictio-
nary. Given such a representation for a pair of documents one can compare the
degree of similarity between the documents.

Inspired by development of text classification methods people started to describe
visual content as a collection of recurring elements. Consequently, the notion of
visual vocabularies emerged. Analogous to a regular vocabulary of words, a visual
vocabulary is a collection of visual words that, ideally, can describe any visual
phenomenon. In that sense an image can be interpreted as a number of visual
words that have been put together in a certain spatial configuration. This notion
of visual information representation can be put in analogy to the fact that a sentence
is essentially an ordered sequence of words.

Ignoring spatial relationships, an image can be represented as a frequency his-
togram over a finite number of element (visual words) [23]. This way of modeling
an image content is referred to as the Bag of Words (BoW) representation. Despite
its remarkable simplicity BoW representation works relatively well in practice and
therefore is one of the most commonly used representations in Computer Vision.

As discussed in the introduction, standard BoW representation lacks an im-
portant type of information namely the spatial layout of visual words. Failing to
capture spatial information of local features introduces some level of ambiguity
in BoW representations. The problem of preserving spatial information of local
features has been a challenging question in Computer Vision for many years [12].
Nonetheless, despite development of numerous ideas to tackle it, the issue is yet far
from being completely resolved. These observations motivated us to invest some
effort in this challenging problem and try to extend some of the previous ideas.

In the process of building BoW histograms local features are quantized according
to a predefined set of visual words. This quantization process adds some degree
of ambiguity to local features. For example, it happens often that local features
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Figure 2.1: This figure illustrates ambiguity of local features. In the top row two
images of street scene are shown. Local features are extracted densely from both
images. Each local features are then quantized according to a vocabulary of visual
words. In the bottom row matches between visual words of the two images are
shown. Note that only visual words extracted from the car in the left image are
considered. Each line connects a pair of local regions in the two images which are
quantized to the same visual word.

extracted from visually irrelevant regions of image (e.g. road and sky) get mapped
to the same visual vocabulary (see Figure 2.1). The confusion could also be due
to the fact that local descriptors, as their name suggests, represent only a local
neighborhood around a point. One way to get around this issue is to consider
higher order visual words (e.g. pair-wise joints of visual words). But, this approach
quickly gets impractical due to the explosion of computation complexity.

There has been many efforts to resolve these types of ambiguities [9, 13, 26].
The work of Grauman and Darrel is the most interesting of all. They propose
a similarity measure between two sets of features that they call Pyramid Match
Kernel. It approximates weight of the best matching between the two feature sets.
They quantize each dimension of feature space into increasingly finer levels. In each
level of their quantization hierarchy a feature descriptor is quantized based on the
bin in which it falls into. Then sum of the number of matches found in each bin
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is used as the similarity of the two feature sets in that level of the hierarchy. The
final similarity between the two feature sets is obtained by a weighted sum of the
similarities computed for different levels of the hierarchy. Higher levels (with finer
quantization) are given larger weights in the summation.

Despite its nice theoretical properties and computational efficiency Pyramid
Match Kernel approach does not capture spatial information of local features.

In the following section we review some alternative approaches which try to
incorporate BoW framework with spatial information of local features. However,
none of the following approaches look for a point-wise correspondence between
features.

2.1 Spatial BoW Model

The BoW approach has become very appealing in solving image classification prob-
lem because of its generality, theoretical and technical simplicity, as well as its
practical success. However, the standard BoW disregards some useful cues (the
most important of all, spatial information) which are believed to be very useful
in visual recognition otherwise. Therefore, over the years, several approaches has
been developed to extend the BoW paradigm so that some form of spatial layout
is preserved.

Lazebnik et al. [11] divide images into a grid of regions. Their classifier builds
up on the assumption that similarity of images should be measured in terms of
similarity of their regions at the corresponding spatial locations. Consider two
images A and B both taken from the same image category. The assumption states
that, for example, features that appear in the top left region of image A should be
similar to features obtained from the same region in image B. This approach works
very well in practice compared to the standard BoW approach. However, cases in
which the assumption is violated are numerous. This approach is also not invariant
to translation.

In [20] a translation invariant version of spatial grids is proposed. In standard
spatial grid approach images are segmented into different regions by putting a grid
on them. For each region of an image (i.e. each cell of the grid) a BoW histogram is
computed using features extracted from that region. The BoW histograms are then
concatenated together in a fixed order in order to build a global feature descriptor
for the image. Authors in [20] propose to adjust the spatial grid such that it
is centered on a salient object in the image. They assumed that some object of
interest (e.g. car in street scene) can be detected fairly accurately in the image.
They use the detection bounding box of that object as the region of interest. The
idea is that if the image is translated/rescaled the object of interest also changes
accordingly keeping the visual content of each cell of the grid relatively consistent.

In [26] different cues are used to segment images 1 into different types of regions.
1They experiment on action recognition dataset. Therefore, for our purpose, an image here

can be thought of as a video frame.
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Figure 2.2: BoW representation of a single level (` = 2) of SPM is showed. The
image is divided into a 2`×2` grid. Therefore, there are a total of 22` = 16 regions.
Each image region is represented by a BoW histogram (i.e. B1 through B22`). SPM
representation for this level is obtained by concatenating Bis.

Features extracted from different region types in two images are assumed not to
correspond. They claim this strategy reduces ambiguity of local features to some
extent. An example of region types can be regions belonging to sky, ground, or
vertical plane in the image. Such regions can be automatically segmented using
the software from [10]. The assumption here is that correspondence of features
extracted from different types of regions (say sky and ground) is disallowed which
sounds reasonable. Plausibility of this assumption, however, depends highly on the
type of image region segmentation that is applied.

Spatial Pyramid Matching

Our idea is mostly related to the so called Spatial Pyramid Matching (SPM) ap-
proach proposed in [11]. In this section we explain SPM approach in more details.

The key assumption in SPM is that there ought to be a key distinction between
features based on their spatial location (relative to the image frame). In other
words, Lazebnik et al. [11] assume that, for images of a particular category, certain
features tend to appear (consistently) in certain spatial locations of the image. They
propose a novel global image representation which, despite its simple structure, has
been shown to be fairly distinctive for image classification tasks. In the remaining
of this section we explain their proposed procedure for image classification.

A coarse to fine hierarchy of spatial grids is considered on image frame. In each
level of the hierarchy a BoW histogram is computed for each cell of the spatial grid
in that level and then the histograms are concatenated together.

At level ` of the spatial hierarchy, the image is divided into a 2` × 2` grid.
Let us denote the BoW histograms computed for image X and Y at level ` of the
spatial hierarchy by H`

X and H`
Y respectively. Note that H` is a concatenation of
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BoW histograms B1 through B22` one computed for each region (see Figure 2.2).
Similarity of two images X and Y in that level is computed using Equation 2.1.

I(H`
X , H

`
Y ) =

2d`∑
i=1

min(H`
X(i), H`

Y (i)) (2.1)

where I is the histogram intersection function and d is the number of visual
words in the visual vocabulary.

The overall similarity of the two images sim(X,Y ) is then computed as a
weighted sum over similarities at different levels. Weights are assigned as in Equa-
tion 2.2 so that finer levels contribute more to the overall similarity because they
capture more detailed (and distinctive) information.

sim(X,Y ) =
L∑
`=0

1
2L−` I(H`

X , H
`
Y ) (2.2)

In Equation 2.2, L is the maximum level of the hierarchy. Note that when there
is only one level in the spatial hierarchy (i.e. when L = 0) SPM is reduced to
standard BoW approach. This framework has been shown effective on several
different testbeds over the past years.

Linearizing SPM

Histogram intersection function I is nonlinear and, therefore, so is the similarity
function sim of Equation 2.2. But, as we will see later, for a number of reasons we
would prefer to work with linear functions.

Barla et al. [1] proved that histogram intersection function satisfies Mercer’s
conditions and therefore is a kernel function. They found a feature mapping φ(H`)
from H` to a higher dimensional feature space that allows writing histogram inter-
section as a linear function of the following form:

I(H`
X , H

`
Y ) = φ(H`

X) · φ(H`
Y ) (2.3)

As we will see in Section 3, once we have a proper function S(X,Y ) for mea-
suring similarity between pairs of images X and Y we can train a classifier whose
classification score f is a linear combination of similarities between the test image
X and all (or a subset of) images in the training set D = {X1, . . . Xn}:

f(X) =
n∑
i=1

αiS(X,Xi)

Using Equation 2.3 and 2.2 we can rewrite f as follows:
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f(X) =
L∑
`=0

1
2L−`

n∑
i=1

αiφ(H`
X) · φ(H`

Xi
) (2.4)

=
L∑
`=0

φ(H`
X) · 1

2L−`
n∑
i=1

αiφ(H`
Xi

) (2.5)

=
L∑
`=0

1
2L−`φ(H`

X) ·W ` (2.6)

Therefore, in theory, one could implement SPM as a linear classifier in a higher
dimensional feature space.

It is important to note that co-domain of the feature function φ(H`) proposed
by [1] can become very high dimensional. Therefore, it is computationally infea-
sible to use such a mapping function explicitly. Nonetheless, there are a couple
of different ways to get around this issue. As we will see later in Section 3, we
could either approximate histogram intersection function or instead use alternative
feature encodings whose linear classification achieves comparable performance to
histogram intersection kernel in practice. Another option is to use non-linear clas-
sifiers which is indeed the approach used in [11]. However, because of the particular
type of models that we will be using later (see Section 3.1) we have to stick to the
family of similarity measures that can be expressed in terms of a bilinear function
in some sufficiently low-dimensional space.

2.2 Reconfigurable BoW Model

Our approach is very similar to the Spatial Pyramid Matching (SPM) method in
essence. We aim at preserving some form of spatial information of local features
while using a region based representation. We model the global spatial structure
of image regions (e.g. sky regions tend to appear at the top of ground regions).
Our approach, however, does not assume a fixed spatial structure for the region
types in the image (as is the case in SPM). We relax two inconclusive assumptions
made in most of the previous approaches. Firstly, we do not put any restrictions
on the spatial structure of image regions a priori. The spatial structure will be
learned by our model for each image category. This is an important advantage of
our model to the SPM approach [11] in which spatial layout is fixed and the same
for all image categories. Secondly, even though we learn spatial structures across
image categories, our model allows for some degree of spatial reconfiguration for
different images within a particular category. For example, two images of the same
category (e.g. street scene) may have an almost identical spatial layout (clear sky
at the top, asphalt road on the bottom and similar buildings in between) except
from some objects (e.g. cars, humans, trees) which have different spatial locations
in the two images. Our model is able to learn the fixed spatial structures shared
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across images in a category while allowing for some regions to change their identity
from one image to another reconfiguring the layout of the scene.

Deformable Models for Object Detection
Our method is inspired by the idea of deformable part based models proposed by
Felzenszwalb et al. [7]. They try to tackle object detection problem. In their model
objects are described as a collection of parts preserving a certain spatial configu-
ration. For example, a motorcycle is composed of parts including two wheels, a
headlight, a seat, and a handlebar. Despite the fact that these parts may be lo-
cated in different relative places in different motorcycles, however, they all preserve
roughly the same spatial configuration. For example, the seat is at the top of the
wheels, the headlight is close to and in front of the handlebar, etc. This generic spa-
tial configuration is well captured by deformable models. Their approach has two
key characteristics both of which are exploited in our framework as well. Firstly,
they take a semi-supervised approach for training their model. Their training pro-
cedure requires a set of images with annotated bounding boxes around objects of
interest. But, in test time, not only they output the bounding box of objects that
they find but also the size and location of parts constituting the object. They refer
to their semi-supervised learning approach as LSVM [8]. Secondly, although their
model enforces a particular arrangement for the parts that constitute the object,
but, some degree of deformation is also allowed for. Read the next section to see
how these two important characteristics are preserved in our model.

In the part based model of [7], some latent variables are defined to account for
the missing labels i.e. size and location of object parts. For an object with n parts
the latent structure can be represented as z = (z1, ..., zn) where z represents the
latent structure and zi specifies size and spatial location of part i of the model.
In test time, the latent structure is maximized over so as to find the optimal con-
figuration of parts that best describes presence of a potential object. Score of a
detection window x is computed as the dot product of a structured weight vector w
(the model parameters) and some feature descriptor φ(x, z). The function φ(x, z)
extracts features from detection window x assuming a particular configuration z
for the parts. Under the model w, score of a detection window x is defined as:

fw(x) = max
z∈Z(x)

w · φ(x, z) (2.7)

here Z(x) represents the set of all possible part configurations for a given de-
tection window x.

The model parameters w in Equation 2.7 is in fact concatenation of four dif-
ferent types of parameters w = [wf1 , . . . , wfn

, wd1 , . . . , wdn
, wv1 , . . . , wvn

, wb] where
wfi , wdi , and wvi represent appearance, deformation, and anchor position param-
eters for part i respectively and wb represents bias of the scoring function. Anchor
position of a part can be though of as the reference point for specifying the ex-
pected location of the part. During inference, quality of part locations is measured
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with respect to the anchor positions. Note that feature function φ(x, z) has to be
consistent with the structure of w. In particular, when dot product of wfi part of
w with the corresponding part of φ(x, z) is computed we expect to get a measure
of correspondence between the i-th part of the model and the part of image deter-
mined by latent structure z. The score function of Equation 2.7 can be rewritten
as:

fw(x) = max
z=(z1,...,zn)∈Z(x)

n∑
i=1

wfi
· φapp(x, zi) +

n∑
i=1

wdi
· φdef (wvi

, zi) + wb (2.8)

here φapp(x, zi) and φdef (wvi , zi) denote the appearance and deformation fea-
tures extracted for part i respectively assuming that size and location of part i is
denoted by zi with respect to detection window x.

Reconfigurable Models for Image Classification
Our reconfigurable model builds on the Spatial BoW (SBoW) model. We can think
of an SBoW model as a part-based approach, with one part per image region. Here
we augment the SBoW model to allow for reconfiguration of the parts that make up
a scene. This leads to a class of reconfigurable bag of words (RBoW) models. Let
r denote a region in an image and q denote a part in the model. In RBoW models
region r is no longer forced to be mapped to a fixed part qr (as was the case for
SBoW). In fact, RBoW models allow for some form of selective region assignment.
Each potential assignment for region r comes with a specific appearance and as-
signment score. For an image x RBoW model selects the assignment that achieves
the highest total score among all region assignments allowed by the assignment
scheme.

For example, an RBoW model for beach scenes might have a part modeling an
image region that contains the sun and another part modeling an image region that
contains a cloud. The regions at the top of a beach image could all contain the sun
or a cloud. In the RBoW model we have a latent variable indicating which region
model (part) should be used to explain each image region.

We seek to represent scenes as a collection of structural components (or parts).
Each part in our model captures some region type e.g. sky, building, ground,
tree, etc. We want our model to capture the generic spatial configuration of the
components shared among different samples in a category while tolerating some
degree of reconfiguration.

Our method extends the spatial grid approach (explained in Section 2.1) by
relaxing the assumption that scene elements (represented by image regions) are
arranged in a fixed order. We use the idea of deformable part based models (ex-
plained in Section 2.2) to allow for flexible reconfiguration of scene elements. A
particular configuration in our model is defined as assignment of model parts to
image regions. Image regions are supposed to be given to us as an ordered set. The
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order should preserve some consistent notion of spatial information. In practice,
we segment an image into a grid of regions and then list image regions (cells of the
grid) in a particular order so that the location of each image region corresponds to
its index in the ordered set.

Assume that anM by N spatial grid is used to segment an image x into regions.
Each region r ∈ R = {r1,1, ..., rM,N} in the image x is represented by a BoW
histogram xr computed over that region. Parts in our model are then configured
in a way so as to best describe these region histograms. Therefore, it is reasonable
to think of the parts in our model as region models each representing a particular
type of region in the image (see Figure 1.1). The model has a number (say L) of
parts. Associated with each part q in the model is a set of parameters Bq which
model appearance of the type of region represented by q. The model also has an
R×L assignment matrix A where R = |R| = M ×N . Assignment matrix specifies
preferred spatial configurations of the parts. For example, for an image region
r ∈ R the value of Ar,q is a relative measure of how much the region prefers the
configurations in which it is assigned to part q.

In our model each image region r ∈ R has a latent variable zr associated to it.
zr takes on integer values form 1 to L and denotes index of the part that should be
assigned to region r. Let us imagine that the parameters in the model are organized
as w = [B1, . . . , BL, A1, . . . , AR, wb]. Where Ars are rows of the assignment matrix
and wb is the bias term of the classifier. In analogy to 2.8, classification score of an
image in our model can be measured as follows:

f(x) = max
z∈Z(x)

∑
r∈R

Bzr
· xr +

∑
r∈R

Ar,zr
+ wb

= max
z∈Z(x)

∑
r∈R

B · φapp(xr, zr) +
∑
r∈R

A · φconf (r, zr) + wb (2.9)

Here φapp(xr, zr) is a vector with the same number of element as vector B. It has
xr in positions that correspond to Bzr

and zeros everywhere else. φconf (r, zr) is
a vector of length R × L which has the value 1 at location r × L + zr and zeros
elsewhere.

Finally, note that if we concatenate feature functions φapp and φconf as follows
we can write the score function f(x) similar to Equation 2.7.

φ(x, z) = [
∑
r∈R

φapp(xr, zr),
∑
r∈R

φconf (r, zr), 1]

f(x) = max
z∈Z(x)

w · φ(x, z) (2.10)

The main difference between our model and deformable part based models of
[7] is the type of latent variables we use as well as the particular construction of our
deformation parameters. Our latent variables encode potential mappings between
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image regions and model parts. In [7], however, latent variables encode information
about size and location of object parts (see Section 2.2).

As we will see later a whole family of reconfigurable models fit the framework
explained above. Different types of models with different behaviors can be obtained
by imposing proper restrictions on the valid configurations of the latent variables
and/or adding new types of latent variables. We postpone further discussion about
types of models with interesting properties from this family and details about how
they can be trained to Chapters 4, 5.



Chapter 3

Support Vector Machines

Support Vector Machines (SVMs) [5] are a family of linear classifiers that have
gained remarkable popularity over the past years. SVM works based on the idea
of max margin classification. Consider a binary classification problem and assume
that training samples are linearly separable. There might be infinitely many hy-
perplanes that could linearly separate all of the samples without a single one being
misclassified. How should one decide which hyperplane to choose for the classifier?

In SVM the goal is to find the hyperplane which not only classifies samples
correctly but also obtains the maximum classification margin. On a separable set
of data points, margin of an SVM classifier is defined as the distance between
the classification hyperplane and its closest positive or negative sample point. It
should be apparent from the definition of margin that the classification hyperplane
w ∈ RI d is defined only in terms of the samples which lie on the margin borders (see
Equation 3.6). Such training examples are referred to as support vectors (SVs). In
other words, once the hyperplane with the largest margin is found on a set of data
points, addition of more training samples does not change the optimal hyperplane
as long as the new sample points do not fall in the margin.

In a binary classification problem, SVM score of an image x is computed as
follows:

f(x) = w · φ(x) + b (3.1)

Here w is the classification hyperplane trained from a datasetD = {(x1, y1), . . . , (xn, yn)}
of training examples (for now we assume yi ∈ {+1,−1}). φ(x) is the feature rep-
resentation of image x. We have that φ(x) ∈ RI d. And b is the bias term of the
classifier which denotes distance of the separating hyperplane w from the origin
(in the direction perpendicular to w). Figure 3.1 illustrates a binary classification
problem 1. The two classes are represented by solid (class +1) and plain circles
(class −1) and support vectors are distinguished by their bolded border line.

1Source: http://commons.wikimedia.org/wiki/Category:Support_vector_machine

17



18 CHAPTER 3. SUPPORT VECTOR MACHINES

Figure 3.1: Margin of classification hyperplane w. SVM finds the separating hy-
perplane that has the largest margin size. It can be shown that size of margin is
equal to 1

||w|| .

Samples are classified (to either +1 or -1 class) according to the sign of the
score function i.e. sign(f). Let X+

SV (X−SV ) denote the set of positive (negative)
images that lead to support vectors. Also assume that classification hyperplane w
is equally distant from positive and negative support vectors. We can re-scale w
such that for all positive support vectors we have ∀x ∈ X+

SV : f(x) = +1 and for
all negative support vectors we have ∀x′ ∈ X−SV : f(x′) = −1. Then the margin
size is equal to 1

||w|| . This is shown in Equation 3.3.

f(x)− f(x′) = w · (x− x′) = 2 (3.2)

⇒ 1
2 ×

w

||w||
· (x− x′) = 1

||w||
(3.3)

As we said before, SVM tries to find classification hyperplane with the largest
margin. This goal can be achieved by maximizing 1

||w||2 (or equivalently mini-
mizing ||w||2). This leads to a constrained quadratic optimization problem. The
constraints guarantee correct classification of all training examples that is ∀(x, y) ∈
D, yf(x) ≥ 1.

Soft Margin SVMs
So far we have been assuming that there is a hyperplane (linear function in the space
of training samples) that can separate the data without making any mistakes. What
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if the data is not linearly separable? In such cases, we associate a so called slack
variable ζi to each training example xi. ζi measures the amount of penalty that
should be paid for misclassifying xi and it is computed as a function of f(xi). The
function which evaluates ζi is known as loss function. We use hinge loss function
for penalizing misclassification. Hinge loss returns zero if the sample is classified
correctly (i.e. when yf(x) ≥ 1). The penalty increases linearly as the sample slides
into the margin or moves even further in the wrong direction.

Objective function of SVM (denoted by L) can be written as in Equation 3.5.
SVM tries to minimize value of this objective function.

L = 1
2 ||w||

2 + C

n∑
i=1

ζi (3.4)

= 1
2 ||w||

2 + C

n∑
i=1

max{0, 1− yif(xi)} (3.5)

here C is a constant factor that adjusts relative importance of misclassification
penalty and the classification margin.

Kernel Functions
As we mentioned earlier, SVMs are linear classifiers (see Equation 3.1). The kernel
trick, however, makes non-linear classification with SVMs possible. It can be shown
that the separating hyperplane in an SVM classifier can be expressed in terms of
a linear combination of the dot product between test example and a subset of the
training examples (i.e. the support vectors). So, the score function of Equation 3.1
can be rewritten as follows:

f(x) =
n∑
i=1

αiφ(x) · φ(xi) + b (3.6)

αis are zero for all non-SV samples and any real value otherwise. Note that we
did not make any assumptions about the form of the feature function φ. All that
matters is the dot product of some form of features extracted from training/test
examples.

It can be proven that any function k(x, xi) with certain properties (i.e. the
Mercer’s condition) can be used instead of the dot product φ(x) ·φ(xi) in Equation
3.6. Such function k is referred to as kernel function. Kernel functions has an
important property which is that for any kernel function k there exists a mapping φ
such that k(x, xi) = φ(x) ·φ(xi). This is the key result that makes SVMs applicable
to non-linear classification problems.

Using kernel functions one could classify linearly inseparable examples by first
mapping the features into a more sophisticated feature space (usually of higher
dimensions) and then classifying them linearly in the mapped space. Consider the
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(a) Classification hyperplane in 2D (b) Classification hyperplane in 3D

Figure 3.2: A two-class problem is shown in the figure. In 3.2a samples are repre-
sented by 2 dimensions. The samples are not linearly separable in 2D, but, they
can be separated without mistakes by a non-linear classifier (the circle). In 3.2a an
extra dimension is added to the feature points. Addition of this new dimension has
made it possible to linearly separate the two classes with no mistakes in 3D (the
plane).

toy example shown in Figure 3.2a. Two classes of samples are shown by crosses
and circles. There is no linear hyperplane in 2D (i.e. no lines) that could classify
these two classes without making any mistakes. However, a non-linear classifier
(i.e. a circle) can perfectly separate the samples. Figure 3.2b illustrates that if the
samples are mapped to a 3-dimensional space where the third dimension is the sum
of squared values of the two initial dimensions then the samples can be linearly
separated in the 3-dimensional space by a plane.

Despite its superior classification power, kernel-SVM could be much slower than
linear-SVM. Aside from computation cost of evaluating the kernel function (which
could be quite costly in some cases), computation complexity of score function in
kernel-SVM depends on the number of support vectors. Whereas in linear-SVMs
score function can be evaluated by a single dot product between the hyperplane w
and the feature vector x, regardless of the number of support vectors. It should be
noted that number of support vectors changes with complexity of the classification
hyperplane as well as the number of training examples n (particularly in the case
of soft margin SVMs). In practice, number of support vectors could even grow as
large as a few thousands for some problems.

Approximating Nonlinear Kernels
When a similarity function is positive definite an explicit feature mapping is guar-
anteed to exist. Using explicit feature maps, however, usually comes at the cost of
having to deal with higher dimensional feature vectors. Therefore, in order for a
feature map to be practical it should produce sufficiently low dimensional feature
vectors.
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Recently Vedaldi and Zisserman [27] suggested a framework for building explicit
feature maps that can approximate the family of homogeneous additive kernels
(e.g. χ2 and histogram intersection kernel)2. Their proposed feature map can be
computed efficiently and has been shown to perform comparably to the original
kernels. Additive kernels have the property that different dimensions of the feature
vector can be processed independently; that is:

K(x, x′) =
V∑
j=1

k(x(j), x′(j)) (3.7)

where V is the length of feature vectors x and x′. Homogeneous kernels, on the
other hand, are those for which constant scale factors in the feature values can be
factored out:

k(Ca,Cb) = Cγk(a, b) (3.8)

such a function is called γ-homogeneous.
χ2 kernels can also be approximated using Hellinger kernel (see Equation 3.9).

As the equation suggests, Hellinger kernel can be expressed in terms of a very simple
feature map namely element-wise square root.

k(x, x′) =
∑
j

√
xj .x′j (3.9)

=
∑
j

√
xj .

√
x′j

=φ(x) · φ(x′)

In practice, feature vectors x and x′ should be L1-normalized. This is equivalent
to normalizing the mapped features (i.e. φ(x) and φ(x′)) to unit Euclidean norm.

3.1 Latent-SVM Framework

Sometimes, the the category label (i.e. {+1,−1} for a two-class problem) is not
enough to capture all the information about structure of an image yet there is no
extra annotation available in the training data other than the category label. If
the missing information corresponds to some recurring pattern shared across most
examples of a class there is a hope for improvement of classification performance
by recovering that type of information. The idea is to consider a set of latent
variables in the model and let them capture the unobserved structure of the data.
During inference, however, we should maximize the score function over all possible

2Note that, χ2 kernels are probably the best known kernels for image classification task. Also
remember from Section 2.1 that Spatial Pyramid Match approach 2.1 uses histogram intersection
kernel.



22 CHAPTER 3. SUPPORT VECTOR MACHINES

latent configurations. This learning framework was proposed by [7] and is known
as Latent-SVM or LSVM.

The deformable part-based model discussed in Section 2.2 uses LSVMs to detect
objects and discover size and location of the object parts in an image. It is important
to note that the training data that they use is only partially labeled. They are given
a set of positive sub-windows (annotated object bounding boxes) and a set of images
with no instance of the object present in them.

Let z ∈ Z(x) denote the latent variables and Z(x) denote the set of all possible
values that the latent variables can take for a training example x. LSVM score can
be defined as follows:

f(x) = max
z∈Z(x)

w · φ(x, z) (3.10)

Comparing this score function with that of the standard SVM (Equation 3.1)
we see that the main difference is that in LSVM we extend the feature function φ
by making it dependent on the value of latent variables. The other difference is
that in LSVM we maximize over all possible values of the latent variables and pick
the one which scores highest.

Using the score function of Equation 3.10 and the objective function of Equation
3.5 we can define the objective function of LSVM as follows:

L = 1
2 ||w||

2 + C
∑

(x,y)∈D

max{0, 1− y( max
z∈Z(x)

w · φ(x, z) + b)} (3.11)

Even though objective function of LSVM is profoundly similar to that of the
standard SVM, however, unlike the standard SVM, its global minimum cannot
be found efficiently. This is a fundamental drawback of LSVM in comparison to
standard SVM. In Chapter 5 we talk about this issue in more details and explain
how it can be addressed.

3.2 Latent-SVM with Structural Output

Sometimes output of the classifier is more complex than only +1/−1 labels and has
more structure to it. For example, consider a sentence parser. The output should
be a parse tree where each word in the sentence is tagged with its grammatical label.
Another example of a classifier with structural outputs is our image classification
problem. In this case the output of the classifier is simply an integer value indicating
a category label.

People tend to model a multi-class classifier by training multiple binary classi-
fiers independently; one for each one of the categories (e.g. [19, 32]). This strategy
is known as the one-versus-all approach for multi-class classification. In such ap-
proaches each binary classifier tries to separate the samples of one category (the
+1 category) from samples of all other categories (the −1 category). As you can
see, the classifier does not have any proper description of the other categories indi-
vidually. In fact, the +1 category is fighting against all sorts of images (i.e. sample
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from different categories) without using any category specific notion of dissimilar-
ity3. So, the category level identity of the samples is not fully exploited in training
(samples are treated as belonging to either +1 the −1 category).

In a classifier with structural output, however, category models are trained
jointly. The classification decision boundary for one category is defined with respect
to that of the other categories. This means that the boundary of a category can be
extended only if the boundary of another category (or set of categories) is shrunk.
In other words, training involves a competition between models from all categories
against each other simultaneously.

In classifiers with structural outputs, looking through the eyes of a particular
category, for any given training example x not only we know if it belongs to this
category we also know to what other category it belongs to if not this one. And
since we have access to models of all categories at any time during training we know
how strongly the other categories (including the correct one) claim x to be theirs
by evaluating the score each category model assigns to x.

For a classification problem with structural output as well as latent variables
we can use what is called Latent-Structural-SVM (LSSVM). Objective function of
LSSVM can be defined as follows (see [34] for more details):

L = 1
2 ||w||

2 + C

n∑
i=1

max
y,z

(wy · φ(xi, z) + L(y, yi, z))−max
z

wyi
· φ(xi, z) (3.12)

where L(y, y′, z) is a user defined loss function. In practice we ignore the latent
variable z in L(y, y′, z) and define the loss to be 0 if y = y′ and 1 otherwise.

3Note that there is a conceptual difference between: A) deciding category level identity of
image x by choosing from some alternative categories c1 ... ck and B) having to answer the
question does image x belongs to a particular category c or not?. The former case corresponds to
a structural SVM and the latter one corresponds to a standard SVM.





Chapter 4

Reconfigurable Spatial Structure
Framework:
A Generative Approach

In this chapter our goal is to construct generative classifiers to predict category
labels of some unseen images. We do this by finding the probability distribution
over images that maximizes the log likelihood function on a set of training samples.
Table 4.1 summarizes the notation we will be using throughout this chapter.

Let x denote an image and y denote an image category. Classification with gen-
erative models involves modeling a prior probability over categories, Pθ(y), and the
probability of observing certain image features conditional on the image category,

Table 4.1: Summary of notation.

Symbol Definition
R = {r1, . . . , rR} The set of image regions; e.g. cells of a fixed grid
R = |R| Number of image regions
V = {w1, . . . , wV } Visual vocabulary
V = |V| Number of visual words
C = {c1, . . . , cC} The set of image categories
C = |C| Number of image categories
D = {(x1, y1), . . . , (xn, yn)} Dataset of labeled samples
n = |D| Size of the dataset
yi ∈ C Image category label
xi =

⋃
r∈R xi,r Image representation

xi,r = [f1, . . . , fV ] BoW representation of region r of image xi
P = {q1, . . . , qL} The set of parts; each part can generate an image region
L = |P| Number of parts in the model
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Pθ(x|y).
The parameters θ of a generative model can be estimated from a set of training

examples {(x1, y1), . . . , (xn, yn)} using a maximum likelihood criteria. Assuming
the training examples are independent samples from Pθ(x, y) this leads to the fol-
lowing optimization problem:

θ∗ = arg max
θ

LD(θ)

= arg max
θ

log(Pθ(D))

= arg max
θ

∑
(x,y)∈D

log(Pθ(y)) + log(Pθ(x|y)) (4.1)

One important aspect of generative models is that parameter estimation can
often be decomposed into separate problems, one for each image category. Let θ =
{γ, θ1, . . . , θC} where γ are the parameters of a discrete distribution over categories
modeling Pθ(y) while θc defines the parameters for a category specific distribution
over the set of all conceivable images of category c ∈ C. That is Pθ(x|y = c) =
Pθc(x). In this case maximum likelihood estimation amounts to selecting γ based
on the empirical frequencies of different categories in the training data and for any
c ∈ C selecting θc to maximize

∏
(x,y)∈D
s.t.y=c

Pθc
(x). Note that θc is estimated from

training images from category c alone.

Predicting Category Labels
Using Bayes law we can classify an image x by selecting the class y∗ with maximum
probability given the observed image features as follows:

y∗ = arg max
y∈C

Pθ(y|x)

= arg max
y∈C

Pθ(x|y)P (y)∑
y′∈C

Pθ(x|y′)P (y′)
(4.2)

4.1 Spatial BoW Model in Generative Setting

A spatial bag of words (SBoW) model represents an image x by a set R of regions.
Each region r ∈ R contains an unordered collection [v1, . . . , vKr

] of visual words
vj ∈ V. Let xr denote the BoW histogram computed from the visual words within
region r.

We assume:

• image regions are independent from each other
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• visual words vj within each region are sampled independently

Moreover, we also assume that visual words within each region are identically dis-
tributed.

Since outcome of each sample is a discrete value (i.e. vj ∈ V) the probability
distribution of observing a visual word v sampled at a region r ∈ R can be rep-
resented by a multinomial distribution parameterized by a probability distribution
over visual words in V. So, for any c ∈ C we can represent θc as an R × V matrix
Bc such that Bc,r,w is the probability that if we sample a visual word from region
r it turns out to be the word w ∈ V provided that the image belongs to category c.
Also note that each row of the matrix Bc should be a probability distribution (i.e.
entries of Bc should be non-negative and its rows should sum to 1).

Now we can define Pθc(x) as follows:

Pθc(x) =
∏
r∈R

Pθc(xr) (4.3)

Pθc(xr) = mult(xr, Bc,r) (4.4)

mult(xr, Bc,r) = Kr!
xr(1)! . . . xr(V )!

V∏
k=1

B
xr(k)
c,r,k (4.5)

where Kr is the total number of samples in the region r and we have Kr =∑V
k=1 xr(k). Equation 4.3 follows from the independence assumption of image

regions and Equation 4.4 follows from the i.i.d. assumption of samples within a
region.

So far we have been assuming that the model parameters (i.e. θ = {γ, θ1, . . . , θC})
are given to us. In the following sections we will discuss how θ can be estimated
from the training data D.

Estimating Category Label Priors
The prior distribution over categories Pθ(c) is a discrete probability distribution
and can be parameterized by a vector γ of length C. We are looking for the γ
that is a valid probability distribution and leads to the maximum likelihood on the
training data. In order to ensure this we need to introduce a Lagrange multiplier
in our optimization problem:

γ∗ = arg max
γ

∑
(x,y)∈D

log(γ(y)) + λ(
∑
c∈C

γ(c)− 1) (4.6)

By computing the derivative of the function in Equation 4.6 and setting it to
zero we get:

∀c ∈ C, γ∗c = |Dc|
|D|

= nc
n

(4.7)

This is simply the relative population of samples from category c in the dataset D.
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Estimating Category Specific Parameters
Equations 4.1 suggests that the value of θ∗c in our model can be found by solving
the following optimization problem:

θ∗c = arg max
θc

∑
(x,y)∈Dc

log(Pθc
(x|y = c)) (4.8)

where Dc denotes the subset of the dataset that contains only samples from category
c. Recall that we parameterized θc by an R×V matrix Bc whose r-th row represents
the discrete probability distribution of observing visual words within region r of the
input image given that the image is sampled from category c ∈ C. We can rewrite
the previous optimization problem as in Equation 4.9 with R constraints to be met,
one for each row of the matrix Bc. These constraints are represented by Lagrange
multipliers (i.e. λc,rs) and guarantee that each row of Bc sums to 1. Note also
that in Equation 4.9 we have ignored the coefficients in front of the multinomial
probabilities (see Equation 4.5). These coefficients altogether add a constant value
to the objective function and therefore does not affect solution of the optimization
problem.

B∗c = arg max
Bc

∑
(x,y)∈Dc

∑
r∈R

∑
w∈V

xr(w)log(Bc,r,w) +
∑
r∈R

λc,r(
∑
w∈V

Bc,r,w − 1) (4.9)

After solving Equation 4.9 for B∗c,r,w we get:

B∗c,r,w =

∑
(x,y)∈Dc

xr(w)

∑
(x,y)∈Dc

∑
w′∈V

xr(w′)

= sum of the # of occurrences of w in region r of images of category c
Total # of sample points in region r of images of category c

(4.10)

4.2 Reconfigurable BoW Model in Generative Setting

In this section we introduce the reconfigurable BoW (RBoW) framework in the
generative setting. A whole family of reconfigurable structure models fit within our
framework. We are interested in the models that extend the spatial BoW model
by introducing some form of latent variables. The structure of the latent variables,
however, is what makes members in this family of models different from each other.
Throughout this section we will discuss some members of this family of models that
have interesting properties.
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For all of the models that we will discuss the latent structure is (in part) defined
in terms of mappings from image regions to model parts δ : R → P. We assume
that visual words in each image region are generated independently conditional on
the category label c and latent values δ assigning a region model (i.e. a part) to
each image region.

Let Bc,q be a discrete distribution over visual words associated with the region
model q ∈ P for class c. We call the L × V matrix Bc the observation matrix
associated with the model q of image category c. Under the RBoW model we have

Pθ(x|δ, y) =
∏
r∈R

mult(xr, By,δr
) (4.11)

For generative models we can estimate the parameters of the model using a
maximum likelihood criteria. But since the RBoW model has latent variables max-
imum likelihood estimation leads to a non-convex optimization problem. We use
the Expectation-Maximization (EM) algorithm to address this problem [3]. We
discuss more about EM and its application in training RBoW models in Section
4.3.

We can define models with certain behavior by imposing proper limitations
on the set of valid mappings δ. In Section 4.4 we study the case where the only
constraint on the mapping δ is that it needs to be a function. In Section 4.5 we
require the mapping δ to be a bijection (i.e. 1-1 function). In Section 4.6 we propose
a model that is an extension to both of the previous models. We define a new set
of latent variables, one for each part representing a so called part multiplicity.
Multiplicity of a part q is defined as the number of times q can (and must) be used
so that the mapping δ is valid. A part is used once when it is assigned to one image
region. During inference, only those mappings that satisfy part multiplicities are
considered. Finally, in Section 4.7 we introduce mixture of RBoW models. We will
see that each one of the previously discussed models can be further extended to a
mixture model with multiple components.

4.3 Expectation Maximization

Expectation Maximization(EM) is an iterative approach for maximizing likelihood
function for models with latent variables. EM computes a sequence of model param-
eters by repeatedly alternating between two steps which are guaranteed to increase
the likelihood of the data. In the E step we use the current model θt to compute the
posterior probability of the latent variables in each training example. This gives us
a tractable lower-bound on the likelihood function which is tangent to the actual
likelihood at the current θ. In the M step we update the model parameters by
maximizing the lower-bound on the likelihood function.

We use EM to estimate the parameters θ∗c of an RBoW model for a given image
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category c ∈ C which involves solving the following maximization problem:

θ∗c = arg max
θc

`Dc
(θc)

= arg max
θc

∑
(x,y)∈Dc

log(
∑
δ

Pθc
(x, δ|y = c)) (4.12)

(compare this to Equation 4.8).
Equations 4.13-4.17 illustrate EM derivations for a model with latent variables.

For brevity, throughout the rest of this chapter, we use D and θ instead of Dc and
θc respectively unless otherwise stated.

`D(θ) =
∑

(x,y)∈D

log(
∑
δ

Pθ(x, δ)) (4.13)

=
∑

(x,y)∈D

log(
∑
δ

Pθ(x, δ)×
Pθt(δ|x)
Pθt

(δ|x) ) (4.14)

=
∑

(x,y)∈D

log(
∑
δ

Pθt
(δ|x)× Pθ(x, δ)

Pθt
(δ|x) ) (4.15)

≤
∑

(x,y)∈D

∑
δ

Pθt
(δ|x)log(Pθ(x, δ)

Pθt
(δ|x) ) (4.16)

=
∑

(x,y)∈D

∑
δ

Pθt
(δ|x)log(Pθ(x, δ)) +H(Pθt

(δ|x)) (4.17)

where θt is the current estimate of values of parameters of the model (i.e. the
estimate at iteration t).

Note that we used Jensen’s inequality for log function in Equation 4.16 to get
a lower bound on the value of the likelihood function `D(θ). Even though any
arbitrary distribution over δ can be used instead of Pθt

and still the inequality of
4.16 holds, but, the distribution that we chose (i.e. Pθt(δ|x)) is the one that touches
`D(θ) at the current estimate of the model θt and therefore is the tightest lower
bound.

In Equation 4.17, H is the entropy function. Since it is operating on a fixed
distribution (which is based only on our previous estimate of the model parameters)
we can treat it as a constant in our optimization problem (i.e. disregard it).

The optimal value of the parameters of the model can be found by solving the
following optimization problem:

θ∗ = arg max
θ

∑
(x,y)∈D

∑
δ

Pθt
(δ|x)(log(Pθ(δ)) + log(Pθ(x|δ))) (4.18)

Pθc(x|δ) is a product of multinomial distributions (see Equation 4.11). There-
fore, as far as the optimization problem of Equation 4.18 is concerned we can ignore
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the coefficients involved in evaluating the multinomial distributions when estimat-
ing θ∗. We discussed this also in the end of Section 4.1.

4.4 RBoW with Forward Mapping

In this section we assume that each image region r ∈ R can be mapped to any
part in the model regardless of whether or not that part already has other region(s)
mapped to it. However, we still assume that the mapping is a function. We call
such a mapping function a forward mapping.

We assume that the latent variables δr are independent conditional on the cat-
egory label y but not identically distributed. There is a different categorical distri-
bution capturing the parts that are likely to be assigned to each region of an image
from a particular class.

As we discussed earlier in this chapter, parameters for different classes can be
optimized independently from each other. Thus, without loss of generality, we
optimize the model parameters for a particular category c ∈ C (other categories
should be treated similarly). For the sake of brevity throughout the rest of this
section whenever we talk about any model parameters such as θ, A, B, or D we
essentially mean θc, Ac, Bc, Dc respectively.

For an image region r ∈ R letAr = {Ar,1, . . . , Ar,L} whereAr,q is the probability
that δr = q; that is the probability that region r is mapped to part q. We refer to
A as assignment matrix of the model. This leads to the following distribution over
the latent values:

Pθ(δ) =
∏
r∈R

Ar,δr

We can express the probability of observing the features in an image x by
integrating over all possible latent values:

Pθ(x) =
∑
δ

Pθ(δ)Pθ(x|δ) (4.19)

Since the latent variables are independent and the observations are independent
conditional on the latent values we can compute this probability efficiently (in
O(RLV ) time for a model with L region models on an image with R regions and a
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dictionary with V visual words) as follows:

Pθ(x) =
∏
r∈R

∑
q

mult(xr, Bq)Ar,q (4.20)

=



P (x1 ∼ q1)
+

P (x1 ∼ q2)
+
...
+

P (x1 ∼ qL)


× · · · ×



P (xR ∼ q1)
+

P (xR ∼ q2)
+
...
+

P (xR ∼ qL)


(4.21)

where P (r ∼ q) is a single term from Equation 4.21 and denotes the probability of
assigning region r to part q and observing the data of region r given that region r
is mapped to part q. This quantity can be computed as follows:

P (xr ∼ q) = mult(xr, Bq)Ar,q (4.22)

Note that since each region can be mapped to any part regardless of the assign-
ment of other regions (i.e. δrs are independent), therefore, each row of the matrix
A represents a probability distribution over the parts in the model (and therefore
rows of A should sum to 1).

As discussed in Section 4.3 we can train generative models with latent variables
through an iterative process. Let θt be the current value of the parameters of the
model (i.e. A,B). Value of the parameters in the next iteration can be estimated by
maximizing the likelihood function. Let f(A,B) denote the likelihood function of a
model parameterized by A,B that is f(A,B) = `Dc

(θc). We can use the definition
in Equation 4.18 and compute f(A,B) as follows:

f(A,B) =
∑

(x,y)∈Dc

∑
δ

Pθt(δ|x)[
∑
r∈R

log(Ar,δr ) +
∑
w∈V

xr(k)log(Bδr,w)]

+
∑
r∈R

λr(
∑
q∈P

Ar,q − 1) +
∑
q∈P

λq(
∑
w∈V

Bq,w − 1) (4.23)

λrs and λqs guarantee that rows of A and B sum to 1. Note that we disregarded
coefficients of the multinomial distribution when computing the observation prob-
abilities. As discussed before, this does not affect the optimization problem.

By computing derivative of the objective function with respect to Ar,q and
setting it to zero we get:
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∂f

∂Ar,q
=

∑
(x,y)∈D

∑
δ,s.t.
δr=q

Pθt
(δ|x) 1

Ar,δr

+ λr (4.24)

Ar,q =

∑
(x,y)∈D

∑
δ,s.t.
δr=q

Pθt(δ|x)

−λr
(4.25)

λr should be set such that the values in the r-th row of matrix A sum to 1.
This means that we can ignore the denominator in Equation 4.25 for now. After
all entries in matrix A are computed we normalize the matrix such that each row
sums to 1. Denote the numerator of Equation 4.25 for a particular image x, region
r, and model part q by Qx,r,q. We can summarize Equation 4.25 as:

Ar,q ∝
∑

(x,y)∈Dc

Qx,r,q (4.26)

We can compute the value of Qx,r,q using the Bayes’ rule (Equation 4.27) and
the trick of Equation 4.21.

Pθt
(δ|x) = Pθt

(δ)Pθt
(x|δ)∑

δ′

Pθt
(δ′)Pθt

(x|δ′)
(4.27)

This leads to the following equation:
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Qx,r,q =



P (x1 ∼ q1)
+

P (x1 ∼ q2)
+
...
+

P (x1 ∼ qL)


× · · · × P (xr ∼ q)× · · · ×



P (xR ∼ q1)
+

P (xR ∼ q2)
+
...
+

P (xR ∼ qL)




P (x1 ∼ q1)
+

P (x1 ∼ q2)
+
...
+

P (x1 ∼ qL)


× · · · ×



P (xr ∼ q1)
+

P (xr ∼ q2)
+
...
+

P (xr ∼ qL)


× · · · ×



P (xR ∼ q1)
+

P (xR ∼ q2)
+
...
+

P (xR ∼ qL)


= P (xr ∼ q)∑

q′∈P
P (xr ∼ q′)

= 1

1 +
∑

q′∈P\q

P (xr ∼ q′)
P (xr ∼ q)

(4.28)

Note that the formula in Equation 4.28 not only is very simple but also can be
implemented properly in the sense that it avoids running into numerical precision
issues. In order to avoid numerical precision difficulties as much as possible one
could compute the probability ratios (the terms in the denominator) in log space,
get exp of each term and then sum them up.

Matrix B can be solved for similarly to matrix A as we will see in the rest of
this section. First we need to compute the derivative of the objective function of
Equation 4.23 with respect to Bq,w:

∂f

∂Bq,w
=

∑
(x,y)∈D

∑
δ,s.t.
δr=q

Pθt
(δ|x)

∑
r∈R

xr(w) 1
Bq,w

+ λq (4.29)

Finally, we can compute the value of B up to a normalization constant as follows:

Bq,w ∝
∑

(x,y)∈D

∑
r∈R

xr(w)
∑
δ,s.t.
δr=q

Pθt
(δ|x)

=
∑

(x,y)∈D

∑
r∈R

xr(w)Qx,r,q (4.30)
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To summarize we present the following algorithm for training an RBoW model
with forward mappings for image category c ∈ C.

Algorithm: RBoW training (forward mapping)

Repeat until convergence

Step 1 (E): For each example (x, y) ∈ Dc, region r ∈ R and part q ∈ P
compute Qx,r,q = Pθt

(δr = q|x, y = c) from Equation 4.28:

Pθt(δr = q|x, y = c) = mult(xr, Bq)Ar,q∑
q′∈P mult(xr, Bq′)Ar,q′

(4.31)

Step 2 (M):

- Update θ
update Ar,q according to Equation 4.26
update Bq,w according to Equation 4.30

- Normalize

∀r ∈ R,
∑
q∈P

Ar,q = 1

∀q ∈ P,
∑
w∈V

Bq,w = 1

In practice we initialize the algorithm by selecting a random latent value δr for
each region r within x and setting Qx,r,δr = 1 while Qx,r,q = 0 for all q 6= δr.

4.5 RBoW with 1-to-1 Mapping Constraints

For this type of models, a valid mapping δ is one that is a 1-to-1 function (i.e.
δ : R 1−to−1−−−−−→ P). This requires that R = L. This view of RBoW models resembles
the deformable part based models [7] the most. We assume that a scene (an object)
is composed of a fixed number of region types (object parts). Region types (object
parts) can not be re-used and each of them has to be found once somewhere in the
image. Probability of observing an image x is defined same as before (see Equation
4.19). Definition of the mapping δ, however, is different.

Note that, because of the 1-to-1 constraints on mappings, the latent variables
(i.e. δrs) are no longer independent. We model Pθ(δ) using a Gibbs distribution
parameterized by an R × L matrix A such that Ar,q denotes the cost (or energy)
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associated with assigning region r of an image to part q of the model. Note that we
are talking about a particular image category. Given region assignments δ, however,
image regions are independent. Therefore, we can model Pθ(x|δ) as before; that is
through L×V observation matrix B whose rows are distributions over visual words
in the vocabulary V. Therefore, for an image category c ∈ C the model parameters
θc for a RBoW model with 1-to-1 mappings can be parameterized as θc = {A,B}.

The joint probability of an image x and a mapping δ can be computed as follows:

Pθ(δ, x) = 1
Z(A) exp(−

∑
r∈R

Ar,δr
)

∏
r∈R

mult(xr, Bδr
) (4.32)

Z(A) =
∑
δ exp(−

∑
r∈RAr,δr

) is the partition function of the Gibbs distribu-
tion and can be computed by applying matrix permanent operator on an R × R
matrixM such thatMr,q = exp(−Ar,q). Recall that we require R = L.

Let f(A,B) = `Dc
(θc) denote likelihood function of the model parameterized

by A,B:

f(A,B) =
∑

(x,y)∈Dc

∑
δ

Pθt
(δ|x)[−log(Z(A))−

∑
r∈R

Ar,δr
+

∑
w∈V

xr(k)log(Bδr,w)]

+
∑
q∈P

λq(
∑
w∈V

Bq,w − 1) (4.33)

where λqs are Lagrange multipliers that guarantee rows of B sum to 1. Note
again that we ignored the coefficients in the multinomial distribution of observation
probabilities. This does not affect the optimal solution of our optimization problem
(read Section 4.3).

In order to optimize f(A,B) we first need to compute partial derivative of f
with respect to the model parameters:

∂f

∂Ar,q
=

∑
(x,y)∈Dc

∑
δ

Pθt
(δ|x)[− 1

Z(A) ×
∂Z(A)
∂Ar,q

− 1I{δr=q}] (4.34)

=
∑

(x,y)∈Dc

∑
δ

Pθt(δ|x)[ 1
Z(A) exp(−Ar,q)

∑
δ′,s.t.
δ′

r=q

exp(−
∑
r∈R

Ar,δ′
r
)− 1I{δr=q}]

(4.35)

= nc × exp(−Ar,q)
perm(M\r ∼ q)

perm(M) −
∑

(x,y)∈Dc

∑
δ,s.t.
δr=q

Pθt
(δ|x) (4.36)

where nc = |Dc| is the number of training samples from category c. perm in
Equation 4.36 is the matrix permanent operator and M\r ∼ q denotes the sub-
matrix of M obtained by removing row r and column q from it (in a sense, it
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implies that region r is assigned to part q). If we put the partial derivative equal
to zero we get the following equation:

Mr,qperm(M\r ∼ q)
perm(M) =

∑
(x,y)∈Dc

∑
δ,s.t.
δr=q

Pθt(δ|x)

nc

Mr,qperm(M\r ∼ q)∑
q′∈PMr,q′perm(M\r ∼ q′) =

∑
(x,y)∈Dc

∑
δ,s.t.
δr=q

Pθt(δ|x)

nc
(4.37)

Equation 4.37 gives some intuition into what happens in the Maximization step
of EM algorithm in this case. Note that the left hand side of the equation computes
Pθc

(δr = q) that is the probability of mapping region r to part q. The right hand
side, on the other hand, represents the empirical probability of the same event
according to the training data and the model from the previous step. After the
maximization step is finished these two quantities should be the same.

Unfortunately, Equation 4.37 does not lead to an explicit expression for the
optimal value of Ar,q. This is a consequence of the fact that latent variables δr are
not independent. In such cases, we can use gradient based methods to optimize the
likelihood function f(A,B) in the maximization step of EM. This, however, comes
in a price. In each iteration of the gradient ascent algorithm perm(M\r ∼ q) needs
to be computed for any (region, part) pair (r, q). Matrix permanent computation
problem is NP-hard. Permanent of an n × n matrix can be computed in O(n2n)
using a version of Ryser’s algorithm which uses gray-codes. In practice, we use
R = 16 image regions. This leads to computing permanent of 15 × 15 matrices
which is tractable using Ryser’s method.

We still need to compute posterior probabilities
∑
δ Pθt

(δ|x) using the model
from the previous EM iteration. This can also be done through a number of matrix
permanent computations. Let S be anR×Rmatrix and Sr,q = exp(−Ar,q) mult(xr, Bq).
We can compute

∑
δ Pθc

(δ|x) and Pθc
(x) as follows:
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Pθc(x) =
∑
δ

Pθc(x, δ)

=
∑
δ

Pθc(δ)Pθc(x|δ)

= 1
Z(A)

∑
δ

∏
r∈R

exp(−Ar,δr
) mult(xr, Bδr

)

= 1
perm(M)perm(S) (4.38)∑

δ,s.t.
δr=q

Pθc(δ|x) = Sr,qperm(S\r ∼ q)
perm(S) (4.39)

= Sr,qperm(S\r ∼ q)∑
q′∈P Sr,q′perm(S\r ∼ q′)

Now we should optimize the likelihood function f(A,B) of Equation 4.33 with
respect to B. It requires computing partial derivative of f(A,B) with respect to
Bq,w:

∂f

∂Bq,w
=

∑
(x,y)∈Dc

∑
δ

Pθc(δ|x)
∑
r∈R

xr(w)
Bq,w

1I{δr=q} + λq (4.40)

and setting the derivative equal to zero:

Bq,w =

∑
(x,y)∈Dc

∑
r∈R xr(w)

∑
δ,s.t.
δr=q

Pθc
(δ|x)

−λq
(4.41)

Note that the denominator in Equation 4.41 is only a normalization constant
that guarantees rows of B sum to 1. So, we can ignore the denominator and
compute un-normalized Bq,ws. Once they are computed for all q ∈ P and w ∈ V
we can normalize the matrix so that each row sums to 1.

The following algorithm summerizes the training procedure for a particular
cateogry c ∈ C of a RBoW model with 1-to-1 matching constraints.

Algorithm: RBoW training (1-to-1 matching)

Repeat until convergence

Step 1 (E): For each example x ∈ Dc, region r ∈ R, and part q ∈ P
compute Sx,r,q = Pθt

(δr = q|x, y = c) from Equation ??:
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Sx,r,q = Sr,qperm(S\r ∼ q) (normalize rows of Sx)

Step 2 (M):

- Update θ
A = gradient_ascend(A, S) (update A)

Bq,w =
∑

(x,y)∈Dc

∑
r∈R

xr(w)Sr,q (update Bq,w)

- Normalize

∀q ∈ P,
∑
w∈V

Bq,w = 1

Algorithm: gradient_ascend(A, S)

Repeat until convergence

Compute the Derivative: For each region r ∈ R and part q ∈ P compute
the value of gradient vector from Equation 4.36:

Mr,q =Mr,qperm(M\r ∼ q) (normalize rows of M)
∂f(A,B)
∂Ar,q

=ncMr,q −
∑
x∈Dc

Sx,r,q

Update: Choose proper learning rate α and move in the direction of the
gradient vector:

A = A+ α5 f
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4.6 RBoW with Reusable Parts

So far we have introduced two different reconfigurable models for image classifica-
tion namely the forward mapping approach (Section 4.4) and the 1-to-1 matching
approach (Section 4.5). Each of these two models have its own pros and cons.

The intuition behind the 1-to-1 approach is that we expect the model to dedicate
one part for each type of region that might be found in a particular image category
(e.g. for images of beach category we expect the model to have parts dedicated to
sky, sea, tree, rock, sand, etc.). And for a given input image the model is expected
to assign high probability to the image if it has the right region types in the right
spatial locations in it. This is a very nice property. However, it cannot deal with
the variation in the number of instances of each type of region that might show up
in an image. For example, one could imagine having lots of sky regions in a beach
image and very few (or no) tree regions. At the same time, one could imagine quite
the contrary which is to have an image of beach scene with very few sky regions
and plenty of tree regions in it. So, in order to accommodate multiple regions of
the same type in such a model we have to have multiple copies of the same part in
the model which seems redundant.

The forward mapping model, on the other hand, allows for a part in the model
to be reused multiple times and therefore is not susceptible to the issue explained
above. But, the forward mapping model is highly unconstraint meaning that it
allows for a whole lot of undesirable configurations. For example, the configuration
which assigns all image regions to the same part (say the part representing sky) is
a valid configuration in the forward mapping model whereas it is a highly unlikely
(if at all plausible) configuration in realistic images.

A hybrid of these two types of models which constitutes the benefits of both
sounds very appealing. This section is an attempt to introduce such a hybrid model.
We introduce a reconfigurable model which allows for model parts to be reused an
arbitrary number of times in a principled way. We impose soft constraints on the
number of times a part is reused by defining a joint probability distribution on the
part multiplicities.

For any part q ∈ P we refer to the number of times the part has been used as
the multiplicity of that part and denote it by a latent variable tauq in the model.
Our goal is to model the following probability distribution:

P (τ, δ, x) = P (τ)P (δ|τ)P (x|δ, τ)

where τ = [τq1 , ..., τ(qL)]. Note that once δ is given the probability distribution over
x is independent of τ that is P (x|δ, τ) = P (x|δ).

The lower bound on the log likelihood function for such a model can be written
as follows:

`Dc
(θ) ≥

∑
(x,y)∈Dc

∑
δ,τ

Pθt
(δ, τ |x)[log(P (τ)) + log(P (δ|τ)) + log(P (x|δ))]
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Let M be an L × (R + 1) matrix where Mq,m represents the potential value
of using m in stances of part q for an image. In fact, matrix M represents the
potential function for computing probability of part multiplicities such that P (τ) =

1
Z(M)

∏
q∈PMq,τq

where Z(M) is the partition function. The model parameters (i.e.
A, B, and M) can be obtained by minimizing the following objective function:

f(M,A,B) =
∑

(x,y)∈Dc

∑
τ

∑
δ

card(δ)=τ

Pθt(δ, τ |x)[
∑
q∈P

log(Mq,τ(q))− log(Z(M))

+
∑
r∈R

log(Ar,δr
)− log(Z(τ))

+
∑
r∈R

∑
w∈V

xr(w)log(Bδr,w)]

where the function card(δ) computes the part multiplicities (cardinalities) re-
sulting from a given assignment δ. Also note that Z(M) and Z(τ) are partition
functions defined as follows:

Z(M) =
∑
τ

∏
q∈P

Mq,τ(q)

Z(τ) =
∑
δ

card(δ)=τ

∏
r∈R

Ar,δr

Note that we assume that matrix B is already normalized properly therefore
each row in B sums to 1.

Unfortunately, the model parameters for which the value of the objective func-
tion f(M,A,B) is optimal cannot be expressed in an explicit way. Therefore, we
have to stick to gradient ascent methods in order to maximize the objective func-
tion. So, we need to compute partial derivative of the objective function with
respect to any of the model parameters and then take small steps in the direction
pointed to by the derivative vector. Keep in mind that after each iteration of the
gradient ascent we need to re-normalize the rows of matrix B so that we get a
proper distribution over xrs.
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∂f

∂Mq,m
=

∑
(x,y)∈Dc

∑
τ

τ(q)=m

∑
δ

card(δ)=τ

Pθt(δ, τ |x) 1
Mq,m

−
∂Z(M)
∂Mq,m

Z(m) (4.42)

∂f

∂Ar,q
=

∑
(x,y)∈Dc

∑
τ

∑
δ,s.t.

card(δ)=τ
δr=q

Pθt
(δ, τ |x) 1

Ar,q
−

∂Z(τ)
∂Ar,q

Z(τ) (4.43)

∂f

∂Bq,w
=

∑
(x,y)∈Dc

∑
r∈R

∑
τ

∑
δ,s.t.

card(δ)=τ
δr=q

Pθt(δ, τ |x)xr(w)
Bq,w

(4.44)

∂Z(M)
∂Mq,m

=
∑
τ

τ(q)=m

∏
q′∈P\q

Mq′,τ(q′) (4.45)

∂Z(τ)
∂Ar,q

=
∑
δ,s.t.

card(δ)=τ
δr=q

∏
r′∈R\r

Ar′,δr′ (4.46)

Technical Details

In this section we go over some technical details of how to optimize parameters of
the reconfigurable model with reusable parts (introduced in the previous section).

Note from Equations 4.42 to 4.46 that we need to compute the following quan-
tities for each training example (x, y) ∈ Dc:

∀q ∈ P, 0 ≤ m ≤ R,
∑
τ

τ(q)=m

∑
δ

card(δ)=τ

Pθt
(δ, τ |x) (4.47)

∀q ∈ P, 0 ≤ m ≤ R,
∑
τ

τ(q)=m

∏
q′∈P\q

Mq′,τ(q′) (4.48)

∀r ∈ R,∀q ∈ P,
∑
τ

∑
δ,s.t.

card(δ)=τ
δr=q

Pθt
(δ, τ |x) (4.49)

∀r ∈ R,∀q ∈ P,∀τ,
∑
δ,s.t.

card(δ)=τ
δr=q

∏
r′∈R\r

Ar′,δr′ (4.50)
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Unfortunately, all of these equations except for 4.48 require computing (or sum-
ming over) quantities which depend on τ . The issue is that the total number of
possibilities for τ is very large.

One solution that takes us around this issue is to use hard-EM. Hard-EM relies
on the best configuration of latent variables (δ and τ) as opposed to summing up
the probabilities of all possible configurations.

Even if we were to use hard-EM the problem of finding the most probable
configuration is hard. We have a dynamic programming algorithm for computing
the most probable configuration which works in time exponential to the number of
regions in the image. However, the algorithm is practical for 4× 4 grids which lead
to R = 16 image regions (note that we use 4×4 grids throughout our experiments).
The details of that algorithm is outsides the scope of this thesis.

4.7 Mixture of RBoW Models

Our proposed family of RBoW models captures the relatively static layout of the
scene (e.g. relations such as sky should be on top and ground on the bottom)
and yet it allows some image regions to switch identities and the spatial layout to
get reconfigured. One way to generalize any of the models we have discussed so
far is to use them and construct a mixture of RBoW models. Let η denote the
latent variable that determines selection of a mixture component. Each mixture
component j has a prior probability Pθ(η = j) and its own assignment matrix Aj .
We assume that parts are shared across mixture components. In this section we
go over the EM derivations for a mixture of forward-RBoW models. Other models
can be extended in a similar way.

Consider the following toy example. Assume that the training data is composed
of two clusters of images. Images in each cluster all have the same spatial layout
that is if we were to annotate the images in each cluster by labeling their regions
with region-types they all would get the same labeling (for example, all had sky
at the top, tree on right and building on left). Moreover, assume that the spatial
layouts are different between the two clusters. Let qr be the part that gets mapped
to region r in images of the first cluster and q′r be the part that gets mapped to r
in images of the second cluster. If we were to train a standard forward-RBoW on
this dataset the assignment matrix would be trained such that Ar,q is equal to 0.5
if q ∈ {qr, q′r} and zero otherwise. Therefore, probability of an image from either
of the two clusters under this model has a factor of 0.5R in it where R is number
of image regions.

Now consider a mixture of forward-RBoW models with two components. As-
sume that probability of selecting one component or the other is 0.5. If each mixture
component captures the information about images of one cluster then the assign-
ment matrix A in each cluster would be trained such that the particular spatial
configuration maintained by that cluster has probability one and any other spatial
configuration gets probability zero. Probability of an image from either of the two
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clusters under this model has a factor of 0.5 in it that comes from the probabil-
ity of selecting the (correct) mixture component. Hopefully this toy example has
demonstrated benefits of using a mixture of RBoW models in general.

Let C = [C1, . . . , CJ ] denote the prior distribution over mixture components
and J is the total number of mixture components. Similar to Equation 4.23 the
objective function for such a mixture model can be written as follows:

f(A,B,C) =∑
(x,y)∈Dc

∑
δ,η

Pθt
(δ, η|x)[log(Cη) +

∑
r∈R

log(Aη,r,δr
) +

∑
w∈V

xr(w)log(Bδr,w)]

+ λC(
J∑
j=1

Cj − 1) +
J∑
j=1

∑
r∈R

λj,r(
∑
q∈P

Aη,r,q − 1) +
∑
q∈P

λq(
∑
w∈V

Bq,w − 1)

(4.51)

After computing the partial derivatives of the model parameters we get:

∂f

∂Cj
=

∑
(x,y)∈Dc

∑
δ

Pθt(δ, η = j|x) 1
Cj

+ λC

∂f

∂Aj,r,q
=

∑
(x,y)∈Dc

∑
δ,s.t.
δr=q

Pθt
(δ, η = j|x) 1

Aj,r,q
+ λj,r

∂f

∂Bq,w
=

∑
(x,y)∈Dc

∑
η,δ

s.t.δr=q

Pθt(δ, η|x)
∑
r∈R

xr(w) 1
Bq,w

+ λq

Finally, if we denote
∑

δ,s.t.
δr=q

Pθt
(δ, η = j|x) by Qx,j,r,q we can compute the value

of the model parameters using the following formulas:

Cj ∝
∑

(x,y)∈Dc

∑
q∈P

Qx,j,r,q (for an arbitrary r ∈ R)

Aj,r,q ∝
∑

(x,y)∈Dc

Qx,j,r,q

Bq,w ∝
∑

(x,y)∈Dc

∑
r∈R

xr(w)
J∑
j=1

Qx,j,r,q



Chapter 5

Reconfigurable Spatial Structure
Framework:
A Discriminative Approach

In contrast to the generative setting, the discriminative approach does not rely on
explicit probabilistic models for the images in each class. Instead the parameters
w of a classifier are selected to directly minimize mistakes on the training data,
often with a regularization bias to avoid overfitting. A common approach involves
training a discriminant function fw(x, y) = wy · φ(x) with high score if image x is
from class y, and low score otherwise. We then classify an image by selecting the
class with highest score:

y∗ = arg max
y

fw(x, y) (5.1)

When the model has latent variables z the score function changes to fw(x, y) =
maxz fw(x, y, z) where fw(x, y, z) is score of the particular configuration given by
the latent variables and is defined as fw(w, x, z) = wy · φ(x, z).

Let {(x1, y1), . . . , (xn, yn)} be a set of training examples. We would like to
train w such that fw(xi, yi) > fw(xi, y) whenever y 6= yi. A general max-margin
approach involves an objective function:

w∗ = arg min
w

1
2 ||w||

2 + C

n∑
i=1

max
y,z

(fw(xi, y, z) + L(y, yi))−max
z

fw(xi, yi, z) (5.2)

where L(y, y′) = 0 if y = y′ and L(y, y′) = 1 if y 6= y′. Remember from Equation
3.12 that this leads to a LSSVM classifier.

This objective encourages the score of the correct class for each example to be
above the highest score of an incorrect class plus one. Together with the regular-
ization term, this leads to a large margin classifier.

In this chapter we discuss the details about training and inference in RBoW
models in discriminative setting. In Section 5.1 we briefly review training process

45
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of a standard spatial BoW (SBoW). The rest of the chapter is dedicated to RBoW
models, their discriminative training and inference. In Section 5.3 we review deriva-
tions of a gradient based method for training LSSVM models. In sections 5.4-5.7
we discuss inference algorithms used in different members of the family of reconfig-
urable models. We finish this chapter by a comparison of the expressive power of
the models we have been discussing so far.

5.1 Spatial BoW Model in Discriminative Setting

An important class of discriminative models involves linear discriminant functions
of a joint feature map:

fw(x, y) = wy · [φ(x1); · · · ;φ(xR)] (5.3)

Note that training wys independently would lead to multiple binary SVM classifiers
of the type discussed in Equation 3.1 (one for each category). Instead, we train wys
jointly. In this case the training problem corresponds to a structural SVM (SSVM)
[25]. Objective function of SSVM is the same as the objective function of Equation
5.2 except that there is no latent variable z. The resulting optimization problem is
convex and can be solved using a variety of standard techniques. Note that the only
difference between Structural-SVM and Latent-Structural-SVM is that in LSSVM
the score is no longer linear due to the maximization over z.

5.2 Reconfigurable BoW Model in Discriminative Setting

We can define discriminative latent variable models using a discriminant function
of the form:

fw(x, y) = max
z

w · φ(x, y, z)

= max
z

∑
r

Ay,r,zr +By,zr · φ(xr) (5.4)

Here z is a latent structure. φ(xr) is a feature map. The vector By,q speci-
fies model parameters for the q-th region model in class y. The parameter Ay,r,q
specifies a score for assigning part q to region r in an image of class y.

In this case the training problem defined by equation (5.2) corresponds to a
latent structural SVM (LSSVM) [7]. A popular example in computer vision is the
deformable part model (DPM) for object detection described in [7]. The work in
[7] considered the special case of a latent variable binary classifier (the object is
present or not at each position in the image).

Inference
Inference in a discriminative RBoW model involves evaluating the score function of
Equation 5.4. This requires solving a maximization problem over latent variables.
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Complexity of this optimization problem, however, is determined by the structure
of the latent variables.

Note how formulation of Equation 5.4 is similar to the type of discrete opti-
mization problems commonly used in Computer Vision [28]. In other words, we are
searching in discrete space of mappings z ∈ Z(x) looking for the mapping which
maximizes the energy function fw(x, y, z).

So far we have been assuming that the model parameters w are given to us. In
the next section we explain how we can estimate the model parameters.

5.3 Training LSSVM Models

Unfortunately, the LSSVM training objective (Equation 5.2) is non-convex. The
first term in Equation 5.2 is quadratic in w with positive coefficient and therefore
is convex. The second term is a maximum of a number of linear functions and
therefore is convex. The third term, however, is concave (it is the negated version
of a maximum over linear functions).

In [34], the training problem is solved using the CCCP algorithm [35], while [7]
uses a coordinate descent method designed for the binary case.

While these methods have been shown to work well in some applications there
is increasing evidence that they can be quite sensitive to initialization. Our ex-
periments confirm this is a significant problem for the models we consider. In
contrast, the EM algorithm for generative models with latent variables seems to be
less sensitive to initialization.

CCCP works by repeatedly alternating between two steps. The first step picks
the best latent values for each training example under the current model. The
second step defines a convex objective function over model parameters by replacing
the maximization in the last term of the LSSVM objective with the latent values
from the first step. This convex objective gives an upper-bound on the LLSVM
objective function.

The following algorithm explains training procedure of an LSSVM classifier.

Algorithm: Train LSSVM

Repeat until convergence
Step 1: For each training example i compute

zi = arg max
z

wyi
· φ(xi, z) (5.5)
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Step 2: Update w by optimizing the convex objective

w∗ = arg min
w

1
2 ||w||

2

+ C

n∑
i=1

max
y,z

(w · φ(xi, y, z) + L(y, yi))− w · φ(xi, yi, zi) (5.6)

In practice we use stochastic subgradient descent to optimize the convex function
in step 2.

Note that CCCP optimization for LSSVM is similar to EM in the way that it
alternates estimating latent values and estimating model parameters. One impor-
tant difference is that in step 1 of EM we obtain a distribution over latent values for
each example while here we pick a single latent value for each example. This seems
to make LSSVM optimization with CCCP much more sensitive to initialization. In
practice we find that most latent values that are selected in step 1 of the initial
iteration never change.

Despite the fact that CCCP is susceptible to getting into local minimum it has
been shown to work surprisingly well in practice in some applications. The reason,
as stated in [7], is the following. Although the gradient descent process of Step 2
of the algorithm performs only a series of local searches but the relabeling process
performed in Step 1 searches over an exponentially large subset of the solution
space.

The optimization requires either an initial weight vector w or initial latent values
zi, in which case training starts in step 2. We experimented with three different
methods for selecting initial latent values. One method simply picks a random part
for each region in each image. Another method picks a fixed part for each region.
In particular, we train models with 16 regions and 16 part and assign a different
initial part for each image region. Finally, we tried using the result of EM training
of a generative RBoW model to select the initial latent values. In this case we set
the initial zi to be the most probable latent values under the model trained by EM.

Stochastic Sub-gradient Descent

Step 2 of the LSSVM training algorithm uses stochastic sub-gradient descent. It is
sub-gradient because the optimization function of Equation 5.6 is non-differentiable
(it is piecewise differentiable) due to the max function.

Gradient descent algorithm works by repeatedly computing gradient of its ob-
jective function and taking small steps in the opposite direction of the gradient
vector. Let L′ denote the convexified objective function of Equation 5.6. Also let
ŷ, ẑ denote the category label and latent values that come out of the loss-augmented
inference maxy,z(wy ·φ(xi, z) +L(y, yi)). We can compute the gradient vector from
Equation 5.7.
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5L′ = wT + C

n∑
i=1

φ(xi, ŷ, ẑ)− φ(xi, yi, zi) (5.7)

Convergence of gradient descent usually requires computing the value of the
gradient vector many times. This, in practice, is too costly because computing
the gradient vector requires solving multiple inference problems for each training
example (one for each category y). As mentioned earlier, complexity of solving the
inference problem depends on the structure of the latent variables, however, it often
is the case that solving the inference problem is the bottleneck on the running time
of the algorithm.

To cope with the computational time issues we use stochastic gradient descent.
Stochastic gradient descent estimates the gradient vector in each iteration using
only one image chosen randomly from the training set:

5L′ ≈ wT + Cn(φ(xi, ŷ, ẑ)− φ(xi, yi, zi)) (5.8)

Here i is index of the randomly chosen training sample.
Let αt and wt denote the step size (a.k.a. learning rate) and the model param-

eters at iteration t of (stochastic) gradient descent procedure respectively. Value of
the model parameters at time t+ 1 can be estimated from

wTt+1 = wTt − αt 5L′ (5.9)

For the case of structured features one might want to have different learning
rates for different parts of the feature map. We can multiply the learning rate with
a diagonal matrix M which accounts for the rescaling scheme. Similarly, we could
use a weighted norm of w in Equation 5.6. This modification makes our objective
function L′ to become a function of S. Subsequently, the update rule of Equation
5.9 can be written as follows:

wTt+1 = wTt − αtMwTt S + αtCnM(φ(xi, yi, zi)− φ(xi, ŷ, ẑ)) (5.10)

We refer to the second and third terms in Equation 5.10 as the shrinking and
update parts of the update rule respectively.

Learning rate should be selected carefully. It has to be large enough so that
the stochastic gradient descent algorithm converges in a reasonably short amount
of time and small enough so that convergence is guaranteed (i.e. we do not keep
skipping over the optimal point). We choose the learning rate to be inversely
proportional to time as suggested by [7].

5.4 RBoW with Forward Mapping

Recall from Section 4.4 that in the forward mapping approach regions get assigned
to parts independently from each other. Any region r ∈ R can potentially be
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mapped to any part q ∈ P. Therefore, solving inference problem of Equation 5.4
boils down to independently finding the part q∗r with highest mapping score for
each image region.

q∗r = arg max
q∈P

Ar,q +Bq · φ(xr)

This leads to an efficient algorithm that runs in O(RLV +RL) time for a model
with R regions, L parts, and assuming that length of BoW representation of each
region |φ(xr)| = V . The first term is the cost of computing scores for pairwise
mappings. The second term correspond to finding the best part for each region.

5.5 RBoW with 1-to-1 Mapping Constraints

The inference problem in a RBoW model with 1-to-1 matching constraint is equiva-
lent to solving a maximum weighted bipartite matching problem in a bipartite graph
G(R,P, E). R is the set of image regions, P is the set of parts, and E is the set of
edges in the bipartite graph. Edge er,q ∈ E represents the potential matching of
image region r ∈ R to part q ∈ P. For any such edge weight of the edge is defined
as:

wr,q = Ar,q +Bq · φ(xr) (5.11)

Score of an image is then defined as value of the maximum weighted matching
in graph G.

Entries in the assignment matrix A as well as the dot product in Equation 5.11
could be any real values. However, the algorithm that we use for solving maximum
weighted bipartite matching assumes that edge weights are positive. As far as
finding the matching algorithm is concerned we can add a positive constant value
to all edge weights in the graph without affecting optimality of the solution. This
also guarantees that the maximum weighted matching is complete in the set R
meaning that no image region is left unmatched 1

5.6 RBoW with Reusable Parts

As we discussed in Section 4.6 we still do not have an efficient algorithm for com-
puting the configuration with the highest score for RBoW models with reusable
parts. In fact, we have reasons to believe that this is an NP problem. However, the
same algorithm that we alluded to in Section 4.6 can be used to find the highest
scoring configuration in reasonable time for cases where we limit ourselves to only
16 regions in the image (which indeed is not discouraging).

1Note that, in general, we assume that the model has at least as many parts as we have image
regions. In other words, L ≥ R. If L > R we can imagine adding some fake regions so that we
always have L = R. In this case the inference problem searches for the optimal solution in the
space of perfect matchings.
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5.7 Mixture of RBoW Models

Inference in a mixture model with J mixture component is essentially equivalent
to applying the inference algorithm of the basic model J times on the input image
(once for each mixture component), adjusting the scores according to the prior
distribution over mixture components, and then maximizing over them.

5.8 Model Hierarchy

Our approach to image classification offers a very generic framework which embraces
a variety of different models.

Let operator � define a measures of relative expressive power between two clas-
sification models. For example, HX � HY says that type-X models are contained
in type-Y models. That is, for any classifier C ∈ HX there is some classifier
C ′ ∈ HY such that C ′ is at least as expressive as C. Or similarly, any such C can
be implemented as a specific case of some C ′. Following this notation, we have that
HBoW � HSBoW . The reason is that if we set the number of rows and columns in
the SBoW approach to be 1 then we get exactly the BoW model. Therefore, BoW
is a special case of SBoW. We also have that HSBoW � HRBoW for forward-RBoW
models. This can be verified by setting assignment matrices A of Equation 2.9 such
that diagonal entries are set to 0 and off-diagonal entries are all set to −∞. This
construction guarantees that in the maximization of Equation 2.9 identity map-
ping2 is always selected. Note that since for any part q the diagonal entries of Aq
are all zero, therefore, deformation cost (the second term) in Equation 2.9 is always
zero and therefore Equation 2.9 and 5.3 become equivalent.

Remember from Equation 2.6 that SPM can be seen as a weighted combination
of a set of spatial grids with increasingly finer grids. We just showed that a spatial
grid classifier is a special case of our model. Therefore, one could construct a pyra-
mid of RBoWs with a series of our RBoW models combined with proper weights.
This proves that HSPM � HRBoWpyramid

.
Any type of RBoW model can be generalized to a mixture of models of the

same type. Also note that an RBoW model with 1-to-1 mapping constraints can
be reduced to an RBoW model with forward mappings by duplicating each part R
times where R is the number of image regions. In this case we should also imagine
adding some fake regions enough to satisfy R = L. Fake regions are required to
ensure that region mappings (denoted by z (δ) discriminative (generative) setting)
form a 1-to-1 function from the set of image regions to the set of model parts.

The spectrum of these different types of classifiers forms a hierarchy of the
following form:

HBoW � HSBoW � HSPM � HRBoWpyramid

2Identity assignment is the one in which region i is mapped to part i. This assumption also
implies that number of parts in the model should be the same as the number of regions in an
image.
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And among different models in the RBoW family:

Hforward � H1−1 � Hreusable
HRBoW � HRBoWmixtures

The general consensus is that as we move from left to right in this hierarchy
while expressive power of the models increases, training gets more complicated. As
we saw in 5.3, objective functions get more complex when more general models
are used (e.g. convex for SBoW vs. non-convex for RBoW). In the case of RBoW
model our training approach can only guarantee local minimum (sub-optimal solu-
tion) whereas SBoW finds the global minimum of its objective function. It is also
important to mention that, generally speaking, more expressive models are more
susceptible to over-fitting. Therefore, in practice, it is not always easy to outper-
form simpler models using more sophisticated ones. As Occum’s Razor stated in
14th century:

"Entities should not be multiplied unnecessarily".



Chapter 6

Experimental Results

6.1 Feature Description

As we pointed out earlier image content is usually represented as a distribution
over local descriptors. Therefore, one of the most crucial factors in success of a
Computer Vision system is the wise choice of the type of local features used in
the system. For example, when classifying objects such as car color features are
probably not the best choice as cars come in a wide variety of colors.

Another crucial factor in robustness of a Computer Vision algorithm is careful
design of a feature descriptor that best captures the cues that we are interested
in. Over the years, remarkable amount of effort has been devoted to building local
descriptors that are robust to illumination change, geometric transformations such
as rotation, translation, scale, as well as artifacts such as background clutter.

SIFT Features

Scale Invariant Feature Transform (SIFT) [14] is probably the best studied and
the most tuned local feature descriptor in Computer Vision. SIFT has been proven
to perform relatively well on many different tasks [16] such as image and scene
classification [4, 11, 30], feature/region matching [21, 24], and object recognition
[17].

Even though SIFT feature detector is a very useful asset for some tasks such
as feature matching, nevertheless, it is shown that multi-scale dense sampling is
preferable for other tasks such as image classification where exact correspondence
is note required and even clear. We also use densely sampled multi-scale SIFT
features in our experiments.
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6.2 Datasets

We evaluated our model on the 15 Scene dataset from [11] and the MIT 67 Indoor
Scenes dataset from [22]. We measured the performance of different models using
the average of the diagonal entries of their confusion matrix.

We used densely sampled SIFT features [15] to define visual words. The visual
vocabulary is created using K-Means clustering on a subset of SIFT features ran-
domly sampled from training images. We set the size of the visual vocabulary to
be K = 200 in all of our experiments.

For discriminative training we used a feature map φ(b) that normalizes the bag
of words vector b to have unit Euclidean norm and then computes the square root
of each entry.

All of the experiments with SBoW and RBoW models used a 4x4 regular grid
to partition the image into R = 16 rectangular regions. For the RBoW models we
used L = 16 region models (parts) for each image category. Taking L = R makes
it possible to initialize an RBoW model with a fixed assignment of region models
to image regions, with one region model for each image region.

Recall from Equations 4.4 and 4.5 that for the generative case we assumed that
observations (sampled features) within each image region have a multinomial distri-
bution (and therefore are independent). This is not an entirely true assumption and
results in a non-smooth distribution. For example, knowing the quantization label
for a feature sampled at a particular location in the image provides information
about the quantization labeling of its nearby pixels. However, making this inde-
pendence assumption makes the model mathematically much more approachable.
In order to mitigate the side effects of this independence assumption, in practice,
we had to smooth out the distribution over region features xr. We did that by
getting the Kth root of the multinomial probability distribution where K is the
smoothing factor and depends on the average number of features points sampled
from an image region. We set K to be equal to 12 and 40 in the 15-scene and MIT-
67 datasets respectively. Note that in our code the density of sampled features is
different for the two dataset and in the latter case the images are sampled more
densely.

MIT 67 Indoor Scenes
The MIT dataset contains images from 67 different categories of indoor scenes.
There is a fixed training and test set containing approximately 80 and 20 images
from each category respectively.

Table 6.1 summarizes the performance of our models and some previously pub-
lished methods. To our knowledge, the state-of-the-art results on this dataset were
obtained in [19] by combining scores from a deformable part model (DPM) [7] for
each category, together with spatial pyramid matching [11] and color GIST descrip-
tors [18]. To compare reconfigurable models to deformable models we also include
the performance obtained in [19] using DPMs alone. Table 6.1 also shows the per-
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buffet part 8

nursery part 7

bus part 11

classroom part 2

classroom part 4

Figure 6.1: Some interesting region models learned for different categories using
a discriminative RBoW model (Init-EM). Each row illustrates a region model for
a particular category. The first column shows the preferences of different image
regions for this region model (Ac,r,q for fixed category c and part q). The other
columns show image regions that were assigned to this part during classification
(zr = q).
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MIT 67 Method Rate LSSVM
Indoor Scenes Objec.

Prev. Works

ROI+Gist [22] 26.5
MM-scene [36] 28.0
CENTRIST [29] 36.9
Object Bank [31] 37.6
DPM [19] 30.4
DPM+Gist-color+SP [19] 43.1

BoW Generative 12.80
Discriminative 25.17

SBoW Generative 19.46
Discriminative 33.99

RBoW

Generative 27.66
Discriminative Init-rand 31.63 91.08
Discriminative Init-fixed 34.99 83.50
Discriminative Init-EM 37.93 80.30

Table 6.1: Average performance of different methods on the MIT dataset. The last
column shows the final value of the LSSVM objective function for RBoW models
with different initializations.

formance of our BoW and SBoW baselines. The performance gap between the
BoW and SBoW approaches proves a considerable point regarding the importance
of spatial information for image classification.

Table 6.1 includes the results of discriminative RBoW models trained with dif-
ferent initialization methods. As discussed in Section 5.3, CCCP requires initial
latent values for each training example. Init-rand selects random initial region
models for each image region. Init-fixed selects a fixed initial region model for each
image region. Init-EM uses a generative RBoW model trained with EM, and selects
the most probable latent values under the generative model to initialize LSSVM
training. We have found that Init-EM gives consistently better results. This shows
the importance of initialization for LSSVM training. It also shows that while gener-
ative models typically don’t perform as well as discriminative models, EM training
seems to be less susceptible to local optima when compared to LSSVM.

The last column of Table 6.1 shows the final value of the LSSVM objective
under each initialization method. Note that the value of the objective is consistent
with the performance of the model, suggesting that developing better optimization
algorithms for LSSVM should lead to better latent variable models.

Table 6.2 shows per-category performance of the discriminative RBoW model
(initialized with EM), the discriminative baseline approaches and the DPM method
from [19]. Note that even though SBoW has a better overall accuracy than BoW,
it does worse in 12 classes. RBoW is able to recover the performance lost by SBoW
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Category RBoW SBoW BoW DPM Category RBoW SBoW BoW DPM
bowling 85 85 55 35 dentaloffice 48 29 19 24
florist 84 63 74 79 casino 47 47 63 32
ins. subway 81 62 57 62 gameroom 45 10 40 40
cloister 80 85 55 90 prisoncell 45 40 35 40
inside bus 78 61 9 43 trainstation 45 70 35 35
greenhouse 75 80 80 65 auditorium 44 39 22 11
church ins. 74 79 53 63 bar 44 39 33 11
classroom 72 56 44 67 clothingstore 44 33 11 33
buffet 65 60 55 75 garage 44 39 39 56
concert hall 65 60 55 65 corridor 43 62 33 57
elevator 62 62 57 52 meetingroom 41 55 27 75
closet 61 56 56 44 videostore 41 18 23 18
comp. room 56 33 6 22 hospitalroom 40 30 5 5
movietheater 55 65 50 45 kindergarden 40 40 25 15
nursery 55 50 75 60 museum 39 26 0 13
pantry 55 50 30 75 kitchen 38 43 14 29
library 50 45 40 0 studiomusic 37 37 11 32
laundromat 36 41 9 45 airport ins. 20 15 15 5
stairscase 35 35 45 35 bedroom 19 14 0 5
bathroom 33 22 6 50 hairsalon 19 24 5 43
grocerystore 33 29 38 19 locker room 19 14 14 19
subway 33 33 14 38 warehouse 19 19 10 24
bookstore 30 20 30 45 artstudio 15 5 0 5
winecellar 29 29 29 14 toystore 14 5 0 9
child. room 28 28 11 6 lobby 10 10 5 30
dining room 28 22 11 28 poolinside 10 5 5 0
gym 28 6 0 22 restaurant 10 10 10 5
lab. wet 27 18 0 5 office 10 10 10 10
rstrnt kitchen 26 26 0 4 bakery 5 5 0 11
mall 25 15 10 25 operat. room 5 0 32 5
waitingroom 24 14 5 5 livingroom 5 5 10 20
fastfoodrstrnt 24 6 35 12 deli 0 0 5 5
tv studio 22 44 17 6 jewel. shop 0 9 0 5
shoeshop 21 32 21 16

Table 6.2: Performance of our reconfigurable model in comparison to the baseline
methods on the MIT dataset. The last column shows performance of DPM method
from [19].

in several classes, including florist, gameroom and videostore. The RBoW model
performs significantly better than our baselines and the DPM method on several
classes.

Figure 6.1 illustrates some interesting parts that were learned for different cat-
egories. For example, in the buffet category there is a part for food regions, in the
nursery category there is a part for crib regions, while in the classroom category
there is a part for regions with desks and another for the ceiling. The third row
of the figure illustrates one part from inside-bus category. The part seems to be
modeling bus windows on the two sides of the image. Note that the spatial layout
of the regions that tend to be mapped to this part is very well captured by the
assignment matrix of the part (shown in the first column).

Training RBoW models is reasonably fast. Training a generative RBoW model
with EM (with 16 parts and 16 image regions) on the MIT dataset takes about 10
minutes on a 2.8GHz computer with an i7 multi-core processor. Training a simi-
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15 BoW SBoW RBoW
Scenes Init-rand Init-fixed Init-EM
Disc. 71.7 ± 0.2 77.7 ± 0.9 74.5 ± 0.4 78.5 ± 1.1 78.7 ± 0.7
Gen. 62.1 ± 2.4 74.3 ± 0.5 76.1 ± 0.5

Table 6.3: Average performance of different methods on the 15 scene dataset.
We used three different initialization methods for training a discriminative RBoW
model.

lar discriminative model with LSSVM on the MIT dataset takes about 10 hours.
Discriminative training takes much longer than EM because step 2 of CCCP in-
volves a large convex optimization problem. Since we use multi-class discriminative
classifiers training involves a single optimization, without the need to run a train-
ing procedure for each class independently as in the one-versus-all approach. At
test time our implementation can classify more than 180 images per second for the
MIT dataset. The running time for classification scales linearly with the number
of classes.

15 Scene Dataset
The 15 Scene dataset contains 4485 images of 15 different scenes. It includes both
indoor scenes (office, bedroom, kitchen, living-room, store) and outdoor scenes (sub-
urb, coast, forest, highway, inside-city, mountain, open-country, street, tall-building,
industrial). The dataset does not provide separate training and test sets, so we
use 5 random splits and compute the mean and standard deviation of the classifi-
cation performance across splits. In each split we use 100 training images for each
category.

Table 6.3 compares the overall performance of RBoW to the SBoW and BoW
baselines. Again we see that careful initialization is important for LSSVM train-
ing. Initialization using a generative model trained with EM leads to the best
performance, while random initialization leads to the worst performance.

Table 6.4 compares per-category performance of different models on the 15
Scene dataset. Although the overall performance of our reconfigurable model (the
last column) may show only a marginal improvement over the fixed spatial grids,
nonetheless, there are certain categories for which our model performs considerably
better than the SBoW approach. Interestingly enough, these categories turn out
to be those for which SBoW fails to improve beyond the standard BoW approach
(e.g. of street, open country, kitchen, office). On the other hand, in living room
and industrial categories where RBoW performs considerably worse than SBoW
approach note that there is already a big boost in performance of SBoW over the
standard BoW approach. This suggests that capturing the fixed spatial layout
for these two categories is very effective and not much of reconfiguration may be
necessary.
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15 Scenes BoW SBoW RBoW
Suburb 95.2 98.2 98.7
Coast 77.6 81.9 80.9
Forest 94.8 95.0 95.9
Highway 82.0 85.2 87.4
Inside City 72.4 76.9 79.1
Mountain 75.5 85.1 85.4
Op.Country 64.3 65.5 67.7
Street 89.1 86.6 88.1
Tall Build. 88.0 88.8 89.3
Office 86.3 86.8 91.5
Bedroom 47.8 62.1 64.0
Industrial 42.5 64.0 59.3
Kitchen 60.7 62.4 68.2
Liv. Room 24.0 56.9 54.3
Store 66.1 69.8 70.2
Average 71.75± 0.2 77.68± 0.9 78.67± 0.7

Table 6.4: Performance of different discriminative models on 15-scenes dataset.





Chapter 7

Conclusion

Reconfigurable models represent images by a collection of regions with specific con-
tent. For each scene category we have a set of region models. The content of an
image is defined by latent variables that assign a region model to each image region.
We introduced several versions of reconfigurable models with different properties.
We introduced models with forward mappings where latent variables were inde-
pendent conditional on image category (Section 4.4). We introduced models with
1-to-1 mappings where valid configurations were restricted to those which formed
a perfect matching between image regions and model parts (Section 4.5). We in-
troduced models with reusable parts where each part could be mapped to more
than one region and there is a cost associated with the number of times each part
has been used in an image (Section 4.6). We also introduced mixture models as an
extension to all of the previous models (Section 4.7). All of these method fit in our
definition of reconfigurable image classification framework.

We refer to the whole family of reconfigurable models that fall in our framework
as RBoW models. We obtain different members of the family of RBoW models by
adding/modifying constraints on the space of valid mappings defined by the latent
variables in our model.

Latent variable models lead to challenging training problem, specially in the
discriminative setting. Our experiments demonstrate that EM can be used as an
effective method for initializing LSSVM training.

In the future we plan to model dependencies between the latent variables. For
example regions with water should never be above regions with sky, and regions of
a certain type (e.g. sky) tend to be next to regions of the same type.

Our current models rely on a pre-defined partitioning of an image into a grid of
regions. We would like to relax this assumption so that we can better capture the
content of an image.
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