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ABSTRACT
In this AI-driven era, while compute infrastructure is often the fo-
cus, storage is equally important. Loading many batches of sample
randomly is the common workload for deep learning (DL). Those
iterative small random reads impose nontrivial I/O pressure on stor-
age systems. Therefore, we are interested in exploring the optimal
storage system and data format for storing DL data and the possi-
ble trade-offs. In the meantime, object storage is usually preferred
because of its high scalability, rich metadata, competitive cost, and
the ability to store unstructured data.

This motivates us to benchmark two object storage systems:
MinIO and Ceph. As a comparison, we also benchmark three popu-
lar key-value storage databases: MongoDB, Redis, and Cassandra.
We explore the impact of different parameters, including storage
location, storage disaggregation granularity, access pattern, and
data format. For each parameter, we summarize the benchmark
results and give some suggestions. Overall, although the optimal
storage system is workload-specific, our benchmarks provide some
insights on how to reach it.
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mance Evaluation

1 INTRODUCTION
Deep learning (DL) has become a key technique for solving com-
plex problems in scientific research and discovery. It is substan-
tially challenging because it has to deal with massive quantities of
multi-dimensional data. A distributed storage system formed by
networking together with a large number of storage devices pro-
vides a promising mechanism to store the massive amount of data
with high reliability and availability. Deep Learning system archi-
tects strive to design a balanced system where the computational
accelerator – FPGA, GPU, etc, is not starved for data. However,
feeding training data fast enough to effectively keep the accelerator
utilization high is difficult. In addition, as accelerators are getting
faster, the storage media and data buses feeding the data have
not kept pace and the ever-increasing size of training data further
compounds the problem.

The random file access pattern in DL is mainly required by the
use of stochastic gradient descent (SGD) [33] model optimizer. The
SGDmodel optimizer requires loading a mini-batch of training sam-
ples in a randomized order for every iteration. This is important
for accelerating the model’s convergence speed and decreasing the
noise learned from the input sequence. However, such iterative load-
ing of samples imposes nontrivial I/O pressure on storage systems
which are typically designed and optimized for large sequential I/O
[26, 34].

Potential bottlenecks to store large collections of small files have
been pointed out across the file system community [5, 32], but none
of these studies specifically considered the problem in the context of
deep learning. In addition, to avoid overfitting caused by predefined
input patterns, each batch of sample files must be loaded randomly.
This presents another challenge to the conventional I/O services
that are highly optimized for large sequential I/O. To exploit the best
performance, deep learning frameworks (e.g., TensorFlow [1], Caffe
[18]) contain their own input methods. For example, TensorFlow
introduces Dataset API for importing dataset from different formats.
However, their data loading performance depends on underlying
conventional file systems (e.g. standard POSIX file system) that are
designed for general usage instead of being optimized for large-
scale training.

In this paper, we explore using object storage systems and key-
value databases to store deep learning datasets, and benchmark
these systems with different parameters, including storage location,
storage disaggregation granularity, access pattern, and data format.
The results suggest that although the optimal solution may be
workload-specific, proper configurations in various parameters can
improve storage system performance for deep learning workloads.

In the remainder of this paper we cover the background in Sec-
tion 2 and review related work in Section 3. In Section 4, we in-
troduce our methods. Finally, we present our results in Section 5,
discuss some future work in Section 6, and summarize our work in
Section 7.

2 BACKGROUND
In this section, we review the background of the storage disaggre-
gation, I/O in deep learning, and object storage.

2.1 Storage Disaggregation
2.1.1 Resource Disaggregation. In cloud computing, the periods
of peak demands can be short-lived, and this results in significant
resource underutilization [4] because it is difficult to determine an
exact amount of resources on every server to meet the dynamic
needs of different applications. Similar problems have been ob-
served in large-scale data centers hosted by HPE [15], Intel [17],
and Facebook [38]. Thus an emerging paradigm for resource provi-
sioning called resource disaggregation is quickly gaining popularity.
Many efforts have been carried out recently on resource disaggre-
gation in both academia [2, 10] and industry [9, 16]. The goal of
disaggregation is to decouple different resources or disaggregate
a large amount of a single resource so that fine-grained alloca-
tions can be made to meet the dynamic demands of applications at
run-time.

2.1.2 Decoupled Storage and Compute. With resource aggregation,
the resources are physically separated from the compute servers



and accessed remotely, which allows each resource technology to
evolve independently and supports increased configurability of
resources. In the context of high performance computing (HPC),
several projects have provided mechanisms for disaggregating GPU
accelerators [28, 30]. Nowadays, decoupled storage and compute
is becoming the mainstream considering the benefits of scalability,
availability, and cost.

2.1.3 Storage Disaggregation for Deep Learning. In the context of
storage disaggregation, the provisioning of it can be particularly
hard because the actual demand may be a complex combination of
required capacity, throughput, bandwidth, latency, etc. For example,
[29] claimed there is only 40% or less of the raw bandwidth of the
flash memory in the SSDs is delivered by the storage system to the
applications. Disaggregating storage resources can help amortize
the total system building cost and maximize the performance-per-
dollar of computing infrastructure. There have been storage dis-
aggregation solutions to improve storage resource utilization on
large-scale data centers [21, 27, 29]. These proposed solutions aim
to solve the problem at the system level. [42] presents a user-level,
read-optimized file system on top of non-volatile memory (NVM)
devices for deep learning applications called DLFS, but their work
focuses on in-memory sample directory for fast metadata man-
agement. To the best of our knowledge, there has been no effort
to leverage storage disaggregation for deep learning by storing
multiple training samples with their corresponding labels as an
individual object.

2.2 I/O in Deep Learning
Gradient descent is one of the most popular algorithms to optimize
parameters of theDNNs.Mini-batch gradient descent, often referred
to as SGD [33], is commonly used because of its fast training speed
and low memory requirements. However, there are a number of
challenges for the effective utilization of storage resources.

2.2.1 Increased mini-batch size. The popularity of SGD has led
to many optimizations to leverage increasing compute power. For
example, it is important to batch more input samples, i.e., increasing
the mini-batch size in each training iteration. Many studies [11, 14,
36, 39] have reported that they can finish the training of ResNet-
50 [14] with ImageNet [8] at fast speeds. In these studies, the batch
size has increased from 256 [14] to 80K [39] over the past few
years. However, the increased mini-batch size requires much higher
throughput so that more samples can be trained in each iteration.
Also, using a large mini-batch size leads to significant degradation
in the quality of the model since the large-batch methods tend to
converge to sharp minimizers of the training function [35].

2.2.2 Many small random samples. In deep learning training, a
large number of training samples are expected to arrive in a random
order to speed up the convergence speed and reduce the training
biases caused by fixed input sequences. Many popular datasets
contain small samples. For example, the ImageNet dataset consists
ofmany small samples (every raw image file is an individual sample),
about 75% of samples are less than 147 KB [42]. A similar trend
is also shown in [6]. Working with these datasets result in many
random reads to the storage system. This is a challenging I/O pattern
because it cannot benefit from the traditional storage systems that

are typically designed for large sequential I/O patterns. Althoughwe
can preprocess small samples into large batched files (e.g., TFRecord
format) to avoid small random I/O, the existing sample shuffling
method cannot support global data shuffling, and the size of shuffle
buffer limits the shuffling result. For example, when using TFRecord
files in TensorFlow, every TFRecord file is sequentially read in a
fixed size shuffle buffer. However, if the size of the shuffle buffer is
not large enough, we can only get partially shuffled samples, which
reduces the training accuracy significantly.

2.3 Object Storage
2.3.1 Motivation. We can think of object storage as a hybrid stor-
age of file systems and block storage. On the one hand, many appli-
cations nowadays depend less on the traditional POSIX file systems.
For example, some applications are satisfied with storing images
in a file system that only supports a flat namespace and weak con-
sistency. On the other hand, although a reduction of file system
features can help scalability, users still need storage services to
free them from the burden of managing blocks and various other
storage metadata. To this end, object storage systems are often
implemented with eclectic designs: they are less sophisticated than
file systems but are more intelligent than block devices.

2.3.2 Popularity of Object storage. Object storage systems has been
increasingly recognized as a preferred way to expose storage in-
frastructure to the web. In the meantime, with our world being
increasingly connected and enriched by newly emerged comput-
ing technologies, the data produced is gigantic [40]. To combat
such data tsunami, object storage has been introduced to fulfill the
common need of a scale-out storage infrastructure [3].

The rise of cloud computing has also assisted the emergence of
object storage. In fact, Object storage echoes the very spirit of cloud
computing: it provides users with an unlimited and on-demand
data depository accessible from anywhere in the world, and it helps
achieve data consolidation and economy of scale, both facilitat-
ing cost-effectiveness. With cloud computing getting increasingly
adopted, so are object storage [41].

2.3.3 Object Storage Interface. Object storage systems are designed
as RESTful web services and are accessed via HTTP requests. To
use object storage systems, users create containers and put objects
into these containers for storage. Objects are just like files in reg-
ular file systems, but they cannot be locked or updated partially.
Containers are identical to directories except that they cannot be
nested. Both objects and containers are identified by unique names
distinguishing one from another.

2.3.4 Properties of Object Storage. In object storage, the data is
arranged in discrete units called objects and is kept in a single
repository. Object storage volumes work as modular units: each is
a self-contained repository that owns the data, a unique identifier
that allows the object to be found over a distributed system, and
the metadata that describes the data [37]. In general, object storage
is optimal to store DL data because of its high scalability, rich
metadata, and its ability to store unstructured data.

High Scalability.Object storage is ideal for storing content that
can grow without bounds. Use cases include backups, archives and
static web content such as images. For storing a very large amount

2



of data across different locations with extensive metadata, object
storage is ideal.

Rich Metadata. File systems place some structure onto data,
putting file objects into hierarchies (folders/directories) and attach-
ing metadata to those objects. However, the metadata is typically
only based on the information needed to store the file (time cre-
ated, time updated, access rules). Objects are stored with extensible
user-defined metadata that is typically highly searchable.

TheAbility to StoreUnstructuredData.DL learns frommany
different data types, which requires varying performance capabil-
ities. Therefore, storage systems must include the right mix of
storage technologies to meet the simultaneous needs for scale and
performance. The ability to store different types of unstructured
data makes object storage a great fit to store DL data.

3 RELATEDWORK
The related work includes performance analysis of deep learning
applications’ workflow. A few recent studies [12, 13, 19, 24] have
documented the evaluation of different DL applications on different
HPC systems, but all of these mainly deal with the computation
characterization. [24] evaluated how various hardware configura-
tions affect the overall performance of deep learning, including
storage devices, main memory, CPU, and GPU. They compared
training time using four storage devices: single disk, single SSD,
Disk Array, and SSD Array. Their work only focus on the effect of
various hardware configurations, but our work also explored the
impact of different access patterns as well as data formats.

There are also some efforts made on I/O profiling and opti-
mization for DL training workloads [6, 23, 25, 31]. For example,
[25] evaluate image storage systems for training deep neural net-
works, including key-value databases, file systems, and in-memory
Python/C++ array. Our work focuses on the general-purpose stor-
age systems, especially involving object storage systems, and aims
to characterize the impact of different storage parameters.

4 METHODS
4.1 Experiment Setup
We benchmark two object storage systems (MinIO, Ceph) and three
key-value databases (MongoDB, Redis, Cassandra) using the ext4
file system. The testbed is built with d430 physical nodes at Emulab1,
which are connected by 1Gbps links, forming a local area network
(LAN). The datasets used for benchmarking are MNIST and CIFAR-
10 (Table 2), two simple but popular datasets for computer vision
tasks. We store these datasets in each storage system and download
them to a client node for training purpose.

Table 1: d430 Node Details

Component Description
CPU 2 × Intel Xeon E5-2630v3 (8C16T), 2.4GHz

Memory 64GB DDR4
NIC Intel i350 GbE NIC

Storage 200 GB 6Gbps SATA SSD,
2 × 1 TB 7200 RPM 6 Gbps SATA disks

1https://www.emulab.net/portal/frontpage.php

Table 2: Dataset Details

Dataset Size (MB) Description
MNIST 236 60,000 images of hand-written digits

CIFAR-10 952 60,000 32×32 images in 10 classes

Storage Nodes Compute Nodes

High-speed Link

Datasets

(Icons by icons8) 

Figure 1: Overview of the Benchmark Approach

4.2 Metrics
4.2.1 Download Time. The end-to-end training time is an impor-
tant metric for evaluating a model [7]. We believe download time
is a prominent part of the I/O cost if we load datasets from remote
storage nodes. In the following experiments, download time is de-
fined as the time from the first request for training data to the last
one, which consists of the data processing time and data reading
time in storage systems, and network transfer time.

4.2.2 Disk Usage. Given the limited storage resources, we would
like to reduce the disk usage of datasets. Serialization techniques
(e.g. Python’s pickle, blob) can convert objects into byte streams and
thus reduce the disk usage. Also, compression (e.g. LZ4, Snappy) is
another common technique to achieve it. We check the disk usage
of uploaded data using the APIs of target storage systems.

4.3 Benchmark Parameters
4.3.1 Storage Location. At storage nodes, the data can be stored
in memory, solid-state drive (SSD) or disk—in this order both the
cost and speed decrease. Considering the huge difference in the
cost per GB, we are interested in the impact of storage location on
the download time.

4.3.2 Storage Disaggregation Granularity. We can store a single
image as an object, or combine multiple images into an object.
While in the former case we can have more fine-grained metadata
and fetch batch of samples in any size from the remote system, in
the latter case fewer requests are needed if we fetch same amount
of data, so there exists a trade-off.

4.3.3 Access Pattern. The access pattern includes two parameters:
(1) number of objects per request; (2) random or sequential access,
which depends on whether we fetch the data randomly or sequen-
tially. We expect the access pattern influences the download time
significantly.
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4.3.4 Data Format. We can simply store the data in raw formats
(e.g. images, text). However, data serialization is a common method
for storage, transfer, and distribution purposes. Data format can
influence the download time and disk usage directly by changing
data size or indirectly through compression ratio. In Cassandra
experiments, we compare the download time and disk usage with
three data formats: raw files, Python’s pickle, and binary large
object (blob).

4.4 Benchmark Implementation
We parse the raw files of dataset and stored one/multiple image(s)
with its/their label(s) as a single object using Python3’s pickle se-
rialization, and then upload them or the raw files to each storage
system. To benchmark the storage systems on SSD or disk, we
manually set data directories at mounted SSD or disk and use the
vmtouch2 to clean the cache. In the case of fetching data from
memory, we pre-load the data into memory by querying the whole
dataset and then begin the tests. At client side, we load the data
using Python drivers corresponding to the storage systems. We
only simulates the process of loading training data first, and then
incorporate model training. For random read in batch, we shuf-
fle the indices using a fixed random seed with Numpy, slice them
into batches, and request the data from storage systems using the
batches of indices, which corresponds to the mini-batch gradient
descent; for sequential read, we fetch the objects one by one or the
full dataset at one time. We found that databases provide operations
for querying multiple samples at a time (Table 3), but object storage
systems can only query one object at a time. Each performance test
is repeated 3 times and the average value is used.

Table 3: Query Operations for Multiple Objects at a Time

System Operation Example
MongoDB in collection.find({"_id": {"$in": idx_batch}})
Cassandra WHERE...IN SELECT * FROM MNIST WHERE id IN ?

Redis hmget hmget("mnist", filenameList)

5 RESULTS
5.1 Storage System and Location
We first analyze the impact of system choices and storage loca-
tions. We download pickled datasets from different systems with
sequential read and load single image per request. Figure 2(a) and
2(b) show the download time of MNIST and CIFAR-10 respectively.
Note that the size of CIFAR-10 is about 4 times larger than MNIST,
but the download time only increases around 30% (Ceph, disk),
indicating processing data time (not proportional to dataset size)
dominates the download time.

Bars in each group present the download time from different
storage locations. It’s not surprising that memory is faster than
SSD, and SSD is faster than disk. We also found that object storage
systems (MinIO, Ceph) are more sensitive to the storage locations
than the key-value databases (Cassandra, Redis, MongoDB). In the
case of Redis, the data is only retrieved from memory, which makes
it at least twice as fast as other storage systems. However, since
2https://github.com/hoytech/vmtouch

memory is more expensive than SSD and disk, Redis may not work
with large datasets.
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Figure 2: Download Time of Pickled Datasets by Storage Sys-
tem and Location (Sequential Read, one Image per Request).
Note that data is retrieved only from memory in Redis.

As mentioned, processing data time is not proportional to the
dataset size, so we drill down to the Cassandra experiment, trying
to break down the download time into reading data time, processing
data time, and network transfer time (Figure 3). Running a client
program on the server node is around 10% faster than running
it on the client node, indicating network transfer time takes up
approximately 10% of download time. It takes only 4.2 seconds
(SSD) or 6.6 seconds (disk) to load (sequential read, one image per
request) 60000 files in the local file system, which means reading
data time only takes up approximately 5% of download time. This
indicates Cassandra processing data time takes up most of the
time (∼85%). So far this is still a black box to us, but we think
it also means opportunities—there exists room for improvement
by adjusting some system configurations (e.g. index, compression
algorithms).
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Figure 3: Cassandra Download Time = Reading Data Time
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MNIST, Disk)

Summary: As expected, in terms of download time, Memory
< SSD < Disk, but the impact of system choice is more significant.
With high-speed network link, we found Cassandra processing data
time dominates the download time. Also, object storage systems
(MinIO, Ceph) are more sensitive to the storage locations than the
key-value databases (Cassandra, Redis, MongoDB). This suggests
we should choose a storage system with proper configurations
according to the workload to get the best performance.

5.2 Storage Disaggregation Granularity
5.2.1 Key-value Databases. We then explore the impact of storage
disaggregation granularity and use MongoDB as a case study. In
this experiment, we use the number of images per sample to reflect
storage disaggregation granularity. As MongoDB supports query
for multiple samples at a time, we measured the download time
with a varied number of samples per request. As Figure 4 shows,
in MongoDB, coarser-grained samples can only reduce less than
10% download time. This indicates the download time is not very
sensitive to the storage disaggregation granularity. Therefore, it
is better to choose more fine-grained disaggregation because of
flexibility with low overhead. We can also observe that as samples
per request reaches 16, the decrease of download time slows down.
This suggests 16 samples per request is the optimal to use no matter
how many images we put in a single sample. Although this conclu-
sion is specific to MongoDB-MNIST workload, we can use a similar
method to find the optimal value for other workloads, and disag-
gregate the dataset to achieve the optimal loading performance.
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Figure 4: MongoDB Download Time by Storage Disaggrega-
tion Granularity and Number of Samples per Request (Pick-
led MNIST, Disk)

5.2.2 Object Storage. The object storage systems we select only
support query for one object at a time, so we can only change the
number of images per object. Figure 5 shows the download time
of MNIST and CIFAR-10 from MinIO (disk) with a varied number
of images per object. As expected, the download time decreases as
images per object increases due to less requests needed to load the
whole dataset. Note that the x-axis is log-2, so we nearly halve the
download time by doubling the images per object.
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Figure 5: MinIO Download Time by Storage Disaggregation
Granularity and Dataset (Disk)

Summary: Experiments show that storage disaggregation gran-
ularity can affect download time, especially for object storage sys-
tems since they only support query one object at a time. But key-
value database (MongoDB) is not very sensitive to the storage
disaggregation granularity. Therefore, it is better to choose more
fine-grained disaggregation because of flexibility it brings. The
balance between performance and fine-grained management may
depend on the workload (dataset).
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5.3 Access Pattern
Next we consider how the download time changes with the access
pattern. Figure 6 presents the download time from three databases,
which support query for one or multiple objects at a time, with
different access patterns. In this experiment, we set the number
of samples per object to be one and we use MNIST as the dataset.
Figure 6(a) compares downloading samples one by one in order
and downloading the full dataset. While downloading the full set
is 6–20 times faster than downloading one sample at a time, this
may not work when the full dataset is large (e.g. Youtube-8M).
Therefore, we turn to requesting multiple samples randomly at a
time in Figure 6(b), which corresponds to the model training process
with stochastic gradient descent. The leftmost points also present
the results of querying one sample at a time, but in a random order.
The random access brings about 10% increase in download time,
reflecting the penalty of random read compared with sequential
read. A good news is that as we increase the number of samples per
request, the download time decreases rapidly, from 2x faster at 4 to
10x faster at 256. We infer that the benefit comes from decreased
request numbers and corresponding processing data time. After the
number of samples per request reaches 16, the decrease of download
time slows down. This suggests 16 should be the optimal request
size for this given DL workload, which matches our result in section
5.2.
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Figure 6: Download Time of Pickled MNIST by Access Pat-
tern.

Summary: Random access brings some penalty, but increasing
the number of samples per request using built-in operations can
mitigate it and evenmatch the speed of downloading the full dataset
at one time, which is good for model training on batches of samples.

5.4 Data Format
Figure 7 shows the disk usage and download time with different
data formats of MNIST in Cassandra. Both blob and pickle only take
up about 11% of the disk space used by raw images, and about 2/3 of
the memory space when they are loaded into memory. The reason
of the difference is that data serialization improves the compression
ratio. In addition to the disk usage, data format also influences the
download time (Figure 7(b)). Downloading blob or pickled MNIST
is about 2x faster than downloading the raw files. Although the
benefits of serialization come at a cost of local deserialization, the
cost is much less than the benefits. For example, local deserialization
of MNIST only takes about 5 seconds with Python3’s pickle.
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Figure 7: Disk Usage and Download Time by Data Format
(Cassandra, Pickled MNIST, Disk)

Summary: Data serialization reduces not only the disk usage
of datasets but also the download time. Since the cost of deserial-
ization is much less than the benefits, we suggest to pre-process
the raw datasets into suitable formats or use other techniques such
as compression. For small images, we think blob is the optimal data
type to use.

5.5 Integration with Model Training
So far our experiments only simulate the process of loading training
data from remote servers, which haven’t incorporated the actual
model training. It will be interesting to see what will happen if we
combine model training with remote data loading. Therefore, we
train LeNet-5 [20] on MNIST with PyTorch [22] using CPU, and
load data from local storage or from Redis, which performs the best
in previous experiments but may not work for larger datasets that
cannot fit in memory.

We define a RedisMnist class, override the __getitem__ method
with Redis Python driver’s hget function that retrieves one sample
at a time, and train themodel with different batch sizes and numbers
of workers, which enablemulti-process data loading. Figure 8 shows
the end-to-end training time from loading the data to the end of
training. When the batch size is small (1 and 4), the training time is
long and hides the loading data time, so results with local storage
and Redis are similar. However, as batch size increases, I/O gradually
becomes the bottleneck. In this case, loading from Redis takes 1.2–
3.4-fold time compared with local storage. Increasing the loading
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workers alleviates the problem, but it still takes much longer to
load the data remotely. MNIST is a relatively small dataset, which
means the remote I/O bottleneck can be more severe for larger
datasets—this shows the value of our work that aims to find the
optimal remote storage configurations for deep learning workloads.
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Figure 8: End-to-end Training Time byData Locations, Num-
ber of Workers, and Batch Size (#Samples/Batch).

Summary: Current deep learning frameworks provide inter-
faces for loading data from remote sources, but efficient implemen-
tation (e.g. exploit database API that retrieves multiple objects at a
time) needs further investigation. In addition, while long training
time can hide the loading latency, loading data from remote sources
becomes a bottleneck as training time decreases. Multi-process data
loading can mitigate this but may be not enough.

6 FUTUREWORK
Better Integration with Model Training. If we only override the

__getitem__ method in Dataset class, the default behavior of Dat-
aLoader corresponds to concurrent random single reads, which is
bad for performance. For key-value databases, query for multiple
samples at a time is more efficient than multiple queries. To exploit
this, we may need to carefully customize a data loader in PyTorch.

7 CONCLUSIONS
This AI-driven era requires new compute infrastructure as well as
high-performance storage systems. We benchmark three key-value

databases, and two object storage systems, which are potentially
better solutions. Our results show that performance improvement
can be achieved by choosing proper parameters including storage
location, storage disaggregation granularity, access pattern, and
data format.
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A FULL RESULTS

Table 4: MNIST Download Time (s) by Storage System, Ac-
cess Pattern, Data Format (Pickle if not specified), and
Location. (“LocalFS” = local file system, “Seq”=sequential,
“Full”=full set)

System Access Pattern Memory SSD Disk
LocalFS Seq, 1 1.3 4.2 7
MinIO Seq, 1 138 154 169
Ceph Seq, 1 54 66 77

Redis Seq, 1 23 N/A N/A
Seq, Full 2.1 N/A N/A

MongoDB-raw Seq, 1 58 62 65
Seq, Full 7 9.1 10.2

Cassandra Seq, 1 96 100 102
Seq, Full 4.6 5.2 5.4

Cassandra-blob Seq, 1 99 99 101
Seq, Full 3 3.7 3.8

Cassandra-raw Seq, 1 196 200 206
Seq, Full 45 46 47

Table 5: MNIST Download Time (s) by Random Access

# of Samples per Request 1 4 16 32 64 128 256
MongoDB-Raw 70.12 35.05 22.44 11.71 9.6 9.09 8.56

Cassandra-Pickled 111.6 40.3 21.3 15.81 15.15 13.59 12.53
Redis-Pickled 24.02 7.87 3.72 3.01 2.46 2.44 2.28

Table 6: CIFAR-10 Download Time (s) by Storage System, Ac-
cess Pattern, Data Format (Pickle if not specified), and Loca-
tion.

System Access Pattern Memory SSD Disk
LocalFS Seq, 1 1.4 7 19
MinIO Seq, 1 138 156 198
Ceph Seq, 1 57 69 105

Redis Seq, 1 28 N/A N/A
Seq, Full 8 N/A N/A

MongoDB-raw Seq, 1 80 88 87
Seq, Full 23 30 31

Cassandra Seq, 1 96 108 115
Seq, Full 20 20 21

Cassandra-blob Seq, 1 97 104 113
Seq, Full 12.5 14 15

Cassandra-raw Seq, 1 330 350 375
Seq, Full 132 142 139
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