
 

 

Options for Extending the Life of Scientific Computing 
Equipment 
Results from PEARC ‘20 BOF and Teams Workshop (July 2020) 
Mark J. Dietrich (Bloodstone Solutions Inc.) and Andrew A. Chien (UChicago and Argonne) 

October 21, 2020 

 

Executive Summary 
We worked with commercial vendors to document three “extended lifetime” (EL) commercial models for 
scientific computing equipment that are available today.   We analyzed these models using a case study, 
and the results show that extended lifetime options can achieve 36-90% superior cost efficiencies 
compared purchasing and deploying new equipment.  This large economic incentive suggests every 
effort should be made to encourage governments and universities to utilize extended lifetime models to 
grow their computing resources cost-effectively; and as a complement to the addition of new equipment. 

EL Case Study Benefits Base RGC IGC1 IGC3 

3-year savings compared to Baseline $0 $193,640 $355,036 $688,720 

 Savings Relocated vs. New 0% 36% 53% 90% 

Cost / compute in units ($/kSUs)  $22.91 $14.73 $10.68 $2.31 
     

 Cost/Compute Relative to New Equipment n.a. 64% 47% 10% 
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1. Introduction 
Government and universities in the US purchase billions of dollars of scientific computing equipment 
(SCE) each year1, and retire roughly the same amount a number of years later.  Most of this 
decommissioning is driven by limitations in available data center space or power2, so extending life with 
an environmentally responsible and economical alternative could significantly increase computing power 
available to the US research community and collaterally reduce e-waste. 

The Zero-carbon Cloud project3, led by Prof. Andrew Chien, at the University of Chicago has been 
funded4 by the NSF to develop new options for extending the life of SCE. The project convened 
representatives from leading universities and a new class of data center operators to a Birds of a Feather 
session at PEARC ‘20, and to a Design Teams workshop, to collaboratively define practical models for 
life extension.  This document summarizes those models. 

2. New Hosting Models That Exploit Inexpensive 
Renewable Power 

The Zero-carbon Cloud project offers a number of findings that enable new hosting models: 

● Stranded power from renewable sources is growing: The Zero-carbon Cloud project and 
these life extension options are feasible because renewable power (e.g. from wind and solar) is 
sometimes generated at a time when it cannot be used in the traditional power grid, creating what 
is called “stranded power”.   

● Economics drive lower price: Stranded power cannot be absorbed by the grid, so it can be 
acquired at prices below the market price, creating a new market opportunity for users who can 
match the flexibility of their IT workloads with intermittently available power.   

● Flexible IT workloads are significant: Enterprises are reengineering legacy applications to take 
full advantage of cloud-based infrastructure, segregating and optimizing high performance, low-
latency services (e.g. web services, transaction authorization, online inventory management), 
from back-end services with lower quality of service requirements.  Research computing is largely 
optimized for flexible power availability, with a long tradition of batch/queued processing and the 
ability to distribute workloads remotely and schedule next steps asynchronously.   

  

 
1 An analysis of SCE funded by the National Science Foundation determined that the NSF alone funds an 
average of $260 million of new purchases each year (based on total cost -- the NSF funds roughly 30%): 
https://newtraell.cs.uchicago.edu/research/publications/techreports/TR-2020-04 
2 https://newtraell.cs.uchicago.edu/research/publications/techreports/TR-2020-05 
3 http://people.cs.uchicago.edu/~aachien/lssg/research/zccloud/ 
4 https://www.nsf.gov/awardsearch/showAward?AWD_ID=2019506 
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● Attractive Options for Extending Lifetimes are now Feasible. 

  

A new class of data center operators (DCOs) has emerged and is developing new service offers to exploit 
this opportunity.  These offers vary on two major dimensions: 

● Type of service delivered: hosting (co-location) or service (computational cycles).   
● Reliability of power delivered to hosted equipment.  DCOs charge for different levels of power 

availability and manage their incoming power with storage, conditioning and alternative 
generation to deliver the agreed power availability to the customer. 

Three new types of service offer have emerged: 

 Service Delivered 

Colocation Computing Service 

Reliability 

Reliable Reliable Green Colocation (RGC) 
Reliable power 
(e.g. >99.98% power availability) 
Structure: Pay for colocation 

NA.  Not a new service -- reliable 
computing services are commercially 
available. 

Intermittent Intermittent Green Colocation (IGC1) 
Intermittent power 
(e.g. >90%, 5-minute shutdown warning) 
Structure: Pay for available hours 

Intermittent Green Computing (IGC3) 
Structure: Barter computing cycles for 
hosting 
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These three service offers are illustrated and described below: 

2.1. Reliable Green Colocation (RGC) 

 
For the RGC service offer, both management nodes and worker nodes are relocated to a green co-
location facility, and the university continues to access the remote equipment using a secure connection 
over Internet2.   

2.2. Intermittent Green Colocation (IGC1) 

 
The IGC1 service offer works in the same way as RGC, except that management nodes might remain on 
campus or reside in a reliable power zone of the new facility, which otherwise provides intermittent power.  
Both options are carbon-emissions free and low-cost, and in both options the university continues to own 
the equipment. 
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2.3. Intermittent Green Computing Services (IGC3) 

 

For the IGC3 service offer, the DCO trades free hosting services in exchange for a contractually defined 
percentage of the compute cycles that the worker nodes can deliver.  The DCO operates the equipment, 
and the university can either transfer equipment ownership to the DCO or lease the equipment to the 
DCO, both in exchange for the contracted amount of computing capacity.  The university submits 
computational jobs to the remote service through a local interface, jobs are securely transmitted to the 
remote facility (e.g. packaged as Docker or Singularity containers), received, scheduled and executed, 
with job outputs transmitted back to the university. 

3. Benefits to Universities 
These new service options create a number of benefits for participating universities, compared to 
recycling older scientific computing equipment. 

Reduced costs: Total recurring costs, expressed on a per kWh basis, are comparable or lower than 
many universities’ power costs alone, essentially providing hosting space for free.   

Environmentally responsible: The power consumed by many university data centers is often generated 
from non-renewable sources, while the new options eliminate the environmental impact of power 
consumed.  Two other environmental benefits are generated: extending use of equipment with embedded 
CO2 -- amortizing that earlier impact over a longer period and delaying demand for new equipment (and 
delaying the carbon impact of its manufacture), as well as deferring the environmental impact of 
equipment disposal. 

Expansion: As noted above, limits on space, power and human resources available to research 
computing centers are key drivers of decommissioning.  The new options enable virtual expansion of an 
existing data center, at affordable marginal costs and without the capital costs or long term commitments 
often involved with data center expansion or modification. 

Increased scientific capacity and productive lifetime: Decommissioning scientific computing 
equipment because of limitations on space or power prematurely cuts off the equipment’s productive life.  
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The new service options enable continued value to the scientific community, reducing constraints on 
available compute capacity at an institution and enabling valuable research.   

4. Primary Concerns About New Service Offerings 
A survey of members of the Coalition for Academic Scientific Computation (CASC) about their experience 
and plans for decommissioning scientific computing equipment (SCE) identified several important 
concerns about these new service offerings.  Overwhelmingly, cost of operation was the predominant 
concern, selected by 88% of the respondents (n=17).  A distant, secondary concern was the carbon 
impact of operation, selected by 24% of respondents. 

Follow-up interviews with some of the survey respondents identified two important components to their 
current cost of operation: 

● Power costs: Interviewees reported consistent costs per kilowatt-hour -- ranging between 7-10 
cents/ kWh, except for one major metropolitan area where power cost roughly 16 cents/ kWh.   

● Space costs: Most interviewees did not pay for space for their data center equipment and instead 
mentioned their understanding of the capital costs to build these facilities.  One estimate of these 
costs (including all power, cooling and network infrastructure) was $50,000 per rack, which, 
assuming a 10 year lifetime and a 25 kW/rack, translates into roughly 2 cents/kWh. 

Assuming total costs of roughly 9-12 cents/ kWh, this suggests that the new service offers will compare 
favorably to current costs.  Since these offers involve 100% renewable power, this also addresses the 
institutions’ secondary concern (the carbon impact of operation). 

5. Innovative Data Centre Operators Offering These New 
Options 

Two companies, Soluna and Lancium, have developed offers based on these models: 

 Service Delivered 

Colocation Computing Service 

Reliability 

Reliable Soluna.io: Reliable Green Colocation 
(RGC) 
Standard colocation 
Reliable power 
(>99.98% power availability) 
Pay for colocation: $/kWh 

NA 

Intermittent Lancium: Intermittent Green Colocation 
(IGC1) 
Intermittent power 
(e.g. >90%, 5-minute shutdown warning) 
Pay for available hours: $/kWh 

Lancium: Intermittent Green Computing 
(IGC3) 
~40% of capacity available to university at 
no cost; barter remainder for hosting. 

Appendix II provides additional details on these offers. 



 

Options for Extending the Life of SCE (Dietrich and Chen) 8 

6. Case Studies 
The following case studies illustrate how each of these service offers can be applied to a specific 
scenario. 

6.1. Baseline Scenario 
University X is considering decommissioning 10 racks of 5-year-old scientific computing equipment, 
composed of a mix of compute, storage and networking.  New equipment is being purchased, but space 
and power limits in the University’s research computing center (RCC) mean that the older equipment 
must be relocated or disposed of.  Total power consumption for the 10 racks is 200 kW.  The university’s 
data center power costs are 8 cents/kWh, with an estimated $5,000 allocated cost of space per rack per 
year.  The data center’s PUE is 1.5, so a total of 300 kW is needed to operate and cool this system.  
Hosting and power costs are therefore $260,240/year. 

Instead of recycling or otherwise disposing of this still productive equipment, the University wants to 
extend its useful life using the various service offers presented above.   RCC staff estimate this equipment 
could operate reliably for 3 additional years. 

Table 1 compares the three EL case studies with this baseline scenario.  
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Table 1: Case Study Comparisons 

Case Study Extended Lifetime Options RGC IGC1 IGC3 

Baseline University Costs    

 Annual Operating Costs $260,240 $260,240 $260,240 

New Service Options    

 Upfront Costs $112,600 $33,600 $27,600 

 Annual Operating Costs $158,160 $123,600 $0 

 Availability (average over 3 years) 100% 95% 30% 

Comparing EL Options versus Baseline RGC IGC1 IGC3 

3-year comparison with Baseline    

 3-year Cost at University RCC $780,720 $780,720 $780,720 

 3-year Cost for Service Option $587,080 $404,400 $27,600 

 Savings to University $193,640 $376,320 $753,120 

 3-year Cost for Service Option Adjusted for 
Availability 

$587,080 $425,684 $92,000 

 Adjusted Savings to University $193,640 $355,036 $688,720 

Payback Period    

 Investment $112,600 $33,600 $27,600 

 Monthly Savings $8,507 $11,387 $21,687 

 Payback (months) 13.2 3.0 1.3 

 Adjusted Payback (months)  3.1 4.2 

Comparing Cost/SU of New vs. Relocated Old Equipment    

 New Equipment SUs (thousands) 51,200 51,200 51,200 

 Amortize New Equipment Purchase (over 5 years) $912,744 $912,744 $912,744 

 New Equipment hosting (as above) $260,240 $260,240 $260,240 

 Total New Cost $1,172,984 $1,172,984 $1,172,984 

 New Cost/kSU $22.91 $22.91 $22.91 

 Old Equipment SUs (thousands) (adjusted for 
availability) 

13,288 12,624 3,986 

 Amortize Upfront costs (over 3 years) $37,533 $11,200 $9,200 

 Co-location (as above) $158,160 $123,600 $0 

 Total Relocated Cost $195,693 $134,800 $9,200 

 Relocated Cost/kSU $14.73 $10.68 $2.31 

 Ratio of Relocated/New Cost/kSU 64% 47% 10% 
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6.2. RGC Case Study 
The RGC Case Study is based on the service offer made by Soluna.io, described in Appendix II. 

Initial Setup Costs 
The RGC service offer requires the equipment to be relocated to a new data center where renewable 
green co-location is being offered.  The steps required for re-location are: 

● Prepare racks for shipment (inventory equipment and reliability, replace or remove known 
unreliable components, stabilize for shipment (e.g. lock drives, etc.), shrink wrap, crate). 

● Transport racks to the new location. 

Some of these activities involve RCC personnel (e.g. locking drives).  Direct costs for packaging and 
transportation are estimated at $2,760 per rack5, or $27,600 for 10 racks. 

● Unload, reposition, unpack, reconnect, power-up, initial unit tests, remote access by RCC staff 
for remote unit testing, and system testing and acceptance. 

● Configure, test and integrate with the secure network between the university RCC and the remote 
RGC facility. 

The RGC operator would charge an initial setup fee of $85,000 for this scenario.   

Final setup steps include: 

● Integrate the remote system with local RCC management systems, to allow system administration 
and remote job submission and monitoring. 

● Remote system is available to university personnel to support their scientific research. 

These steps would primarily involve RCC staff.  

The above setup costs total $112,600.  

Operating Costs 
Once operational, RGC hosting costs start to accrue.  As proposed, recurring costs would be: 

● Hosting: $27.50/kW per month.  For 200 kW, this would be $66,000 per year. 
● Power: $0.03/kWh, or $52,560 per year. 
● Connectivity: $3,000 flat rate per month for up to 10 Gbps connection to Internet2.  $36,000 per 

year. 
● Basic onsite tech support: assume 2 hours per month @ $150/hr, or $3,600 per year. 

Annual hosting costs therefore total $158,160 for the RGC option.   

 
5 Budgetary quotation from Crate & Freight (www.crate-freightplus.com).  Assumes 454 kg (1,000 lbs) shipping 
weight per rack, transport from Chicago to Washington State, $100,000 insured value per rack.  Insurance 
accounts for $1,300 of the estimated $2,760 per rack, so changing the insured amount will significantly impact this 
cost. 
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Comparing RGC hosting with current arrangements at the university 
We can use several methods to compare this option with the university’s baseline scenario: 

● Total costs over three years: The RGC option costs $112,600 upfront, plus $158,160 per year, or 
$587,080 over three years.  Operating this same equipment in the university data center would 
cost $780,720 over the same period ($193,640 more), as well as taking up space in the data 
center that could be used for newer equipment. 

● Payback: To take advantage of the RGC option, the university would need to spend $112,600 
upfront.  RGC hosting saves the university $8,507 per month, and 13.2 months would be needed 
to recover the initial cost of moving equipment to the RGC facility.  

Cost Comparison of Compute Capacity Delivered by equipment relocated to RGC and by new 
equipment at the university 
It can be argued that newer equipment offers “better value” than older equipment (e.g. when considering 
both computational capacity and energy efficiency). The RGC hosting option can be evaluated by 
considering the ”marginal utility” of the 10 racks occupied (and 200kW of power consumed) by this older 
equipment.  We make the following assumptions about the kind of equipment to be relocated, the new 
equipment that could replace it, and use XSEDE Service Units (SUs)6 to compare the compute capacity 
of the (hypothetical) old and new systems: 

● The older equipment is technically similar to the Comet system at San Diego Supercomputer 
Center (SDSC)7, which was installed in 2015 (5 years prior to this analysis) and is composed of 
Intel Haswell CPU chips (E5-2680-v3).   We calculate a system of this type would deliver 
1,328,832 SUs per rack, or 13,288,320 SUs for a 10-rack system.  The Appendix details the 
physical configuration assumed for this system. 

● The new equipment is technically similar to the new Expanse system at SDSC8, installed this year 
(2020) and built with AMD EPYC 7742 CPU chips.   We calculate a system of this type would 
deliver 5,120,000 SUs per rack, or 51,200,000 SUs for a 10-rack system.  The Appendix details 
the physical configuration assumed for this system, as well as cost estimates. 

Note that on the basis of equivalent space and power (10 racks, 200 kW total), the new equipment offers 
almost a 4X improvement in computational capacity.   

● The new equipment must be purchased, at an estimated cost of $456,000 per rack, or $4,560,000 
for a 10-rack system.  Amortized over 5 years, this represents an annual cost of $913,000 for the 
new equipment (compared to zero additional cost for the older equipment).  Hosting costs 
($260,240) are the same as described above for the baseline case (since the number of racks 
and total power are the same), for a total annualized cost of $1,173,000.  Dividing by the SUs 
delivered by the new system yields a cost of $22.91 per thousand SUs (kSU). 

● For the relocated equipment, we conservatively amortize the upfront costs over 3 years, yielding 
total annualized costs of $196,000.  Dividing by the SUs delivered by the relocated system yields 

 
6 https://portal.xsede.org/su-converter 
7 https://www.sdsc.edu/services/hpc/hpc_systems.html#comet 
8 https://www.sdsc.edu/services/hpc/expanse/index.html 
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a cost of $14.73 per thousand SUs (kSU). 

The respective costs per kSU show that the RGC hosting option offers a 36% lower cost per kSU of 
compute capacity delivered to users. That is, RGC hosting of 5 year old equipment is more cost effective 
than university-hosting of brand new equipment, normalized for compute capacity delivered, as well as 
power and physical space required. 

Table 1 summarizes the key figures from this case study and allows a comparison with the other case 
studies presented below. 

6.3. IGC1 Case Study 
The IGC1 Case Study is based on the service offer made by Lancium, described in Appendix II. 

Initial Setup Costs 
The IGC1 service offer requires the equipment to be relocated to a new data center where renewable 
green co-location is being offered.  The steps and costs required for re-location are the same as detailed 
for RGC above: 

● Direct costs for packaging and transportation are estimated at $2,760 per rack, or $27,600 for 10 
racks. 

● The IGC1 operator would unload, reposition, unpack, reconnect, power-up, and perform initial 
unit tests on the relocated equipment, at an estimated cost of $600 per rack, or $6,000 for 10 
racks. 

The above setup costs total $33,600.  

Operating Costs 
Once operational, IGC1 hosting costs start to accrue.  As proposed, recurring costs would be: 

● Hosting: $25.00/kW per month.  For 200 kW, this would be $60,000 per year. 
● Power: $25.00/kW per month, or $60,000 per year. 
● Basic onsite tech support: assume 2 hours per month @ $150/hr, or $3,600 per year. 

Annual hosting costs therefore total $147,600 for the IGC1 option.  However, the IGC1 hosting option 
does not offer reliable power availability, and it is possible that the relocated system would be unavailable 
up to 5% of time.  This is reflected in the comparisons below. 

Comparing IGC1 hosting with current arrangements at the university 
We can use several methods to compare this option with the university’s baseline scenario: 

● Total costs over three years: The IGC1 option costs $33,600 upfront, plus $123,600 per year, or 
$404,400 over three years.  Operating this same equipment in the university data center would 
cost $780,720 over the same period ($376,320 more), as well as taking up space in the data 
center that could be used for newer equipment. 
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○ If we penalize the IGC1 hosting option by increasing its total 3 year cost to reflect only 
95% availability, total costs increase to $425,684, and savings fall to $355,036. 

● Payback: To take advantage of the IGC1 option, the university would need to spend $33,600 
upfront.  IGC1 hosting saves the university $11,387 per month, and 3 months would be needed 
to recover the initial cost of moving equipment to the IGC1 facility.  

○ It is difficult to adjust the payback calculation to reflect less than 100% availability.  
Simplistically we can increase the payback period in proportion to decreased availability, 
yielding a 3.1 month payback period. 

Cost Comparison of Compute Capacity Delivered by Equipment Relocated to IGC1 and by new 
equipment at the university 
We use the same assumptions as above to consider the ”marginal utility” of the 10 racks occupied (and 
200kW of power consumed) by the older equipment.  For the relocated equipment, we amortize the 
upfront costs over 3 years, yielding total annualized costs of $135,000.  Adjusting the SUs delivered by 
the relocated system to reflect 95% availability, and dividing annualized costs by adjusted SUs yields a 
cost of $10.68 per thousand SUs (kSU). 

The respective costs per kSU show that the IGC1 hosting option offers a 53% lower cost per thousand 
SUs of compute capacity delivered to users -- that is, IGC1 hosting of 5 year old equipment is more cost 
effective than university-hosting of brand new equipment. 

Table 1 summarizes the key figures from this case study. 

6.4. IGC3 Case Study 
The IGC3 Case Study is based on the service offer made by Lancium, described in Appendix II.. 

Initial Setup Costs 
The IGC3 service offer requires the equipment to be relocated to a new data center where renewable 
green compute services are being offered.  The university would be responsible for the cost of relocation 
($2,760 per rack, or $27,600 for 10 racks), while the IGC3 operator would take responsibility for the setup 
of the relocated equipment at the IGC3 location.  Total setup costs are therefore only $27,600.  

Operating Costs 
Unlike the RGC and IGC1 hosting options, IGC3 offers access to compute services -- and since the 
equipment is being provided by the university to the IGC3 operator, there is no charge for those services.  
The amount of compute services delivered is a function of the kind of equipment provided, as well as the 
contractual terms of the relationship.  As proposed, a percentage of available compute capacity is given 
to the IGC3 operator in exchange for free hosting, leaving the remaining capacity available to University 
X’s researchers for productive use.  If the available capacity in RGC was 100% over 3 years (300%), and 
in IGC1 95% over 3 years (285%), for IGC3, the available capacity would be an average of 30% over 3 
years (40% in the 1st year, 30% in the 2nd year, and 20% in the 3rd year -- for a 3 year total of 90%). 
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Comparing IGC3 hosting with current arrangements at the university 
We can use several methods to compare this option with the university’s baseline scenario: 

● Total costs over three years: The IGC3 option costs $27,600 upfront but has no recurring costs, 
so total costs are only $27,600 over three years.  Operating this same equipment in the university 
data center would cost $780,720 over the same period ($753,120 more), as well as taking up 
space in the data center that could be used for newer equipment. 

○ If we penalize the IGC3 hosting option by increasing its total 3 year cost to reflect only 
30% availability, total costs increase to $92,000, and savings are still $688,720. 

● Payback: To take advantage of the IGC3 option, the university would need to spend $27,600 
upfront.  IGC3 hosting allows the university to avoid its full hosting costs of $21,687 per month, 
which recovers the initial cost of moving equipment to the IGC3 facility in slightly more than one 
month.  

○ It is difficult to adjust the payback calculation to reflect less than 100% availability.  
Simplistically we can increase the payback period in proportion to decreased availability, 
yielding a 4.24 month payback period. 

Cost Comparison of Compute Capacity Delivered by equipment relocated to IGC3 and by new 
equipment at the university 
We use the same assumptions as above to consider the “marginal utility” of the 10 racks occupied (and 
200kW of power consumed) by the older equipment.  For the relocated equipment, we amortize the 
upfront costs over 3 years, yielding total annualized costs of $9,200.  Adjusting the SUs delivered by the 
relocated system to reflect the 30% power availability and dividing annualized costs by the adjusted SUs 
yields a cost of $2.31 per thousand SUs (kSU). 

The respective costs per kSU show that the IGC3 hosting option is just 10% of the cost per thousand 
SUs of new compute capacity delivered to users -- that is, IGC3 hosting of 5-year-old equipment is 10 
times more cost effective than university-hosting of brand new equipment. 

Table 1 summarizes the key figures from this case study. 

7. Conclusion 
The Zero-carbon Cloud project has identified a number of trends that create attractive opportunities to 
extend the life of older IT equipment, specifically scientific computing equipment. We worked with 
commercial vendors to document three “extended lifetime” commercial models  for scientific computing 
equipment that are available today.   We analyzed these models using a case study, and the results show 
that extended lifetime options can achieve 36-90% superior cost efficiencies compared purchasing and 
deploying new equipment (see Table 2).  This large economic incentive suggests every effort should be 
made to encourage governments and universities to utilize extended lifetime models to grow their 
computing resources cost-effectively; and as a complement to the addition of new equipment. 
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Stranded power from renewable sources is growing, and customers, such as universities and 
researchers, who can schedule their workloads for when this low-cost power is available can reduce 
operating costs significantly.   

Three novel hosting offers are described that take advantage of this situation: 

● Reliable Green Co-location (RGC), where older equipment can be relocated, operated with high 
availability, carbon emissions free and at low cost.    

● Intermittent Green Co-location (IGC1), where older equipment can be relocated, operated carbon 
emissions free but at less than 100% availability, in exchange for even lower cost operation. 

● Intermittent Green Compute Services (IGC3), where older equipment can be relocated and 
operated carbon emissions free, and some of the compute capacity of the older equipment can 
be exchanged for hosting, with the remaining capacity available for use by researchers at no 
additional cost. 

Case studies of each of these three offers illustrate their benefits, based on a typical scenario involving 
scientific computing equipment occupying 10 standard racks, and consuming 200kW average power, in 
a university data center: 

Table 2.  Benefits Summary, Extended Lifetime Models 
Summary of Benefits Base RGC IGC1 IGC3 

3-year savings compared to Baseline $0 $193,640 $355,036 $688,720 

 Savings Relocated vs. New 0% 36% 53% 90% 

Payback Period (months) n.a. 13.2 3.1 4.2 

Cost / compute  in units ($/kSUs)  $22.91 $14.73 $10.68 $2.31 
     

 Relative Cost Relocated/New Equipment n.a. 64% 47% 10% 

 

Table 2 compares the cost of compute for new equipment vs. relocated older equipment shows the 
dramatic economic advantages of extending the lifetime of scientific computing equipment.   The 
comparison is normalized by XSEDE SU compute units. The relocated older equipment delivers compute 
1.5-10x cost-effectively than new equipment installed in the university’s data center.  For example, for 
the IGC1 offer, SUs from the older equipment are 53% (100% less 47%) more cost-effective than from 
state-of-the-art equipment. 
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Appendix I: 5-Year Old vs. New Equipment 
Configurations 
5-year Old vs. New Equipment Configurations  

New Equipment Configuration   

 Similar to SDSC Expanse, CPUs only  

 Dell-based AMD EPYC 7742 CPUs  

 1000 SUs/thread per XSEDE SU Converter 

 128 threads/node  

 40 nodes/rack  

 20 servers/rack  

 225 TDP/node  

 800 W/server  

 16 kW/rack  

 5120 threads/rack  

 5,120,000 SUs/rack  

    

 $21,732 cost/server Per Dell Configuration Tool 

 $434,640 cost/20 servers  

 $456,372 cost + 5% for rack and cabling  

 $91,274 Amortization over 5 years  

    

Old Equipment Configuration   

 Similar to SDSC Comet, CPUs only  

 Intel E5-2680-v3 Haswell  

 769 SUs/thread per XSEDE SU Converter 

 24 threads/node  

 72 nodes/rack  

 120 TDP/node  

 15.36 kW/rack  

 1728 threads/rack  

 1,328,832 SUs/rack  
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Appendix II: Commercial Offers for Extended Lifetime for 
Scientific Computing Equipment 

RGC Service Offer 
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IGC1 Service Offer 
Introduction to Service Provider: 

LANCIUM INTRODUCTION 

The Lancium Compute Infrastructure (LCI) 

Lancium is a low-cost, low-carbon cloud resource provider. Lancium gives customers low-cost access to low-
carbon computational resources via the Lancium Compute Infrastructure (LCI). The LCI provides three classes of 
cloud services to customers: KVM virtual machines, Linux command line services inside of Singularity containers, 
and data services in support of computation. For more information on the computational capabilities and model 
see: https://portal.lancium.com/downloads/documents/lancium-compute-model.pdf. 

Lancium specializes in high throughput, pausable, computation. High throughput is well known. Rather than 
running one big job wherein the components interact with each other, the user starts a large set of non-interacting 
jobs. The job is complete when all of the constituent jobs have completed. Pausable jobs are jobs that we can 
pause, persist, and restart later either at the same location or at another site. Pausable jobs do not communicate 
with other jobs or humans during execution. 

We specialize in pausable HTC jobs because: 

·    It allows us to use older, slower, less expensive gear, and pass those savings onto our customers. 
·    It allows us to make use of zero-carbon energy sources such as wind power and solar power which 

are not always producing power. 
·    It allows us to help balance the electrical grid by reducing power consumption under the control of 

the grid operators.  Using renewable energy near the source, and helping grid operators balance the 
grid, enables us to buy electricity at a significantly reduced price and reduces the carbon footprint of 
computing performed by the LCI. 

The result is incredibly inexpensive computational cycles for high throughput computing. As a bonus, for every 
MW of renewable energy used we reduce CO2 emissions by 0.7 metric tons. 

Lancium Cost Advantage 

Lancium technology allows servers to rapidly adjust power consumption. The largest operating cost for a 
traditional data center is electricity. Currently data centers want to avoid variable energy costs since electricity 
pricing is highly volatile (see figure below). Accordingly, data center operators purchase a fixed block of power. 
This block of power contains a very small number of hours with very expensive energy and a very large number of 
hours with very cheap energy. Since Lancium enabled centers can turn up and down rapidly, they can take 
advantage of this volatility. By simply avoiding the highest priced few percent of hours, power costs can be 
reduced dramatically. These high-priced hours also occur when very little renewable energy is on the system. 
Avoiding these hours thereby improves data center green energy consumption. 

For a more detailed description of HTC and how we exploit properties of HTC computing see: 
https://portal.lancium.com/downloads/documents/what-is-high-throughput-computing.pdf. For more 
information on how we achieve our low prices see: https://portal.lancium.com/downloads/documents/how-we-
achieve-such-low-prices.pdf. 
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Service Offer: 
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IGC3 Service Offer 
(Same Service Provider as IGC1) 

 


