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ABSTRACT
The performance and energy-efficiency advantages of cus-
tomized architectures are well-known and widely-pursued.
To date there has been no systematic basis to balance benefit
from specialization with general-purpose coverage, much less
to assemble accelerators to collectively support a general-
purpose workload. Our study is a first step to create a
systematic basis for heterogeneous architectures, balancing
specialization and general-purpose coverage.

We analyze a collection of 34 programs drawn from five
major benchmark suites and a few independent sources,
producing clusters of critical loops based on operation and
datatype as well as three dimensions of memory behavior.
Computational characteristics of each cluster are an op-
portunity for customized architecture. The operation and
datatype analysis produces 25 multi-loop clusters, corre-
sponding to over 90% of the computations. Memory be-
havior studies produce a similar number of clusters. The
clusters can be exploited individually, or in groups, enabling
specialization to be traded systematically against generality
as proposed in Borkar and Chien’s “10x10” [9], influencing
choices of accelerators, accelerator breadth, and ensembles
of accelerators (in an SoC). For several clusters, we discuss
examples of how they might be exploited architecturally for
improved performance or energy efficiency. The fact that
there are a reasonable number of clusters and that these
clusters span multiple application domains, demonstrates
that architecture design need not cater to each domain in-
dividually, and bodes well for 10x10 research. We also show
that the clusters are coherent, distinct, stable and that the
applications are a good representation of general-purpose
workloads.

1. INTRODUCTION
Recent trends in the computer architecture are heavily

influenced by two physical phenomena. First, the need to
shed heat (aided by state-of-the-art cooling technology) and
for mobile computing to maximize battery life together limit
the power a processor chip can consume. Second, transis-
tors are continuing to scale in size, allowing more micro-
architectural features to be packed into the chip area and
faster signal routing through the chip. However, because
transistor switching energy scaling has slowed, it is no longer
possible to switch all transistors at full speed at the same
time. In short, the era of single-core speed scaling is over [9,
15, 28].

One important architectural approach being pursued is

to increase energy-efficiency with parallelism, paired with
lower clock rates, and thereby increase computing perfor-
mance. This approach is the foundation of mainstream pro-
cessor scaling using multiple cores [21] that are clocked at
lower speeds (relatively). This approach shifts responsibil-
ity for improving performance to software developers who
must then expose sufficient parallelism to utilize the multi-
ple cores. Another approach contemplates implementation
heterogeneity, while maintaining instruction-set homogene-
ity for software compatibility [19, 22]. A more aggressive
exploitation of heterogeneity is evident in discrete and in-
tegrated GPUs [25, 27, 30], increasing the parallelism by
a large degree (100’s to 1000’s), and further requiring not
only new instruction sets, but radical changes in program-
ming that employ new data structures and algorithms that
expose large quantities of data parallelism. Such parallelism
is not extant in many applications.

A different direction recognizes that current micro-archi-
tectures are inefficient for each specific program that they
execute because of their general structure that evolved in
an era of hardware scarcity. That is, for each computation,
these general-purpose organizations require much greater
data movement, logic, and other management than a special-
ized accelerator customized to the computation. This fact
is widely-known, and documented by accelerators [26, 32],
which have already exhibited large benefits in the embed-
ded world [18]. However, how to judiciously apply such cus-
tomization to achieve both high energy-efficiency and per-
formance across a wide range of workloads (general-purpose)
remains an important, unsolved research challenge. Figure 1
depicts an architectural framework which captures this chal-
lenge, and the multitude of efforts that seek to address [9,
16, 36]. These architectures raise major questions about
programmability and how to achieve general-purpose per-
formance.

Whilst heterogeneous architectures are promising, they
present three daunting challenges. First, to match tra-
ditional cores for general-purpose computing performance,
heterogeneous architectures must cover the large breadth of
computing applications. Customizing for such a wide appli-
cation spectrum and delivering consistent power and perfor-
mance benefits is an unsolved challenge, as the computing
practice continues to evolve rapidly. Doing so in the con-
text of highly-optimized fixed hardware designs that com-
bine tight chip area constraints and extensive custom design
is even more daunting. Second, exploiting multiple acceler-
ators to deliver general-purpose performance requires a new
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Figure 1: A variety of research efforts and commer-
cial microprocessors, GPUs, and SoC’s vary the con-
tents of the blue boxes in ad hoc fashion to increase
performance and energy-efficiency.

level of efficient coordination and management. For exam-
ple, efficient synchronization and data sharing are but two
of the difficult challenges that arise. Finally, incorporation
of multiple customized heterogeneous architectures presents
a significant programmability challenge. How to select and
optimize both for a single accelerator, much less across mul-
tiple, taxes the current limits of knowledge. State-of-the-
art programming techniques for embedded accelerators and
GPUs involve extensive hand-tuning and trial and error.
For customized general-purpose accelerators, this problem is
even more difficult because there is no single target architec-
ture for a programmer to focus on (and mask the limitations
of the underlying programming tools).

While heterogeneous architecture has been the focus of
extensive research and commercial product activity, much
of this activity has been focused on local opportunities for
customization based on narrower use, product adjacency, or
incremental addition of accelerators in SoC’s. While locally
expedient, these approaches generally do not address the
broader fundamental tradeoffs of generality and customiza-
tion. To lay an enduring foundation for these issues, we have
launched an ambitious application, programming tool, and
architecture project called 10x10 [9, 13]. The 10x10 project
provides a systematic framework for analyzing workloads,
dividing them into separate clusters for energy and perfor-
mance optimization, and use the clustering to drive archi-
tecture and programming research.

Specifically in this paper, we explore application work-
loads and clustering which support a broad and systematic
approach to heterogeneity which encompassing both per-
formance benefit and breadth of applicability (and numer-
ous other architecture concerns). We study the computa-
tional and memory behavior of a broad range of benchmarks
and application kernels. Specifically, we use PARSEC [8],
UHPC [4, 7] benchmarks, embedded benchmarks [11, 17]
and bioinformatics [3] benchmarks and extract and analyze
their important loops. We applied statistical clustering tech-
niques based on architecturally relevant feature-sets to iden-
tify natural groupings (clusters) of loops. Our clustering ap-
proach can be used to systematically balance narrowness of
specialization with coverage.

In general, the analysis uncovers numerous tight clusters
with properties suitable for exploitation in heterogeneous
architectures. For clustering based on operations and data
types (compute structure), about 25 clusters cover 90% of

the application space. Clustering based on data access prop-
erties (memory reference structure) produces similar number
of clusters and coverage. Interestingly, the data access clus-
ters are distinct from those based on operations, suggesting
that independent customization of the memory system is
important.

An architect using this clustering methodology can vary
clustering criteria to adjust the tightness and number of clus-
ters, trading breadth of performance applicability for peak
performance benefit. We assess our clustering methodology
and find that the clusters produce both good coverage and
are stable i.e., the clusters are independent of details of the
application set and include the important clusters.

Specific contributions of the paper include:

• A systematic study of 34 applications from five bench-
mark suites for common computational structure clus-
ters which forms a basis for balancing multi-way het-
erogeneous customization and general-purpose cover-
age.

• Demonstration that a clustering of loops from the ap-
plications, based on operations and datatypes as well
as three types of memory characteristics are manage-
able in number (a low number of clusters cover a sig-
nificant application space), coherent (loops clustered
together exhibit similar features) and distinct (there is
little overlap between clusters).

• Demonstration that our clusters based on computa-
tional structure do not follow application domains,
but rather draw from many different benchmarks and
domains, boding well for the possibility of achieving
broad general-purpose performance with a 10x10 ap-
proach.

• Based on the clusters, insights for architectural ex-
ploitation of clusters with specially-designed acceler-
ators.

• An assessment of our clustering methodology, which
shows that the derived clusters exhibit good coverage
(the applications are a good representation of general-
purpose workloads) and stability (we have discovered
most of the important clusters).

• The methodology we’ve applied can be generalized as
a basis for systematic analysis and heterogeneous de-
sign. The methodology includes selecting application
regions, clustering features, and a similarity measure.

In Section 2, we describe workloads and analysis method-
ology. Next, we discuss the clusters, including the oppor-
tunities for architectural customization, in Section 3. We
assess cluster coverage and stability in Section 4. In Sec-
tion 5, we discuss the results and related work. Section 6
summarizes the paper and discusses future work.

2. WORKLOADS AND METHODOLOGY
We describe our experimental framework in this section.

Section 2.1 describes the benchmarks we used to generate
clusters and the tools that we used to extract the feature
vectors for clustering. Section 2.2 describes the clustering
methodology, a major contribution of this paper.



Table 1: A Broad General-purpose Workload.
Benchmark
Name

Benchmark
Suite

Benchmark Domain Benchmark Function Benchmark Input

blackscholes PARSEC Financial analysis Computing option prices simsmall
bodytrack PARSEC Computer vision Tracking body motion simsmall
canneal PARSEC Genetic algorithms Minimizing chip routing cost simsmall
facesim PARSEC Physics simulation Animating a modeled face simsmall
ferret PARSEC Data mining Content-based similarity search simsmall
fluidanimate PARSEC Physics simulation Animating incompressible flu-

ids
simsmall

freqmine PARSEC Data mining Frequent itemset mining simsmall
raytrace PARSEC Computer vision Rendering 3D animated scenes simsmall
streamcluster PARSEC Streaming applications Online data clustering simsmall
swaptions PARSEC Financial analysis Computing swaption prices simsmall
vips PARSEC Computer vision Image processing simsmall
x264 PARSEC Computer vision Encoding H.264 videos simsmall
Sensor UHPC Streaming applications Detecting motion from sensor

data
63504 pixels, 4200
pulses

Graph UHPC Graph algorithms Analyzing graph connectivity 50 × 103 vertexes,
500× 103 edges

chess UHPC Decision and search Playing chess ply-level 4
MD UHPC Physics simulation Simulating molecular interac-

tion
CHASM-md bench-
mark

Shock UHPC Physics simulation Modeling hydrodynamics Domain size 453

FFT Mibench Signal processing Computing fast Fourier trans-
form

large

IFFT Mibench Signal processing Computing inverse FFT large
ldpc Independent

Source
Stream applications Linear error-correcting code 20,000 x 10,000 ma-

trix
turbo Independent

Source
Stream applications Forward error-correcting code 128 messages

viterbi Independent
Source

Stream applications Encoding and decoding bit
streams

rate = 1/2 and 1/3,
constraint length =
7, 10 frames

aes ERCBench Stream applications Encrypting data using AES default
blowfish en-
crypt

Mibench Stream applications Encrypting data using blowfish large

blowfish de-
crypt

Mibench Stream applications Decrypting data encrypted us-
ing blowfish

large

ecc Independent
Source

Stream applications Encryption using elliptic curve
cryptography

order 263

sha Mibench Stream applications Encrypting data using SHA-1 large
mummer Biobench Data mining Genome-level alignment default
tiger Biobench Data mining Sequence assembly default
clustalw Biobench Data mining Multiple sequence alignment default
hmmer Biobench Data mining Profile searching against pro-

tein databases
default

phylip Biobench Data mining Phylogenetic analysis default
fasta dna Biobench Data mining DNA sequence searching in a

database
190MB database

fasta prot Biobench Data mining Protein sequence searching in a
database

70MB database

Table 2: Program Features used in Vectors for Clustering.
Class Values

Data Types {<1B, 1B, 2B, 4B, 8B, 16B, 32B, 64B, >64B}
Operations {Int, Float} x {binary, logical, convert, unary}

U {call, return, conditional branch, unconditional branch, NOP}
Memory Operations {load, store} x {fixed point, floating point}
Memory stride {0, 1, 2, ..., 10, >10}
Instruction/Data bandwidth {Raw instruction stream size, compressed instruction stream size,

Raw data stream size, compressed data stream size}



2.1 Benchmarks and Tools
To create a broad workload for general-purpose comput-

ing, we surveyed a wide range of available applications and
benchmark suites to determine those most suitable. Be-
cause many benchmark suites have become specialized for
particular product types (e.g. laptops, servers) or applica-
tion domains (e.g. image processing, scientific computing),
achieving broad coverage is difficult. As a result, our work-
load includes a collection of benchmark suites, each added
to broaden overall coverage. Specifically, we include the
PARSEC [8] benchmarks, assembled to cover a wide range
of applications for PCs and servers. We also include the
UHPC challenge problems [4, 7], a set of five codes recently
assembled as representative of the U.S. Department of De-
fense’s extreme computing initiative(tera-op single-chip sys-
tems, peta-op single-rack systems, and exascale data center
systems). The UHPC challenge applications include compu-
tations from signal processing to search and scientific mod-
eling. The fastest growing market for microprocessors is em-
bedded computing, so we include ten embedded benchmarks
[11, 17]. Finally, we include bioinformatics benchmarks [3]
to represent the growing class of data-intensive computing
applications. The benchmarks and data sets used are de-
scribed in Table 1.

To analyze static and dynamic program properties, we
used Pin [23], a dynamic binary instrumentation tool. We
used Pin to extract loops, instrument them, analyze them,
and collect dynamic statistics.

2.2 Experimental Methodology
Program Features. For our analyses, we focus on pro-

gram inner loops because they dominate execution time, and
consequently are the natural target for heterogeneous spe-
cialization. For each loop with iterations above a threshold
(100), we collected dynamic statistics that characterize its
computational and memory behavior.

Because our objective is to create loop clusters to guide
architectural customization, we selected properties that cor-
respond to customization opportunities with performance
and energy-efficiency gains. Creating a precise correspon-
dence is difficult and beyond the scope of this paper. We
chose four major classes of dynamic loop statistics: com-
pute operations and operand type/size, memory operations
and operand type/size, memory stride, and instruction/data
memory bandwidth. These statistics are described in Ta-
ble 2. We study these four classes separately because they
offer optimization opportunities that are independent of the
other classes. Depending on the amount of benefit expected
by optimizing for each class, architects may choose to cus-
tomize for some or all of the classes.

First, the compute operations and operand type/size
are designed to capture datapath requirements. The data
types used, the arithmetic and logic operations executed,
and the control flow instructions together characterize the
types of ALU’s needed and the wiring and storage between
them. These program statistics are a cross of all the values
in the class ’operations’ and the values in the class ’Data
Types’ listed in Table 2. Many combinations do not occur
in reality; we omit such categories in our results.

The memory access statistics characterize the types of
memory access and datatypes. In short, the statistics are a
cross between the class ’Memory Operations’ and the class
’Data Types’ in Table 2. These statistics show if a code is

load or store dominated and the relevant datatypes.
The memory stride statistics give insight into the ac-

cess pattern, which is critical to identify opportunities for
memory hierarchy structure and management customiza-
tion. The memory stride statistics are a cross of memory
stride and data types in Table 2. Stride length is normal-
ized by memory access size. For example, a stride of 2 with
datatype of 1B indicates a memory instruction that accesses
one byte and has a stride of two bytes.

Finally, we use memory traffic program statistics as
shown in the class ’Instruction/Data Bandwidth’ in Table 2.
Memory traffic is critical for accelerators, as the data move-
ment overhead is often a limiting factor for efficient use.
Furthermore, we want to mitigate the impact of the x86 bi-
nary instruction set program expression in our experiments
and the overall results. Typical distortions include increased
memory operations (due to small register file size), and in-
creased control instructions. To identify cases where there
was significant reuse of the same values (register spill traffic),
repeated instruction execution (small loops) and so on, we
captured the sizes of the of raw and compressed instruction
stream size as well as the raw and compressed data stream
size for each loop (using LZW compression). In addition to
caching, compressibility here also indicates amenability to
hardware data compression. For example, if the data stream
compressibility is high, it indicates multiple movements of
the same data between registers and the rest of the memory
hierarchy. Therefore, it many indicate a greater need for
registers. Also, if the instruction stream compressibility is
high, it indicates that the same instructions were executed
by the loop most of the time i.e., there are few paths through
the loop and not much branching logic is needed.

Clustering Methodology. For each set of dynamic pro-
gram statistics, we formed a feature vector for each loop. We
normalized the feature vector so that each dimension repre-
sents a relative proportion. We used cosine similarity [1] to
calculate similarity between the vectors and cluster them.
Cosine similarity produces values ranging from 0 to 1, with 0
indicating no similarity and 1 indicating absolute similarity.
We included a loop in a cluster only if its cosine similarity
with every other loop in the cluster exceeded a threshold.
In a sense, we formed a graph in which inner loops are the
vertices and the edge between a pair of vertices has a weight
equal to that of the cosine similarity between the two loops.
For a specified threshold, all edges with weights below the
threshold are removed. The clustering is then equivalent to
decomposing the graph into cliques.

Our goal is to develop clusters that provide deep insights
into the computational structure amenable to architectural
exploitation and cover a wide-range of the general-purpose
computing space. However, this complex goal involves a
number of tricky balances. Clustering with too high a sim-
ilarity threshold will produce many small, indistinct clus-
ters to meaningfully inform an architecture design process.
With a similarity threshold that is too low, the resulting
clusters will be loose (include very different loops), reduc-
ing their power to identify the opportunities for performance
or energy-efficiency increasing customization. Therefore, we
experimented with five different cosine similarity thresholds
(0.9, 0.8, 0.7, 0.6 and 0.5) to choose one that leads to mean-
ingful clusters. Figure 2 shows the number of clusters pro-
duced for each analysis by each threshold. As expected, the
number of clusters decreases with the similarity threshold.
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Figure 2: Number of clusters vs. cosine similarity
threshold.

However, below a threshold of 0.7, the resulting clusters lose
their tightness, making it difficult to see clear architectural
opportunities. Above 0.7, the clusters produced are indis-
tinct and the number of clusters appears unmanageable for
a manual architecture analysis and optimization. There-
fore, we present data using a 0.7 cosine similarity threshold
throughout the paper unless otherwise stated.

3. CLUSTERING
We applied the methodology described in Section 2 to the

loops, using the four classes of measured data. The resulting
clusters are described in Table 3. These clusters exhibit a
number of characteristics that support their use for architec-
tural customization. In Section 3.1 and Section 3.2 we show
that the larger clusters capture a significant fraction of the
dynamic computation. This means that they either individ-
ually or in combination have the potential to increase over-
all performance significantly. Second, the clusters are well-
separated (the loops in different clusters have very different
characteristics), suggesting that significant distinct special-
ization is possible. We characterize this both in terms of
average cluster distance, and by showing the average clus-
ter vectors - and qualitatively describing how different they
are. Finally, we look into four clusters with the greatest dy-
namic count for each class, and we find good potential to
exploit their characteristics for architectural optimizations.
We discuss several different ways that clusters might inform
architecture.

3.1 Operation and Datatype based Clustering
Analysis of the operation and datatype vectors produced

59 clusters that vary in size and composition widely. 24 of
these clusters are larger than 10 loops, and 25 largest clusters
(280 loops) account for 90% of the instruction count (and
80% of the loops) (see Figure 3). The low cluster counts
and the high results indicate that architectural customiza-
tion targeting these clusters could yield benefits for general-
purpose workloads. Our cluster separation analysis involves
measuring the cosine distance between pairwise cluster com-
binations. Figure 4 shows that pairwise, cosine similarity
amongst our clusters is low. 72% of the pairwise clus-
ter combinations have similarity below 0.6. This suggests
opportunity for distinct accelerators, enabling even greater
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Table 3: Loop clusters based on Feature classes and 0.7 Cosine Similarity
Program Feature Clusters 50-

25 loops
Clusters 24-
10 loops

Clusters 10-
6 loops

Clusters 5-2
loops

Clusters
1 loop

Total

Operations & Datatype 3 8 13 24 11 59
Loop count/cluster 24.9 14.8 6.1 2.8 0.8 5.9
% Total loops 21 33 22 19 2 100

Memory Access & Datatype 2 7 6 16 6 38
Loop count/cluster 31.5 15.2 8 3.1 1 7.4
% Total loops 18 30 13 14 1 100

Memory Stride 3 4 8 28 17 60
Loop count/cluster 33.3 19.2 7.7 3.3 1 5.8
% Total loops 28 22 17 26 4 100

Memory Traffic 1 2 0 0 0 6
Loop count/cluster 50 18 0 0 0 59
% Total loops 14 10 0 0 0 100

performance benefit from customization. Figure 5 presents
the average vector (distribution) for each of the top 20 clus-
ters with highest dynamic instruction coverage; qualitatively
supporting the conjecture that there are many different op-
portunities for heterogeneous customization amongst these
vectors.

Figure 6 shows four clusters with the most dynamic
instruction coverage, in detail. The clusters show that
the largest operation categories are integer binary, logi-
cal/bitwise, register transfer and conditional branch. The
important datatype categories are 4B and 8B. The opera-
tion and datatype combinations and the relative proportions
of the combinations vary significantly in the four clusters.
It’s also important to note the breadth of the clusters; they
include 25, 16, 40, and 30 loops respectively. They also
draw from 17, 9, 18, and 20 programs respectively. And
none of them contain more than a few loops from any one
particular benchmark or domain. There are several oppor-
tunities of improving power and performance by optimizing
the datapath for these clusters. In all the clusters, there
is a low proportion of floating point operations, which can
yield savings by reducing the number of floating-point func-
tional units. Also, for example, cluster #2 and cluster #3
are dominated by 4B datatypes. These clusters can increase
efficiency by using 4B interconnect and 4B registers (instead
of 8B). Cluster #2, cluster #3, and cluster #4 have a rela-
tively low proportion of logical/bitwise operations, indicat-
ing the need for minimizing the number of logical/bitwise
functional units. In cluster #1, frequently occurring condi-
tional branches may indicate the need for predicated datap-
ath operations. Another example of a customization oppor-
tunity is that the conditional branch category in cluster #2
is small, signifying that we can save on the area allocated to
branch prediction logic.

3.2 Memory-based Clusters
Access and Datatype. Analysis of the memory access

and datatype vectors produced 38 clusters that vary in size
and composition widely. 9 of these clusters are larger than
10 loops, and 25 largest clusters (326 loops) account for 95%
of the instruction count (and 90% of the loops) (see Figure 7
). This modest number of clusters has good coverage over
general-purpose workloads.

As with operations and datatypes, pairwise cosine simi-

larity among the clusters is low (Figure 4). 82% of cluster
pairs have similarity below 0.6. Figure 8 shows significant
diversity amongst the cluster vectors.

Figure 9 shows the four most important clusters, in terms
of dynamic instruction coverage. It is clear that loads dom-
inate memory operations in these clusters, demonstrating a
need to accelerate loads in customized architectures. The
memory access sizes vary with cluster. Cluster #1 and clus-
ter #3 are dominated by 4B accesses, cluster #2 by 8B
accesses and cluster #4 by 1B accesses. The shorter access
sizes point to the fact that the interconnect width between
the compute logic and the memory hierarchy can be reduced
in the cases of cluster #1, cluster #2 and cluster #4 and
performance can still be maintained. As another example,
architectures can be separately customized for floating-point
traffic and fixed-point traffic, based on the fact that oper-
ations often access values in a particular range. Floating-
point traffic can be reduced by storing the most frequent
exponent value in a register. Fixed-point traffic can be re-
duced by storing the expected number of leading zeroes in
a register.

Memory Stride Analysis of the memory stride vec-
tors produced 60 clusters that vary in size and composition
widely. 7 of these clusters are larger than 10 loops, and the
25 largest clusters (284 loops) account for over 90% of the
instruction count (and 82% of the loops) (see Figure 10 ).
This modest number of clusters can cover general-purpose
workloads.

Figure 4 shows that in the case of memory stride analy-
sis too, high coverage can be achieved with a low number
of clusters and these clusters are distinct. Even more so
than with previous analyses, pairwise cosine similarity be-
tween clusters is low. 95% of cluster pairs have similarity
below 0.6 i.e., the clusters are largely independent. Figure
11 shows qualitatively the significant diversity amongst the
cluster vectors.

Figure 12 shows the four clusters with the highest dy-
namic instruction coverage. The top three memory stride
clusters are dominated by stride 0, but in the first cluster
focused on 64-bit data, in the second cluster, split across
32-bit and 64-bit data, and in the third cluster focused on
32-bit data. These appear to be stack data or local vari-
able references, and indicate opportunity for optimization
with increased local state. Figure 12(d), on the other hand,
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Figure 6: Clusters with highest dynamic instruction coverage in the operation and datatype analysis category.

0

0.2

0.4

0.6

0.8

1

1.2

1 3 5 7 9 11 13 15 17 19 21 23 25 27 29 31 33 35 37

fr
a

ct
io

n
 o

f 
co

v
e

ra
g

e

clusters

loops

instructions

Figure 7: Cluster CDF for loops and dynamic in-
structions (Memory access). 25 clusters cover 95%
of the instructions and 90% of the loops.
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Figure 8: Average Features Vectors, highest dy-
namic instruction coverage clusters (Memory ac-
cess). 25 clusters account for 95% of instruction
count and 90% of loops.
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Figure 9: Clusters with highest dynamic instruction coverage in the memory access and datatype analysis
category.
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Figure 10: Cluster CDF for loops and dynamic in-
structions (Memory stride). The 25 largest clusters
account for 95% of the instructions and 82% of the
loops.
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Figure 12: Clusters with highest dynamic instruction coverage in the memory stride analysis category.

0%

10%

20%

30%

40%

50%

60%

70%

80%

90%

100%

1 2 3 4 5 6

%
d

y
n

a
m

ic
 i

n
st

ru
ct

io
n

s

average cluster vectors

data compressed

data raw

ins compressed

ins raw

Figure 13: Average Features Vectors, highest dy-
namic instruction coverage clusters (Memory traf-
fic)

shows a dominating pattern of 1B accesses with a stride of
1B, indicating an opportunity for optimizing the cache hier-
archy and register accesses.

Memory Traffic. Analysis of the memory traffic vectors
produced 6 clusters that vary in size and composition widely.
All of these clusters are larger than 10 loops, and account for
100% of the instructions and loops. This modest number of
clusters covers general-purpose workloads. Figure 13 shows
the diversity among these memory traffic clusters. We omit
the graph for coverage because 100% of the loops and in-
structions are covered by only six clusters. We also omit the
graph on pairwise similarity because due to the low number
of clusters, there were not enough pairwise cluster combina-
tions to form a distribution.

Figure 14 shows the four top memory traffic clusters. We
note that the memory traffic behavior clusters highlight dif-
ferences in balance of instruction and data traffic as well as
opportunities to reduce that traffic. Our first cluster is char-
acterized by a rough balance of instruction and data traf-
fic. However, a high compressibility indicates that there are
clearly good opportunities to reduce both instruction and
data traffic - through compression and/or caching. The sec-
ond cluster, shown in Figure 14(b) reflects a different charac-
ter with wider swings in data-instruction traffic balance and
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(a) Example Cluster, highest dynamic instruction cover-
age (Memory traffic).
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(b) Example Cluster, 2nd highest dynamic instruction cov-
erage (Memory traffic).
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(c) Example Cluster, 3rd highest dynamic instruction cov-
erage (Memory traffic).

0%

10%

20%

30%

40%

50%

60%

70%

80%

90%

100%

%
 d

y
n

a
m

ic
 i

n
st

ru
ct

io
n

s

application loops

data stream compressed

data stream raw

ins stream compressed

ins stream raw

(d) Example Cluster, 4th highest dynamic instruction cov-
erage (Memory traffic).

Figure 14: Clusters with highest dynamic instruction coverage in the memory traffic analysis category.

even wider swings in compressibility. However, there defi-
nitely is opportunity for compression. The third evidences
loops with few static instructions. A small hardware loop
cache or instruction registers may improve performance and
power greatly in this case. In contrast, the fourth cluster
demonstrates a large instruction footprint and low compress-
ibility. The data stream in this cluster is relatively small.
These facts may indicate that there are numerous computa-
tions on few register operands.

4. CLUSTERING ASSESSMENT
Ideally, a computational structure analysis of this type

should span all important computational structures, and the
methods would produce robust, stable results. In practice,
all such studies are approximations with varying limitations.
Here we characterize the coverage and stability our study
achieves.

We first evaluated coverage, which measures whether our
chosen benchmark set is a good representative of general-
purpose workloads. We used small subsets of benchmarks to
generate clusters and measure the dynamic instruction and
loop coverage of these clusters across all the benchmarks.
The subset can be considered to be ’known’ applications,
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Figure 15: Dynamic instruction coverage for the dif-
ferent analyses. 80% coverage is achieved by any
random set of 7-8 applications.
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Figure 16: Loop coverage for the different analyses.
80% coverage is achieved by any random set of 7-8
applications.

while all the benchmarks outside the subset can be consid-
ered as ’unknown’ applications. If several different combina-
tions of known applications yield high coverage of unknown
applications, and the number of applications in the known
set is relatively small, then we can have confidence in the
coverage of our chosen benchmark set.

We explored different orders for incrementally adding the
applications, building clusters at each step. If we are achiev-
ing good coverage, the coverage of the clusters should in-
crease steadily as we add the applications. At each point,
we considered the fraction of the loops (and corresponding
dynamic instruction counts) of the entire application set that
match the clusters formed so far. The match percent should
approach a high value with clusters generated by relatively
small application subsets. We continued until all the ap-
plications were exhausted, and to neutralize addition order,
repeated the process with 100 different, randomly chosen
orders. As shown in Figure 15 and Figure 16, instruction
count and loop coverage increases steadily as applications
are added. 80% coverage is reached with 7-8 applications.
This trend holds true for all the permutations, though we
graph only the average trend for legibility. The steady in-
crease in coverage for the added applications suggests that
the clusters may be converging to coverage of a range of the
computational structure space. If so, future applications are
likely to be covered by the clusters.

Our next study measures cluster stability. Because clus-
tering corresponds to clique-finding (as described in Sec-
tion 2), which is an NP-hard problem, our clustering is a
polynomial time heuristic algorithm. Also, there are multi-
ple ways of decomposing a graph into cliques. Our particular
clique-finding algorithm discovered only one of those decom-
positions. Therefore, we need a stability metric to determine
that the decomposition we discovered contains most of the
important clusters (cliques). A reasonable metric for stabil-
ity would be if different random application orders produced
similar decompositions. To test for sensitivity to the order
of application consideration, we computed clusters using 100
different, random application orders and compared the clus-
ters produced by these combinations.

The result of our analysis shows that across different loop
orders, about 80% of the clusters are stable i.e., 80% of the
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Figure 17: Stability of the different analyses. About
80% of the clusters are stable.

clusters discovered by the different orders were common (see
Figure 17). The first point in each line shows the percent of
common clusters between permutations 1 and 2. The second
point in each line shows the percent of common clusters
between combinations 1, 2 and 3, and so on. The last point
in each line shows the percent of common clusters between
combinations 1 to 100.

We omit the corollary analysis for memory traffic; al-
though it exhibited a similar pattern, the small number of
clusters made it fluctuate rapidly, making the graph difficult
to read.

5. DISCUSSION AND RELATED WORK
Workloads. Many general-purpose application work-

load models have been developed and analyzed including
the SPEC benchmarks [31], the HPC Challenge (HPCC)
benchmark suite [24], the Berkeley Motifs [5], and PAR-
SEC [8]. These are typically used to evaluate existing com-
puter designs, or assess the potential benefits of incremen-
tal architecture changes using a quantitative approach. Re-
cently,benchmarks have been developed to assess the per-
formance of hybrid CPU-GPU architectures [12, 14], but in-
compatibilities in programming force explicit partition and
mapping of computation to compute engine [29, 33]. This
rigidity makes direct evaluation of heterogeneous architec-
tures impossible without major reprogramming. In con-
trast, our approach begins with a standard expression of
computation, characterizes and clusters it, enabling a sys-
tematic study of heterogeneity – including partition across
heterogeneous engines, and varying the degree of general-
ity/specialization. This work will inform those considering
adding additional accelerators to microprocessors, or tun-
ing the composition of an SoC, or perhaps broadening an
accelerator.

Heterogeneity in Implementation. An important
thread of architecture research has explored the use of het-
erogeneous implementations of uniform or nearly uniform
ISA’s [19, 22] to increase energy efficiency and performance.
The major advantage of these approaches is that they pre-
serve software compatibility and thereby programmability.
In [22], Kumar and Tullsen show that even within this space,
significant improvements (three-fold) are achievable. More
recent studies [37], divide programs into high instruction-



level parallelism (that could benefit from VLIW) and pro-
grams with more complex dependences, selecting dynami-
cally and exploiting binary translation to target correspond-
ing core implementations on-the-fly. Another [34], appli-
cations are divided based on operation type: integer and
floating-point. Dynamic core morphing is used to tailor
cores to applications during execution.

Heterogeneity in ISA and Implementation. Much
greater performance and energy improvements (perhaps 10-
fold or more) beckon if heterogeneity in both instruction-set
architecture and implementation are contemplated. Exam-
ples studies include numerous SoC accelerators, studies of
H.264 [18], and specialized embedded applications [6] show
that as much as 100-fold improvements may be possible
if breaking down tradition structures “general register” ar-
chitecture with orthogonal operations and single memories
are contemplated. Another vector showcasing the benefits
are hybrid systems with discrete GPUs [30] and more re-
cently integrated GPU’s [21, 25, 27] and other accelerators
[20]. And for some time, SoC’s have exploited heterogene-
ity for performance and energy-efficiency, integrating accel-
erators and IP blocks frequently presented as closed func-
tion hardware-software combinations. These soft or hard IP
blocks are typically integrated “as is” to avoid redesign and
revalidation costs and delays (6 months to Si, 6 months to
market is a common mantra).

To tap the potential of such accelerators for general-
purpose systems, the architecture community faces a
paradigm challenge. Historically, Hennessy and Patter-
son’s 90/10 approach to quantitative optimization was used
to make binary include-or-not decisions for new features.
Deeper ISA and architectural customization, and further
multi-way heterogeneity for general-purpose performance
does not lend itself to a binary or dichotomous view, as we
discuss below. Continuous tradeoff of specialization and gen-
erality are required – the primary motivation for our work
and the value of the clustering and the clustering method-
ology we have developed.

One cluster of research is application-oriented i.e., it an-
alyzes applications and builds super-instruction accelera-
tors targeting critical kernels. For example, conservation
cores [35], identifies key loops in an application, and creates
special super-instructions to implement them efficiently. A
second effort, quasi-specific cores [36] identifies similar code
patterns across several applications and builds special super-
instructions for these clusters. Good energy efficiency im-
provements are achieved, but the challenge is achieving a
broad impact. The DySer approach exploits reconfigura-
tion [16], mitigating the area effect, but requiring a new
model of program (code + logic configuration).

The 10x10 approach differs from these research efforts in
its broad approach to achieving general-purpose coverage.
We are not only analyzing applications for architecturally
relevant features and clustering them, we are also investi-
gating the question whether these applications are a good
representation of general-purpose workloads and how many
clusters can provide sufficient coverage. Therefore, it is an
investigation into the foundation of customized architecture
research to find out whether it is possible to support arbi-
trary workloads and where the limitations are. Additionally,
the scope of 10x10 encompasses all aspects of chip design:
compute logic, memory and interconnect.

FPGA’s. A sizable community has explored the perfor-

mance advantages of customization using FPGA’s for over
a decade [2]. FPGA’s have historic advantages in unstruc-
tured bit-level manipulation and the capability to hard-wire
computational structure (data flow, control flow). Con-
vey [10] combines this approach with a flexible memory
system, delivering top performance for a number of appli-
cations. In general, FPGA-based solutions have failed to
achieve widespread adoption because of their inherent speed
and energy disadvantages (when compared to custom hard-
wired design) and the difficulty of application development
of FPGA-based solutions.

6. SUMMARY AND FUTURE WORK
The results show that for computation and memory be-

havior, there are a manageable number of clusters that are
architecturally exploitable and cover a large percent of the
loops and dynamic instructions. These clusters are coher-
ent i.e., their member loops exhibit visibly similar patterns.
At the same time, these clusters have little overlap between
them. Our results and validation studies also prove that our
systematic approach is effective in creating stable, architec-
turally relevant clusters.

While Section 3 highlights a number of architecture opti-
mization opportunities based on our cluster analysis, there
is much work to be done to translate the insights into im-
proved architectures. For example, clusters may not have
a one-to-one correspondence with architectural customiza-
tion. As part of the architectural process, clusters would
be combined, and deeper specific analysis for the compute
structures of interest would be required to produce opti-
mized heterogeneous architectures.

While our studies covers a wide variety of applications,
and provide a systematic primary clustering which guides
the exploration of heterogeneous architecture, there are
doubtless more application spaces which could be added.
For example, we have undertaken a study of scientific ap-
plications of interest to the U.S. DOE, typically a floating
point intensive, classical HPC workload, and our initial re-
sults have exposed some new opportunities for significant
performance and energy-efficiency improvements. In gen-
eral, it remains to be seen if new spaces will expand the
collection of important computational clusters.

Finally, a critical challenge for heterogeneous architecture
is programmability as evidenced by a number of extant ac-
celerator systems such as GPUs. Ideally, one would have a
seamless path for software to be developed which can flex-
ibly exploit such accelerator structures as they are added
to or removed from the architecture. Our study lays an im-
portant foundation - the ability to trade characteristics such
as programmability off against narrowness of specialization.
Clearly, much work on programming systems remains to be
done.
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