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Abstract

We study parallel solution methods for time-dependent problems where the do-
main decomposition is in the time variable. We show that Newton’s method can
be used to create parallelism in nonlinear dynamical systems. We demonstrate that
arbitrarily large speedups can be expected for sufficiently small time steps. Thus we
conclude that nonlinear dynamical systems do not form essentially sequential com-
putations.
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1 Introduction

Many methods have been proposed to expose parallelism in solving ODE’s [4, 5]. Further-
more, they can be classified according to the method of extracting parallelism: via the
discretization method, the system [6], or the time steps [18]. The latter is the focus of this
report.

The idea of using the time domain for decomposition goes back over two decades [2, 3,
15]; the time-stepping problem is posed as a system of equations for multiple time steps at
once. This system is then solved by an iterative technique. Each iteration corresponds to a
linear system of equations that can be solved by techniques developed for linear recursion
relations [17]. Indeed, this approach can subsume the other two in terms of parallelism.
Both the system and discretization parallelism are included when the full equations are
utilized for parallelism, as we do here.

We investigate using Newton’s method to provide a general technique for converting
a (discretized) nonlinear ODE into a sequence of linear systems. We observe that this
technique can be understood, at least in the limit of small time steps, via the related
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Newton method for the continuous ODE. This allows us to predict in general that the
method will yield arbitrary speedup for problems with sufficiently small time steps.

This resolves to a certain extent the question of whether a nonlinear dynamical system
might be a problem that is essentially sequential in nature. Although we do not attempt
to pose this question, or its answer, rigorously, our results suggest there is no fundamental
limitation. As long as we define the problem of solving an ODE as one in which the
resolution is part of the problem, then it is not essentially sequential. As the resolution is
increased, so is the potential speedup. This holds even for chaotic systems, as we show in
Section 6.

Recently it has been demonstrated that efficient parallelizations of non-linear, time-
dependent problems can be achieved via a type of domain decomposition in the time domain
[1, 13, 14] (and references therein). This paper presents as well a different approach to
solving nonlinear initial value problems in parallel via domain decomposition in the time
domain. Moreover, the techniques presented here can be integrated with those of [1, 13, 14]
to potentially improve scalability. One limitation in these works is the inclusion of a serial
section which plays the role of a preconditioner. The techniques here may provide a scalable
parallel algorithm for this or a similar preconditioner.

2 Initial value problems

Finite difference methods for solving initial value problem for an ordinary differential equa-
tion exhibit limited natural parallelism. However, for linear systems there are scalable par-
allel algorithms in which the domain decomposition is in the time domain. Such techniques
are based on scalable methods for solving banded triangular linear systems of equations
and have been known for some time (cf. [12, 16]). We briefly describe one algorithm in
Section 7.

What can provide the increasing data size needed for such scalability is a long time
interval of integration [8]. Indeed, there are many simulations in which the primary interest
is a very long time of integration. For example, the celebrated simulation of the villin
headpiece by molecular dynamics [7] required 500 million time steps.

We begin with a very simple example here motivated by a swinging pendulum. To a
first approximation, the position z(t) of the pendulum satisfies a differential equation

d2z

dt2
= f(z) (2.1)

with initial conditions provided at t = 0:

z(0) = z0, ż(0) = z1 (2.2)

for some given data values z0 and z1.
The variable z can be taken to denote the angle that the pendulum makes compared

with the direction of the force of gravity. Then f(z) = mg sin z where g is the gravitational
constant and m is the mass of the weight at the end of the pendulum. (We are ignoring
the mass of the rod that holds this weight.)
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We can approximate via the Verlet (central difference) method to get a recursion relation

zn+1 = 2zn − zn−1 − τf(zn) (2.3)

where τ := ∆t2. We will explain later how the required value z−1 could be determined
from z0 and z1.

If the displacements of the pendulum position from vertical are small, then we can use
the approximation sin z ≈ z to get a linear equation

d2z

dt2
= mgz. (2.4)

In this case, the difference equations become a linear recursion relation of the form

zn+1 = (2− τmg) zn − zn−1. (2.5)

The initial conditions (2.2) provide starting values for the the recursion. For example, we
can take

z0 = a and z−1 = z0 − z1∆t. (2.6)

This allows us to solve (2.5) for n ≥ 0.
The recursion (2.5) corresponds to a banded, lower triangular system of equations of

the form
LZ = b (2.7)

where the bandwidth of L is w = 3, the diagonal and subsubdiagonal terms of L are all
one, and the subdiagonal terms of L equal τmg − 2. The right-hand side b is of the form

b1 = (1− τmg) z0 + z1∆t and b2 = −z0 (2.8)

and bi = 0 for i ≥ 3. Thus we can solve this by the scalable parallel algorithms which are
discussed in Section 7.

When f is not linear, such algorithms are not directly applicable. We can formulate a
set of equations to define the entire vector of values zi as an ensemble, but it is no longer
a linear equation. We can write it formally as

F (Z) = 0 (2.9)

where F is defined by
F (Z) = L0Z + τmgφ(Z)− b (2.10)

with L0 the same as L above with τ = 0, that is L0 is a lower triangular matrix with
bandwidth w = 3, the diagonal and subsubdiagonal terms of L0 are all one, and the
subdiagonal terms of L0 equal −2. The function φ thus contains all of the nonlinearity and
has the simple form

φ(Z)ij = δj,i−1 sin zi−1 (2.11)

where δi,j is the Kronecker delta.
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2.1 Newton’s method

The Newton-Raphson method can be written in the form

F ′(Zn)
(
Zn+1 − Zn

)
= −F (Zn). (2.12)

where F ′ = JF is the Jacobian matrix of all partial derivatives of F with respect to the
vector Z.

To see how this works, let us return to the pendulum problem. In the case of the
pendulum, we have F defined by (2.10). The Jacobian matrix for a linear function of the
form Z → L0Z is the matrix L0. Thus JF (Z) = L0 + τmgJφ(Z). With φ of the form
(2.11), it can be shown that

Jφ(Z)ij = δj,i−1φ
′(zi−1) = δj,i−1 cos zi−1. (2.13)

The Jacobian has the same form as the original matrix L. In fact, if F is linear, Newton’s
method is equivalent to just solving the system (2.7) and converges in one step.

2.2 Linearized initial value problem

There is another way to interpret the Newton algorithm for solving the initial value problem.
Suppose that we have an approximate solution z to (2.1) which satisfies the initial conditions
(2.2), and define the residual R(z) by

R(z) :=
d2z

dt2
− f(z) (2.14)

which is a function of t defined on whatever interval z is defined on. We can apply Newton’s
method (in the appropriate infinite dimensional setting) to solve

R(z) = 0. (2.15)

Let us derive the resulting equations by an elementary approach.
Suppose that we try to add a perturbation v to z to get it to satisfy (2.1) (more) exactly.

We use a Taylor expansion to write

f(z + v) = f(z) + f ′(z)v +O(v2) (2.16)

Thus the sum z + v satisfies an initial value problem of the form

d2(z + v)

dt2
− f(z + v) =

d2v

dt2
− f ′(z)v +R(z) +O(v2). (2.17)

With (2.17) as motivation, we now define v by solving the initial value problem

d2v

dt2
= f ′(z)v −R(z) (2.18)

with initial conditions provided at t = 0:

v(0) = 0, v̇(0) = 0. (2.19)
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Figure 1: Integration of orbit system, with G = 4, gravity from origin, 4t = 0.01, run for
50 time units, initial condition (x0, y0) = (−1, 0), (ẋ0, ẏ0) = (0, 1). Exact solution in polar
coordinates is r = p

1+e cos θ
, where p = |~r×~v|2/G, a conserved quantity (p = 1/G here), and

e = 1− 2
ra/rp+1

, where ra is the farthest the orbit gets from the origin and rp is the closest;

e = p− 1 here. The period is 2π
√
r3
a/G. (a) Euler method (4.26-4.27), (b) Verlet method

(4.28).

Then the Newton step for solving (2.15) is the solution v of (2.18-2.19). Now (2.12) can be
seen as just a discretization of the initial value problem (2.18). This can be depicted in a
diagram:

ODE (2.1)
Newton−−−−−−→ linearized ODE (2.18− 2.19)yδ yδ

difference method (2.5− 2.6)
Newton−−−−−−→ discrete Newton method (2.12),

(2.20)

where the symbol δ denotes time discretization. Since this diagram commutes in the limit
of small time steps, we expect that the number of Newton steps (2.12) for solving the
difference method (2.5-2.6) as a function of time and a given tolerance would approach
a limit as the time step decreases. The limit should be the number of continuous ODE
Newton iterations I(ε, T ), in which the ODE (2.1) is approximated by the linearized ODE
(2.18-2.19), required to reach a given tolerance ε over a given time interval T . Of course,
this number of iterations I(ε, T ) is an integer, and thus it is a discontinuous function of time
T for any fixed iteration tolerance ε. Thus there would necessarily be some discrepancy
for finite time steps, especially near times where the number of Newton iterations for the
continuous problem jumps.

2.3 Getting Newton started

Newton’s method (2.12) converges rapidly once you get close to a solution, but how do
you get close in the first place? This does not have a good answer in general, but we can
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indicate one type of approach here. Suppose that we had a simplified approximation f̃ to
f and we solved

d2z

dt2
= f̃(z) (2.21)

exactly, together with the initial conditions (2.2). For example, with f(z) = sin z we might
have f̃(z) = z as an approximation. This makes (2.21) linear, and in this simple case we
can even solve the equation in closed form (in terms of sines and cosines). It is much faster
to evaluate f̃(z) in this case than it is f(z), so the computation of the initial guess would
be much less costly.

If we use the solution z to (2.21) as the starting guess for Newton’s method, then the
initial residual R(z) has a simple interpretation. We can express it simply as

R(z) =
d2z

dt2
− f(z) = f̃(z)− f(z). (2.22)

Thus the size of the residual is simply related to the error in approximation of f by f̃ .
Since the first Newton step v satisfies (2.18), we can bound the size of v in terms of R(z),
and hence f − f̃ . More precisely, (2.18) becomes

d2v

dt2
= vf ′(z)−

(
f̃(z)− f(z)

)
. (2.23)

Since v is zero at the start (see (2.2)), it will be small for at least some reasonable interval
of time. The size of v can be predicted as z is computed, and the process can be stopped if
the prediction gets too large. Thus there is a natural way to control the size of the Newton
step in this case.

It would be possible to approximate on a coarser mesh as well. That is, we could
use a larger ∆t in (2.3) (recall that τ = ∆t2). It would then be necessary to interpolate
onto a finer mesh to define the residual appropriate for (2.18) (or equivalently in (2.12) in
the discretized case). In this way, a multi-grid approach could be developed in the time
variable.

3 Example: particle motion

The pendulum problem involves only a scalar ODE, so the notation is deceptively simple
in that case. We prefer to move on to a more realistic problem, and we will give more
details regarding the implementation. Suppose we have a state vector z comprised of N
particles moving in D dimensions (usually D = 3, if we consider 3-dimensional systems
where we only care about the positions of particles), and solve for zt = z(t), with a force
field F or potential surface U(z) (in which case F = −∇U). We start with initial conditions
z(0) = z0, ż(0) = ż0.

The basic approach is to solve F = ma by discretely integrating in time the equation

M
d2z

dt2
= F (z), (3.24)
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Figure 2: Orbit problem: period = 1.36. 1000 times steps with ∆t = 0.001. Converged in
8 iterations. The horizontal axis incorporates both the time axis and the iteration axis.

where M is a diagonal matrix with the particle masses on the diagonal, with initial condi-
tions provided at t = 0:

z(0) = z0, ż(0) = z1 (3.25)

for some given data values z0 and z1. Figure 1 presents an example related to gravitational
mechanics. For simplicity, we can rescale variables so that the mass matrix M is the identity
matrix. But we could equally well work with non-unit masses without significant changes.

4 Computational details

Assume we discretize time at a constant time step 4t, so z(t) = z(n4t) ≈ zn. We solve
for zn+1 given the past positions. The simplest formula is Euler integration:

zn+1 = zn +4t żn +
1

2
4t2F (zn) (4.26)

and
żn+1 = żn +4tF (zn). (4.27)

However, the Euler method is unstable in general. For example, in the planetary orbit
example in Section 4.3, the integrated position spirals away from the correct answer, as
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depicted in Figure 1(a). A better formula is Verlet integration (already encountered in
(2.3)) which uses a central difference approximation to the second derivative:

zn+1 = 2zn − zn−1 +4t2F (zn); (4.28)

computational results are depicted in Figure 1(b). Verlet is significantly more stable. How-
ever, it also requires knowledge of the two previous time points, but we can use Euler to
compute the first step. Also note that Verlet does not explicitly involve the velocities. If
we are only interested in the positions, this simplifies the information we need to keep track
of, but if we also want the velocities these can be calculated at each step as well.

The algorithm for finding zn for all n ≤ T /∆t given the initial conditions is then

z1 = z0 +4t z1 + 1
2
4t2 F(z0)

for i = 2 : T
zi = 2zi−1 − zi−2 +4t2 F(zi−1)

end

This is sequential as presented. Some parallelism may be available in the calculation of F ,
especially for large systems, but the time steps must be done in order.

4.1 Matrix notation

Now we carry out the details of the program outlined in Section 2. To motivate this, first
consider rewriting the nth step of Verlet:

zn+1 − 2zn + zn−1 −4t2F (zn) = 0. (4.29)

This can be written in a matrix-style notation as

F(Z) = LZ −4t2F̂ (Z) +B = 0, (4.30)

which represents the complete trajectory, where

Z =


z1

z2

z3
...

 . (4.31)

Here, each zk is a vector of length ND, and if we define I to be the ND × ND identity
matrix, then

L =


I 0 0 0 . . . 0
−2I I 0 0 . . . 0
I −2I I 0 . . . 0
0 I −2I I . . . 0

. . .

 (4.32)
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is a banded, lower-triangular matrix as in (2.10), and

F̂ =


0 0 0 0 . . . 0
F 0 0 0 . . . 0
0 F 0 0 . . . 0
0 0 F 0 . . . 0

. . .

 (4.33)

is a matrix of (generally, nonlinear) operators.
The above can be considered a block matrix, where F is the operator defined by

F (zk) =


F1(zk)
F2(zk)
F3(zk)

...

 (4.34)

and the Fi are the components of the force.
Finally,

B =


z0 +4tż0 + 1

2
4t2F (z0)

−z0

0
...

 =


B1

B2

0
...

 (4.35)

is mostly zero, with additional terms in the first and second rows to account for the different
integration equation used in the first step and the initial conditions. Solving the initial value
problem can thus be considered equivalent to finding a root of F.

Adapting Newton’s method to F = 0, given an nth guess Zn ≈ Z, we first solve
F′(Zn)V = −F(Zn) for V , then set Zn+1 = Zn + V . The derivative of F′(Zn) is equal
to L−4t2JF̂ (Zn), where JF̂ (Zn) is the Jacobian of F̂ :

JF̂ (Zn) =


0 0 0 0 . . . 0

JF (Zn
1 ) 0 0 0 . . . 0

0 JF (Zn
2 ) 0 0 . . . 0

0 0 JF (Zn
3 ) 0 . . . 0

. . .

 (4.36)

and

JF (Zn
k ) =

 ∂F1/∂z·,1 ∂F1/∂z·,2 . . . ∂F1/∂z·,ND
∂F2/∂z·,1 ∂F2/∂z·,2 . . . ∂F2/∂z·,ND

. . .

 evaluated at Zn
k . (4.37)

Given the above definitions, each iteration of Newton’s method involves solving a linear,
lower-triangular, banded system. The above matrix equations essentially involve block
matrices; since the bandwidth of L is 3ND, the effective bandwidth of F(z) and F′(z) is
3ND.
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Figure 3: Summary of computations depicted in Figure 2 for different lengths of computa-
tion. The vertical axis is the number of Newton iterations required to converge.

4.2 Matrix algorithm

A simple, although sequential algorithm for solving the matrix form of the initial value
problem is just back-substitution, solving

(L−4t2JF̂ (Zn))V = −LZn +4t2F̂Zn +B

for V . Given an nth guess Zn,

V1 = −Zn1 + B1
V2 = 2Zn1 − Zn2 +4t2F(Zn2) + B2 + 2V1 +4t2JF(Zn1)V1
for k = 3 : T
Vk = −Znk−2 + 2Znk−1 − Znk +4t2F(Znk)− Vk−2 + 2Vk−1 +4t2JF(Znk−1)Vk−1

end

Zn+1 = Zn + V

The full algorithm starts an initial guess Z0 and iterates until convergence, for example
until ||V ||22 < ε for some convergence level ε (||V ||22 =

∑
i,j V

2
i,j). We also must form the

initial guess Z0, and there are various ways to do that.
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Figure 4: Summary of orbit simulations depicted in Figure 2 for different time steps. The
horizontal axis is the simulation time. The vertical axis is the number of Newton iterations
required to converge. The initial guess for the Newton iteration is constant in time.

4.3 Application to orbit simulation

We consider the simple two body problem of planetary motion, with one body (the “sun”)
fixed at the origin (0, 0). Thus the number of unknown particle positions is N = 1, and the
number of dimensions D = 2. Let the state be z = (x, y) (or (r, θ) in polar coordinates).
The particle moves on a potential surface

U = G/r =
G

(x2 + y2)1/2
,

so the force field is

F (x, y) = (F1(x, y), F2(x, y)) =

(
−Gx

(x2 + y2)3/2
,
−Gy

(x2 + y2)3/2

)
.

Note as well that

JF (x, y) =


G(2x2−y2)

(x2+y2)5/2
3Gxy

(x2+y2)5/2

3Gxy
(x2+y2)5/2

G(2y2−x2)

(x2+y2)5/2

 . (4.38)
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Figure 5: A smarter start? The red solid curve repeats the data in Figure 3, and the green
dashed curve represents the reduction in number of Newton iterations achieved by using a
sequential solution with a time step ten times larger.

Additionally, any given orbit can be mapped onto one with the gravitational source at (0, 0)
and initial conditions (x0, y0) = (−1, 0), (ẋ0, ẏ0) = (1, 0), and the parameter G variable (we
use G = 4 here). The previous values are used as initial conditions.

5 Computational results for the orbit problem

Figure 2 depicts eight iterations of Newton’s method for the orbit problem, each one offset
artificially along the time axis. The dashed (green) line indicates the exact orbit, and the
solid (red) line indicates the computed Newton step. The initial step has a constant state,
as indicated by the straight line for the left-most pair of curves. Subsequent iterates follow
the orbit more and more, but the first few eventually move away from the orbit. The fifth
iterate agrees with the exact orbit to graphical accuracy (over the fixed time interval), and
the remaining iterates home in to the orbit to a tolerance of 10−10. Whether we require only
5 iterations or insist on 8 iterations, the Newton strategy provides a substantial amount of
parallelism for the orbit problem.

The computations in Figure 2 are carried out for different times of integration in Figure
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Figure 6: Summary of orbit simulations depicted in Figure 2 for different time steps. The
horizontal axis is the simulation time. The vertical axis is the number of Newton iterations
required to converge. The initial guess for the Newton iteration is a solution using a
(ten-times) coarser time step.

3. It appears that for longer times, the number of iterations I of Newton’s method required
for convergence grows linearly with the number N of time steps, at least when we start
with an initial guess that is constant in time. Figure 3 suggests that

I ≈ 0.004N = 4 ∆tN = 4 T , (5.39)

where T is the time of integration. Figure 4 confirms this for other time steps and supports
the theoretical prediction in (2.20).

5.1 Scalability of the orbit problem

The parallel tridiagonal linear solves can be performed efficiently [17] with

P logP = aN (5.40)

for some constant a, with the parallel time T̃P,N ≈ cN/P for each Newton step for a
constant c. The constant a > 0 is ours to adjust; the smaller we make it, the larger the
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Figure 7: Summary of orbit simulations depicted in Figure 2 including smaller time steps.
The horizontal axis is the simulation time. The vertical axis is the number of Newton
iterations required to converge. The initial guess for the Newton iteration is a solution
using a (ten-times) coarser time step.

granularity of the parallel solution algorithm, although the smaller also is P . Thus we can
assume that c does not increase when a is decreased. Let us also assume that the sequential
problem takes about T1,N ≈ cN time for simplicity.

The number of Newton iterations I required is bN = βT , as suggested by (5.39), so the
asymptotic total parallel execution time (for N large) is

TP,N ≈
IcN

P
≈ I T1,N

P
≈ βT T1,N

P
. (5.41)

This says that the speedup would be estimated by the relation

SP,N ≈
P

I
≈ P

β T
for P logP ≈ aN = a T /∆t. (5.42)

In particular, this says that the speedup can be arbitrarily large for fixed T as ∆t → 0.
Moreover, (5.42) also says that the efficiency would be estimated by the relation

EP,N ≈
1

I
≈ 1

β T
for P logP ≈ aN = a T /∆t, (5.43)
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Figure 8: Solutions of the Lorenz system (6.44) with the coefficients shown in (6.45), run for
5000 time steps with a time step of 0.001. The final states of each simulation are indicated
by the circles.

consistent with the observation that our algorithm simply duplicates the sequential algo-
rithm I times. Recall that a is an adjustable parameter that defines the granularity of the
parallel linear problem and is part of the definition of P via (5.40). In practice, we may
need to take a sufficiently small to achieve the stated speedups and efficiencies.

5.2 Smarter start

The data presented so far relate to an initial guess for the Newton iteration which is just
constant in time. It is remarkable that this works at all, but it would not be surprising
that there are smarter ways to start. The number of possible ways to do so is unlimited,
so we experimented with just a simple approach: solving sequentially with a larger time
step. We chose a time step ten times larger, followed by an interpolation between points,
to produce the initial guess, as suggested in Section 2.3. Figure 5 shows that there is a
significant improvement (the green dashed curve is the improvement) for a number of time
steps N (for the finer mesh) on the order a few thousand, but the improvement is never as
much as a factor of three.

On the other hand, Figure 6 shows that the benefit of using a coarser time step improves
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Figure 9: Number of Newton iterations required to solve the difference approximation
(6.46) to the Lorenz system (6.44) with the coefficients shown in (6.45) using various time
steps. Horizontal axis is time. The initial guess for the Newton iteration is constant in
time.

when the ultimate goal is to approximate with a smaller time step. The inset figure shows
the detail for short times, for which just a few Newton iterations are required. In the
main part of Figure 6, it appears that the number of Newton iterations is decreasing with
decreasing time step. In Figure 7 additional, smaller time steps are included. We see that
as the time step is decreased, the number of Newton iterations goes to a constant.

In view of (2.20), we can interpret these data as being equivalent to solving the contin-
uous Newton problem with an initial guess corresponding to a discretization using increas-
ingly fine time steps. Thus it is not surprising that the curves in Figure 6 appear to tend
to a constant as the time step is decreased.

6 Lorenz attractor

The behavior of the orbital system is quite predictable, and this is perhaps reflected in the
fact that the number of Newton iterations appears to grow linearly without any observed
limit. However, there are many systems in which long-term dynamics is more difficult to
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Figure 10: Number of Newton iterations required to solve the difference approximation
(6.46) to the Lorenz system (6.44) with the coefficients shown in (6.45) using various time
steps. Initial guess based on a (ten times) coarser time step.

predict. For this reason we decided to pick a system that is known to be chaotic.
The Lorenz system [11] is the following:

ẋ =σ(y − x)

ẏ = rx− y − xz
ż =xy − bz,

(6.44)

where
σ = 10, b = 8/3, and r = 28. (6.45)

Typical behavior is shown in Figure 8 which depicts two solutions that start near each other
but quickly diverge. However, the solutions exhibit a type of near-periodic behavior, cycling
around two attractors indicated by plus signs. The third plus sign is also a stationary point,
but not an attractor.

We integrated the Lorenz system (6.44) via the explicit Euler method

xn+1 =xn + ∆tσ(yn − xn)

yn+1 = yn + ∆t(rxn − yn − xnzn)

zn+1 = zn + ∆t(xnyn − bzn),

(6.46)
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with the initial values specified at the beginning of the trajectory.
Figure 9 indicates the number of Newton iterations required to solve the difference

approximation (6.46) to the Lorenz system (6.46) with the coefficients shown in (6.45) using
a constant initial guess (xn = x0 for all n, and similarly for y and z, with (x0, y0, z0) =
(10, 10, 10)) for various time steps. Beyond the indicated times, Newton’s method fails to
converge. We see confirmation of the prediction in (2.20).

Figure 10 indicates the decrease in the required number of Newton iterations to solve
the difference approximation (6.46) to the Lorenz system (6.44) with the coefficients shown
in (6.45) using an initial guess based on a (ten times) coarser time step. Again, for smaller
time steps, the initial guess is increasingly effective. Beyond the indicated times, Newton’s
method fails to converge.

7 Solving triangular systems in parallel

Solving a triangular system appears to be essentially sequential at first. Straightforward
parallelizations [17] of the back-solve algorithm are not scalable in the usual sense if the
bandwidth w remains fixed independently of the matrix size n. However, there are more
complex algorithms available that are scalable [17]. Several algorithms can be found in [16].
Thus there is a variety of algorithms available to use to exploit the parallelism described
here. We describe certain algorithms briefly in order to compare with the parareal algorithm
in Section 7.2.

7.1 A block inverse algorithm

The following algorithm can be found in [16]. Let us write the n×n lower triangular matrix
L as a block matrix. We also assume that L is banded with bandwidth w. Suppose that
n = ks for some integers k and s. Then we write

L =


L1 0 0 0 0 0
R1 L2 0 0 0 0
0 R2 L3 0 0 0
0 0 · · · · · · 0 0
0 0 0 Rk−2 Lk−1 0
0 0 0 0 Rk−1 Lk

 . (7.47)

A triangular matrix is invertible if and only if its diagonal entries are not zero [9]. Thus
any sub-blocks on the diagonal will be invertible as well if L is, as we now assume. That
is, each Li is invertible, no matter what choice of k we make.

Let D denote the block diagonal matrix with blocks Di := L−1
i . If we premultiply D

times L, we get a simplified block diagonal matrix (DL) with diagonal blocks Is = s × s
identity matrix, and subdiagonal blocks Gi arise by solving

Li+1Gi = Ri, i = 1, . . . , k − 1. (7.48)
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The original system Lx = f is changed to (DL)x = Df . Note that we can write Df in
block form with blocks (or segments) bi which solve

Libi = fi, i = 1, . . . , k. (7.49)

The blocks Li in (7.49) are s× s lower-triangular matrices with bandwidth w (we assume
that s ≥ w), so a band algorithm is appropriate to solve (7.49).

Depending on the relationship between the block size s and the band width w, there
may be a certain number of the first columns of the matrices Ri which are identically zero.
In particular, one can see that the first s − w columns are zero. Due to the definition of
Gi, the same must be true for them as well. Let Ĝi denote the right-most w columns of Gi

and let Mi denote the top s − w rows of Ĝi and let Hi denote the bottom w rows of Ĝi.
Further, split bi similarly, with ui denoting the top s− w entries of bi and vi denoting the
bottom w entries of bi. We may then write the blocks (strips) xi of the solution vector in
two corresponding parts: yi denoting the top s−w entries of xi and zi denoting the bottom
w entries of xi. These quantities have now simple relationships:

y1 = u1, z1 = v1; (7.50)

we inductively determine the zi’s by

zi+1 = vi+1 −Hizi ∀i = 1, . . . , k − 1; (7.51)

we separately determine the yi’s by

yi+1 = ui+1 −Mizi ∀i = 1, . . . , k − 1. (7.52)

The analysis of this algorithm, as well as further details and the proof of the following
theorem can be found in the book [17].

Theorem 7.1 The above algorithm, with (7.51) computed sequentially, is scalable with
P ≤ c

√
n/w for any fixed c <∞.

Using parallel prefix to solve (7.51) improves the scalability to P logP ≤ n/(c1w+c2w
2)

where w is the bandwidth [17].

7.2 Comparison with parareal algorithm

It is possible to make a direct comparison between the algorithms in Section 7 and the
parareal algorithm of [1] in the case that the ordinary differential equation is linear. The
“trial trajectory” computed in display (2) in [1] corresponds at least formally to the com-
putation in (7.49). Then the computations in (7.51) and (7.52) correspond to (5) in [1].
However, the approach taken in [1] in the nonlinear case is different from what is described
here.
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8 Conclusions and Perspectives

We have demonstrated that the Newton parallel method can provide significant speedup
for solving ODE’s. The efficiency is limited by the number of required Newton iterations,
but the speedup can be arbitrarily large as the time step is decreased.

The main reason that efficiency is limited by the number of required Newton iterations
for the problems considered here is that we focused on explicit time-stepping schemes.
Thus the sequential algorithm gets replicated in each Newton iteration. But for problems
requiring implicit time-stepping schemes, a Newton (or similar) iteration might be required
even in the sequential case. In this scenario, the efficiency might be significantly better.

The Newton parallel method benefits greatly from a good initial guess. Using a larger
time step can give such a guess, but it is a sequential step, so there is a trade-off between
increasing the accuracy of the initial guess and reducing the sequential section of the algo-
rithm. This raises an interesting issue regarding the use of parallelism. What is the best
way to use P processors to collectively approximate a solution to an ODE? It sounds like
we have returned to the original question we started with, but now the environment is a bit
different. The Newton parallel method deals with the issue of going from a crude approx-
imation to a refined one. Now the issue is just to get a reasonable (crude) approximation
to start with. There may be many ideas one can try to go this, but one possibility would
be to have each processor solve slightly different problems and then find a way to pick (or
average) among the various solutions. An approach similar to this was proposed in [15].

Since we are solving time dependent problems, it is always possible to truncate the
current Newton-parallel step as desired if convergence is not fast enough. The error will
be smallest at the beginning of the step (it starts at zero), and we could stop when it gets
bigger than a certain tolerance. On the other hand, we might also decide that the error is
small enough up to some intermediate time, and so we do not need to continue the Newton
iterations from the beginning. We can restart the next Newton step from that intermediate
time. We could even selectively update only part of the variables, leaving ones that appear
to have converged fixed for the rest of the Newton iteration. This sort of adaptivity could
be very effective in keeping the number of Newton steps limited, at the expense of reducing
the size of the linear problem to be solved in parallel.

Applying these ideas to ODE’s arising from the semi-discretization of PDE’s will be
a significant challenge. However, there is also a potential significant pay-off. Molecular
dynamics is typically done with explicit time-stepping methods (e.g., Verlet), but flow
problems (Navier-Stokes) often involve implicit methods (Euler or backward differentiation)
[10].

A completely different type of parallelism arises in the long-time integration of chaotic
dynamical systems. In this case, the number of digits required in the simulation increases
with the time of integration [11]. Thus there is potential to obtain parallelism in the
arithmetic.
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