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Abstract

We consider the angular orientations of convergent iterates gen-

erated by Newton’s method in multiple space dimensions. We show

that the limiting behavior of the iterates can be described by a ten-

sor eigenproblem. We give an extensive computational analysis of this

tensor eigenproblem in two dimensions. In a large fraction of cases, the

tensor eigenproblem has a discrete number of solutions to which the

Newton directions converge quickly, but there is also a large fraction

of cases in which the behavior is more complicated. We contrast the

angular orientations of iterates generated by Newton’s method with

the corresponding directions of the continuous Newton algorithm.

The convergence rates of Newton’s method for solving f(x) = 0 are well
known. In one dimension, second-order convergence occurs if the derivative
f ′(x) 6= 0, but degenerates to geometric convergence when f ′(x) = 0. In
multiple dimensions, the behavior of Newton’s method can depend on the
starting point for a singular Jacobian Jf(x) [1], with both quadratic and
linear convergence possible.

Although we are primarily interested in the rate of convergence of New-
ton’s method, it is also an interesting question in multiple dimensions as to
whether the iterates converge to the limit in a particular direction or not.
In the one-dimensional case, the sign of f ′′(x)/f ′(x) at a root f(x) = 0 de-
termines the sign of the error, as will be verified in the subsequent formula
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Figure 1: Comparison of the continuous Newton flow (3) with that of New-
ton’s method (2) for the function f defined in (41) with Q defined as in
Section 3.1. The solution of (3) was determined from (39) with ∆t = 0.01
and T = 15, where k∆t ≤ T . The horizontal axis is ‖xk‖2 and the vertical
axis is the angle as defined in (17).

(8). This means that the iterates approach systematically from one side or
the other at the end of the iteration process. But in multiple dimensions, we
show that a much wider range of behaviors is possible.

We will see that in a large number of cases (according to Figure 8, about
half of the possible problems in two dimensions), Newton’s method quickly
converges to a discrete set of directions of approach. Thus our results have
bearing on practical computations. They imply that much of the time, New-
ton’s method in n-dimensions behaves like a one-dimensional iteration. This
fact may have significant implications for further algorithm refinement.

1 Basic notation

To simplify notation, let us assume that the root of interest for the function
f : R

n → R
n is at the origin:

f(0) = 0. (1)
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Thus the errors between the iterates and the root are the same as the iterates:
ek = xk. We will assume for simplicity that Jf(0) is invertible. Denote the
Newton iterates by

xk+1 = xk − Jf(x
k)−1f(xk). (2)

We will assume that the Jacobian Jf is always invertible for simplicity.
Recent research [3, 4] has focused on a continuous form of the Newton

iteration, which takes the form

x′(t) = −Jf (x(t))−1f(x(t)), x(0) = x0. (3)

Although (2) and (3) converge to the same root (when they do converge), we
will see that the directions of approach are quite different. In particular, the
direction of approach for the continuous Newton curve (3) depends continu-
ously on the initial point [3], whereas the directions of approach for Newton’s
method (2) are discrete, or quantized, defined by a tensor eigenvalue problem
[5, 6, 7]. A typical example is shown in Figure 1.

2 Limiting behavior in n dimensions

First recall that the Newton iteration (2) and the vector field generated by
(3) are invariant under the transform f → Af for any nonsingular matrix A
[2]. Thus we may assume in addition to (1) that Jf(0) = I.

We need some notation for the Taylor expansion of a multivariate function
u:

u(x) ≈ u(y) + Ju(y)(x− y) + 1
2
(x− y)THu(y)(x− y), (4)

where H denotes the Hessian of u. Note that H is a third-order tensor, so
that Hu(y)x is a matrix, and Hu(y) is defined as a map of R

n → R
n2

via

(Hu(y)ξ)j,` =

n∑

k=1

∂2uj

∂xkx`

(y)ξk ∀ξ ∈ R
n. (5)

From the Taylor approximation (4), we find

f(xk+1) ≈f(xk) + Jf (x
k)(xk+1 − xk)

+ 1
2
(xk+1 − xk)THf(x

k)(xk+1 − xk)

=1
2
(xk+1 − xk)THf(x

k)(xk+1 − xk),

(6)
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where we have used the definition of the Newton step (2) to cancel terms.
On the other hand, we can use the Taylor expansion around zero to find

f(xk+1) ≈ f(0) + Jf(0)xk+1 = Jf(0)xk+1. (7)

Combining (6) and (7) we get

Jf(0)xk+1 ≈1
2
(xk+1 − xk)THf(x

k)(xk+1 − xk)

≈1
2
(xk)THf(0)xk,

(8)

since xk+1 = O
(
(xk)2

)
.

To track the direction of the approach of xk to the solution 0, we define

ξk = ‖xk‖−1
2 xk (9)

and
tk = ‖xk‖2. (10)

We can now formulate our main question precisely: do the vectors ξk on the
unit sphere in R

n wander chaotically or tend to a limit? We will see that
both behaviors are possible.

Let us write (8) in terms of ξ’s and t’s:

tk+1Jf (0)ξk+1 = Jf(0)xk+1 ≈1
2
(xk)THf(0)xk

=1
2
t2k(ξ

k)THf(0)ξk.
(11)

Suppose there is a solution to the equation

λJf(0)ξ = ξTHf (0)ξ, (12)

and that the vectors ξk → ξ as k → ∞. Then tk+1 ≈ (1/2λ)t2k, and New-
ton’s method behaves asymptotically like a one-dimensional iteration in the
direction ξ. The problem (12) is a tensor eigenproblem and the iteration
implicit in (11) is similar to the power method [6, 7] for ordinary eigenprob-
lems.

3 Quadratic example

Let us consider a simple example in two dimensions where f(x) = x + Q(x)
and

Q(x) =

(
xTAx
xTBx

)
, (13)
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Figure 2: The result of one iteration of (18) in the case that A and B are
chosen as in (37) The horizontal axis is the direction of the initial vector,
and the vertical axis is the direction of the resulting iterate.
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Figure 3: The result of one iteration of (18). The horizontal axis is the
direction of the initial vector, and the vertical axis is the direction of the
resulting iterate.
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where A and B are 2× 2 matrices. Then

xTHf(0)x = Q(x). (14)

The limiting behavior of Newton’s method is governed by the behavior of
the iteration

x← Q̂(x) := ‖Q(x)‖−1
2 Q(x). (15)

A fixed point of the form Q(x) = λx corresponds to

Q̂(x) = ±x, (16)

at least for real eigenproblems, that is, 0 6= λ ∈ R.
Since we are in two dimensions, and we always normalize vectors, we can

use a simple representation of vectors

x = (cos θ, sin θ). (17)

Thus we can interpret (15) as a mapping

θ ← q(θ), (18)

where

q(θ) = Q̂(cos θ, sin θ) = ‖Q(cos θ, sin θ)‖−1
2 Q(cos θ, sin θ). (19)

Unfortunately, q and Q̂ are undefined when Q(x) = 0, and thus we will
see discontinuities in plots of q as in Figure 2. A fixed point of the form
Q(x) = λx corresponds, according to (16), to either

θ = q(θ) or θ ± π = q(θ), (20)

since Q̂(x) = −x means that

q(θ) = Q̂(cos θ, sin θ) = −(cos θ, sin θ) = (cos(θ ± π), sin(θ ± π)). (21)

Eigenvalues can thus be identified by plotting y = q(θ) as a function of θ,
together with the lines y = θ and y = θ ± π (intersections correspond to
eigenvalues). Let us consider two examples.
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Figure 4: The result of three iterations of (18) for Q as in (23). The horizontal
axis is the angular direction of the initial vector, and the vertical axis is the
angular direction of the third iterate.

3.1 Tensor eigensolution

First define

A =

(
1 0
0 1

)
, B =

(
0 1
1 0

)
. (22)

The corresponding plot of q is given in Figure 3. Then

Q(x) =

(
x2

1 + x2
2

2x1x2

)
, (23)

so that the equation Q(x) = λx corresponds to

x2
1 + x2

2 = λx1 2x1x2 = λx2. (24)

The second of these equations implies 2x1 = λ (unless x2 = 0), and thus the
first equation reduces to x2

1 +x2
2 = 2x2

1, or x2
2 = x2

1, that is, x2 = ±x1. In the
case that x2 = 0, the first equation simplifies to x2

1 = λx1, or x1 = λ. Thus
there are four eigenpairs given by

Q

(
±1
1

)
= ±2

(
±1
1

)
and Q

(
±1
0

)
= ±1

(
±1
0

)
. (25)
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The eigenvectors with eigenvalues λ = ±2 correspond to θ = π/4, and the
eigenvectors with eigenvalues λ = ±1 correspond to θ = 0,±π. Moreover,
starting vectors x in (13) for which ±x1x2 > 0 tend rapidly to the eigenvector
with eigenvalue ±2. The four cases where the initial vector x satisfies x1x2 =
0 go immediately to one of the eigenvectors with eigenvalue ±1.

Returning to the context of Newton’s iteration, we are considering the di-
rections of vectors that are very small (since they are going to zero quadrati-
cally). Thus we are really interested in the behavior of the first few iterations
(15). Using the equivalent formulation (18), we can for example plot the re-
sulting iterate as a function of the starting vector (direction). We do this in
Figure 4 for just three iterations. As more iterations are done, this figure
tends to a step function.

3.2 Divergent directions

If we instead define Q in (13) using

A =

(
1 0
0 −1

)
, B =

(
0 1
1 0

)
, (26)

then the function Q given by (13) is

Q(x) =

(
x2

1 − x2
2

2x1x2

)
, (27)

so that the equation Q(x) = λx corresponds to

x2
1 − x2

2 = λx1 2x1x2 = λx2. (28)

The second of these equations implies 2x1 = λ (unless x2 = 0), and thus
the first equation reduces to x2

1 − x2
2 = 2x2

1, or −x2
2 = x2

1, an impossibility
given that x 6= 0. Thus the only possible solution has x2 = 0, in which case
the first equation simplifies to x2

1 = λx1, or x1 = λ. Given that we require
‖x‖2 = 1, there are two eigenpairs given by

Q

(
±1
0

)
= ±1

(
±1
0

)
. (29)

Unfortunately, the iterations (13) take the form q(θ) = 2θ(mod 2π) in this
case:

Q(cos θ, sin θ) =

(
cos2 θ − sin2 θ
2 sin θ cos θ

)
=

(
cos 2θ
sin 2θ

)
. (30)
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Figure 5: Solutions of the time-stepping scheme (39) corresponding to ∆t =
0.2, 0.1, 0.05, 0.025, 0.0125 and T = 10, where k∆t ≤ T . The horizontal axis
is ‖xk‖2 and the vertical axis is the angle as defined in (17). The lower
curves correspond to the larger values of ∆t. When the curves become flat
for the smaller values of ‖xk‖2, it means that the direction of approach is not
changing as ‖xk‖2 → 0.

Thus the fixed point at θ = 0 is not stable. If we define k iterations of (18)
as q[k](θ), then in this case

q[k](θ) = 2kθ(mod 2π). (31)

For k large, the iterations are very sensitive to the initial guess, and the
iterates can appear chaotic due to round-off error.

4 Tensor eigenvalue problems

There are actually two different tensor eigenvalue problems that arise natu-
rally [6, 7]. In addition to the problem of the type (12), e.g.,

Q(x) = xTHx = λx, ‖x‖2 = 1, (32)
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Figure 6: Comparison of the continuous Newton flow (3) with that of New-
ton’s method (2) for the function f defined in (41) with Q defined as in
Section 3.2. The solution of (3) was determined from (39) with ∆t = 0.01
and T = 35, where k∆t ≤ T . The horizontal axis is ‖xk‖2 and the vertical
axis is the angle as defined in (17).

for a tensor H of order three, another natural generalization of the usual
matrix eigenproblem is

Q(x) = xTHx = λx[2], ‖x‖2 = 1, (33)

where x
[2]
i = x2

i for all i = 1, . . . , n. The eigenproblem (33) is actually better
behaved than (32) [6, 7]. However, it is (32) that arises naturally in Newton’s
method.

The structure of the general problem (32) is not fully understood, but
there are some general results that can be derived. It is possible to give a
necessary criterion for the existence of tensor eigenvalues of the sort relevant
to Newton’s method. In general, we consider the n-dimensional problem

λx = Q(x) =
n∑

i=1

xTAix, 0 6= x ∈ R
n, (34)

for n×n symmetric matrices Ai. If the matrices Ai were not symmetric, then
the non-symmetric part 1

2
(Ai − (Ai)T) plays no role since the corresponding
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expression xT (Ai − (Ai)T)x is zero. Thus we may as well assume that they
are symmetric. Define sets

Γ±
i =

{
x ∈ R

n
∣∣ ‖x‖2 = 1, ±xi

(
xTAix

)
> 0

}
. (35)

Then a necessary condition for the existence of an eigenvalue λ ∈ R with
±λ > 0 is that

Γ± = ∩n
i=1Γ

±
i 6= ∅. (36)

Thus if we take (n = 2)

A1 =

(
1 0
0 −1

)
and A2 = −A1, (37)

we can see that Γ±
1 = Γ∓

2 , and Γ = ∅. We can also see this more explicitly
because q1(x) = x2

1 − x2
2 = (x1 + x2)(x1 − x2) and q2 = −q1 implies that we

must have x1 = −x2 6= 0 for x to be an eigenvector. But since q1 vanishes
when x1 + x2 = 0, we have no eigenpair. Otherwise said, Q(Q(x)) = 0 for
any x. From the perspective of Newton’s method, this just means more rapid
convergence than normal. The map (13) for this Q is depicted in Figure 2.

To complement the case when there are no real eigenvalues, it is known
[6] that a continuous spectrum is possible. Define Q in (13) using

A =

(
1 0
0 0

)
, B =

(
0 1
0 0

)
. (38)

Then the equations (32) correspond to the pair of equations x2
1 = λx1 and

x1x2 = λx2, which are satisfied whenever x1 = λ. Thus x = (λ,
√

1− λ2)
is an eigenvector corresponding to the eigenvalue λ for any λ ∈ [−1, 1] [6].
In particular, the iteration (15) converges in one step for all x on the unit
circle. In this case, the map (23) is the identity, and it maps the circle onto
the circle.

Another general fact about the general problem (32) is a symmetry. Note
that since Q is quadratic, Q(−x) = Q(x). In particular, if x is an eigenvector
with eigenvalue λ, then −x is an eigenvector with eigenvalue −λ. This shows
that the pairs of eigenpairs we found in Section 3.1 are the common case.
This also explains why the function q defined in (19) is always π-periodic.
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5 Continuous versus discrete Newton

Now let us contrast the behavior of the continuous Newton flow (3) with that
of (2). First of all, let us consider a simple time stepping scheme to solve (3),
such as explicit Euler:

xk+1 = xk −∆tJf(x
k)−1f(xk). (39)

For ∆t > 0 sufficiently small, the iterates (39) converge to the solution of
(3), in the sense that

‖x(k∆t)− xk‖2 ≤ C∆t, (40)

provided f is sufficiently smooth and k∆t ≤ T for T fixed. In fact, the
convergence appears to be uniform for large k (see Figure 5) due to the fact
that the solution tends to zero as T →∞.

For simplicity, we take f to be of a simple form in the following examples.
We assume that it satisfies

Jf (x)−1f(x) = x + Q(x) = x + xTHx, (41)

where H is a (constant) third-order tensor of the types considered in Sec-
tion 3. For any Q of this form, there is such an f defined at least in a
neighborhood of the origin. This simplifies Newton’s method to be of the
form

xk+1 = Q(xk), (42)

and the continuous Newton method to be

x′(t) = −x(t)−Q(x(t)). (43)

The main observation is that (39) with ∆t = 1 is the same as Newton’s
method (2). However, as ∆t goes to zero, the behavior is quite different.
We see in Figure 5 that the angle of approach of xk(∆t) in (39) to the root
depends on ∆t. In Figure 1 we directly compare (2) and (3), or more precisely
(39) with ∆t = 0.01 and T = 1.5, both starting with the same initial point.
We see that the solution to (3) does not change angle much, whereas the
direction of iterates in Newton’s method (2) undergoes a rapid transition
and subsequently stabilizes.

If we choose the matrices A and B to correspond to the chaotic behavior
in Section 3.2, we of course see such behavior repeated in contrast to the
well-behaved limit of the continuous Newton method (see Figure 6).
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6 Experiments

To determine whether our examples were typical, we conducted a large num-
ber of experiments on Newton’s method for the function f defined by

f(x) = x +

(
xTAx
xTBx

)
, (44)

where

A =

(
a1 0
0 a2

)
, B =

(
b1 b0

b0 b2

)
. (45)

The rationality behind the restriction on parameters was that, first, we can
normalize f so that the Jacobian is the identity, second we can assume both
A and B are symmetric, and third, we can choose variables to diagonalize
one of them (A in this case). We can further restrict the size of the entries as
follows. We can assume without loss of generality that the spectral radius of
A and B are less than one. Otherwise, we simply scale by the larger spectral
radius, and this only changes the size of the eigenvalue, not the direction of
the eigenvectors. Further we assume that A has the larger spectral radius. In
such a case, all of the entries must be less than one in magnitude. For some
such values, the spectral radius of B may be greater than one, but we simply
discard these cases. Given our parameterizations, there is some redundancy
in the representation.

For such matrices A and B, we can define a θ → θ map by seeing what an-
gle results from one iteration of Newton applied starting with ε(cos(θ), sin(θ)),
where ε = 10−6. Figure 7 depicts the results when this map is applied three
times, and Figure 8 depicts the results when this map is applied ten times. If
Newton’s method settles quickly to some particular direction, the iterates of
the θ → θ map should have a range that is small is some sense. We measured
the range of this map as follows.

For a given pair A and B and a given number of iterations, we applied
the map the given number of times to 1600 initial points that were uniformly
distributed around a circle. We then computed the (total) size of interval(s)
required to cover the range with one interval and two intervals. To focus
on the main behavior, we excluded points in the distribution below a ten-
percent cut-off, as follows. The image points were represented as point masses
(Dirac δ functions), and these were convolved with the piecewise linear ‘hat’
function whose half width is π/25. This provided a continuous (piecewise
linear) distribution which we evaluated at the images of the original 1600

13
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Figure 7: Distribution of coverage lengths of the image of three iterations of
the θ→ θ map (n = 2). The lower curve corresponds to having two distinct
intervals.

points. Thus the points were naturally clustered around the part of the circle
with the greatest density of image points. The ten-percent of the points with
the smallest values in the distribution were eliminated, and the (combined)
length of the smallest interval(s) covering the part of the distribution greater
than ten-percent was determined. When two intervals were used, the sum of
the lengths is reported.

We generated 202,500 matrices A and B where A is diagonal with spectral
radius 1 and B is symmetric with spectral radius ≤ 1. Thus we set a1 to 1 or
−1 and varied the other parameters thorough 15 different values uniformly
spaced from −1 to 1 to get 2(15)4 matrices. We then used a2 as 1 or −1 to
get another such set. Of these 202500 matrix pairs, 132,075 are such that
the spectral radius of B does not exceed 1.

When only a single covering interval is used and its length is near zero,
this means that the Newton iteration quickly converges to single direction.
This corresponds to having the upper curve near zero in the figures. When
the upper curve is nonzero, but the lower curve is near zero, this means that
the Newton iteration quickly converges to one of two directions. The higher
lengths correspond to less well defined behavior, in which the iterates cover
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Figure 8: Distribution of coverage lengths of the image of ten iterations of
the θ→ θ map (n = 2). The lower curve corresponds to having two distinct
intervals.

(a) large segment(s) of the circle.
The experiments imply that there is a large fraction of matrices for which

there are either one or two tensor eigenpairs, for which Newton’s method
rapidly converges to one or two directions. On the other hand, the experi-
ments equally show that there is a substantial fraction for which the Newton
directions are less discrete in character.

7 Conclusions

We have shown that Newton’s method in n ≥ 2 dimensions has a limiting
behavior related to a tensor eigenproblem. Tensor eigenproblems have only
recently received significant attention [5, 6, 7], but already many applications
have been identified in which they arise naturally. We have shown that the
limiting behavior of Newton’s method is yet-another such application.

We have seen that there can be quite complex ways in which Newton’s
method can converge in terms of the directions of approach, even though the
rate of convergence is quadratic. The directions of approach are quite differ-
ent, both qualitatively and quantitatively, from the continuous Newton flow.
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Moreover, the directions of approach are related to certain tensor eigenprob-
lems. The range of behaviors in tensor eigenproblems is much greater than
for matrix eigenproblems, including continuous spectra.

The further development of a structure theory for tensor eigenproblems
will help improve understanding of the behavior of Newton iterates as well
as many other applications [5, 6, 7]. Moreover, there is a need to understand
the analog of the power method for approximating tensor eigenproblems, as
the directions of the Newton iterates can be related to such iterations. We
have not attempted to contribute to these two open problems but rather have
limited our focus to computational experiments in the two-dimensional case.

In the case that the Newton iterates converge rapidly to a specific direc-
tion of approach, there may be ways to utilize the resulting one-dimensional
nature of the iteration to improve efficiency.

Some readers of this paper asked if our work was related to the tensor
methods developed by Schnabel [8], perhaps because of the appearance of the
key words “Newton” and “tensor” in descriptions of both papers. The only
significant connection is that the tensor in each is related to the Hessian of f ;
but they are otherwise quite different. We are discussing a particular property
of Newton’s method, whereas the tensor methods are algorithms that modify
Newton’s method. The tensor methods are “intended especially for problems
where the Jacobian matrix at the solution is singular or ill-conditioned” [8].
The tensor methods [8] add a quadratic term to the linear equation that
defines the Newton step, cf. (2). The quadratic equation then is solved by
specialized methods when there is a solution, or approximated by appropriate
techniques when there are no real solutions. Even the one-dimensional case
(see section 2 in [8]) presents interesting phenomena depending on the size
of f ′ near the root. On the other hand, we are discussing here properties of
the standard Newton method. The questions raised here could apply as well
to any variant of Newton’s method, including the tensor methods [8].
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