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Abstract. Standard parallel versions of the traditional V-cycle multigrid
method often leave processors idle for significant periods of time. One sim-
ple solution to this problem is to define an intermediate grid to be the new
“coarsest” grid, one that is fine enough to keep all processors busy during the
calculations. For clarity, the V-cycle method using this strategy is called the
U-cycle multigrid method due to a “U” shape of its grid schedule in compar-
ison to the grid schedule of the original V-cycle method. The purpose of this
paper is to give this U-cycle approach a mathematical justification and to show
by experiments that it works in practice. In particular, it is proved that the
convergence rate of the U-cycle method actually improves gradually with the
decrease of the number of grid levels. Further, the coarsest grid equations can
be solved approximately without increasing the total number of iterations as
required to satisfy a convergence criterion. The time complexity analysis shows
that the parallel U-cycle multigrid method can be fully scalable. In addition,
to fairly measure the parallel performance on a large scale parallel computer,
memory constrained efficiency is used in the scalability analysis of the parallel
U-cycle method. This is also known today as weak scaling. Finally, numeri-
cal results confirm the theoretical results and demonstrate the performance of
the U-cycle method on a large scale parallel computer (an IBM BlueGene/L
system) with up to 1024 processors.

1. Introduction

The multigrid method is an optimal order numerical scheme for solving a broad
class of partial differential equations [5, 7, 19, 27, 33]. With a parallel smoother [26]
and a parallel equation solver for the coarsest grid, it can be naturally implemented
in parallel by using domain partitioning techniques [10, 21, 22]. However, such a
parallel multigrid method may suffer an “idle processor” problem since the coarsest
grid Ω1 is usually chosen as coarse as possible to reduce the computing cost on
the coarsest grid level. The (nested) multigrid method is defined on l telescoping
grids Ωk satisfying Ω1 ⊂ Ω2 ⊂ · · · ⊂ Ωl, and the coarsest grid Ω1 is usually chosen
as small as possible to minimize the computation on Ω1. For example, for the
Poisson model problem on the unit square domain, Ω1 can be selected to contain
only one interior grid point, which makes the solution process on this grid trivial.
Using standard partitioning techniques [10, 21, 22], some processors will be idle on
some coarse grids, and this may affect the parallel efficiency as the number P of
processors is increased.
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To overcome the “idle processor” problem, several non-standard multigrid schemes
such as the multiple coarse grid method and the subspace-parallel method were
proposed and studied based on a non-telescoping grid [6, 12, 13, 14, 16, 17, 18].
However, on the current architectures of parallel computers, none of the non-
standard multigrid methods could be competitive with the standard parallel multi-
grid method [21]. Hence, the naive parallel multigrid method is still widely used in
practice. To reduce the effect of the idle processor problem, so far, the following two
special techniques were often used in the parallel implementation of the multigrid
method [20]. One is to properly rearrange data locations and interprocessor com-
munications so that the coarsest grid equation can be solved by a sequential direct
solver on one processor while keeping the other processors busy on something else
[10, 11, 21]. The other one is to simply construct a new grid schedule such that all
the coarse grids contain enough grid points to keep all the processors busy during
the calculations [11, 23].

For a V-cycle multigrid method, a new grid schedule can be constructed by
selecting an intermediate grid Ωj with 1 < j < l as the new “coarsest” grid.
Since the new grid schedule has a shape of “U” in comparison to the original
grid schedule of the V-cycle method, as illustrated in Fig. 1, the V-cycle multigrid
method using the new grid schedule is often referred to as the U-cycle multigrid
method. However, it is not so clear whether choosing a finer “coarsest” grid will
deteriorate the performance of the V-cycle. We will show that, surprisingly, it
actually enhances performance of the V-cycle. In addition, there may be concern
that the increased complexity of the coarse-grid solver could as well deteriorate
the performance of the V-cycle. We show that appropriate approximate coarse-
grid solvers can be used without significant impact on overall performance. More
precisely, we prove that the convergence rate of the U-cycle multigrid method can
be a decreasing function of the number of grid levels. Moreover, the effect of
approximate coarsest grid solutions on the rate of convergence can be so weak
that the total number of iterations determined by a convergence criterion is not
affected. With these two new properties, the parallel U-cycle method may not
only avoid the idle processor problem but also may be efficient in solving the linear
system even in comparison to the original V-cycle method in the sequential case. In
addition, better algorithms for solving the coarsest grid equations approximately
with a parallel iterative method could reduce the total computing costs on the
coarsest grid level, and thus lead to even better performance.

There are many different approaches to parallel solution of elliptic partial dif-
ferential equations [4]. The U-cycle provides just one possibility, albeit one that
naturally fits within existing multigrid frameworks. The continuing need for paral-
lel elliptic solvers as core routines in larger codes (e.g., as pressure solvers in fluids
codes [15]) makes all such approaches of potential interest. By providing a rigorous
analysis for both the convergence of the U-cycle as well as parallel efficiency of its
implementation, we hope that the potential value of the U-cycle will be more easily
appreciated.

To show that the parallel U-cycle method can be fully scalable, we present a
time complexity analysis of the parallel U-cycle multigrid method. We use a type
of memory constrained efficiency [25], now often referred to as weak scaling, in which
the amount of memory per processor is fixed as the size of the problem and the
number of processors is varied. Since the expected time complexity of multigrid is
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Figure 1. Grid schedules of the V-cycle and U-cycle

linear in the system size, it is possible to compare observed performance for different
processor and grid sizes. Under some simple assumptions, we prove the scalability
of the parallel U-cycle method, and show that the parallel U-cycle method can have
a high memory constrained efficiency on a large number of processors.

The motivation of using memory constrained efficiency is to avoid the impact of
the computer virtual memory overhead on the measurement of serial performance.
Memory constrained efficiency is defined as the ratio T (n, 1)/T (N, P ) with N =
nP 1/d for d = 2 or 3, where T (n, 1) denotes the total sequential CPU time for
solving a linear system with nd unknowns on one processor, and T (N, P ) denotes
the total parallel CPU time on P processors for solving the linear system with Nd

unknowns, which is split into P parts with each part containing nd unknowns such
that the total amount of floating point operations of each part is essentially the same
(these P parts are then assigned to P processors). Clearly, with an n less than the
memory size of each processor, both sequential and parallel implementations can be
carried out without requiring any virtual memory. By contrast, standard parallel
efficiency [25] is computed by solving the same linear system on both one and
more than one processor. If comparisons were made to the sequential time T (N, 1)
on a single processor, the amount of memory required for interesting problems
would be so large that virtual memory behavior would be the determining factor.
In such cases, greater than linear speed-up has been observed [3, 25], and the
poor sequential performance can mask defficiencies in parallel performance. Hence,
memory constrained efficiency provides a more fair measurement of the parallel
performance of the multigrid method for solving a huge linear system on a large
number of processors.

Finally, we developed a Fortrain program package for the parallel U-cycle method
for solving a Poisson model problem based on the MPI library [1], and implemented
it on several large distributed memory computers. We present results for the IBM
BlueGene/L system at the Argonne National Laboratory, with up to 1024 proces-
sors. More numerical results on two old parallel computers (Paragon and IBM SP2)
can be found in our early work [32]. Numerical results confirm the theoretical re-
sults, and demonstrate the high performance of the parallel U-cycle method. Using
our program, a linear system with over one billion unknowns was solved in about
4 seconds on 1024 processors of the IBM BG/L system. The memory constrained
efficiency was estimated to be about 0.927 for P = 1024, which corresponds to a
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speedup of 950 in the total computer CPU time. These numerical results show the
promise and efficiency of the U-cycle approach in the parallel implementation of
the multigrid method on a large number of processors.

The remainder of the paper is organized as follows. Section 2 defines the parallel
U-cycle method. Sections 3 presents convergence properties of the U-cycle method.
Section 4 gives the time complexity analysis. Section 5 introduces the memory
constrained efficiency model and applies it to the parallel U-cycle method. Section 6
reports numerical results. The conclusions are given in Section 7.

2. The parallel U-cycle multigrid method

We consider the numerical solution of the following problem:

(2.1) A(u, ϕ) = (f, ϕ) for all ϕ ∈ M,

where M is a finite dimensional subspace of a Sobolev space H on a bounded
domain Ω, A(·, ·) is a symmetric, positive-definite bilinear functional on M×M,
f ∈ M , and (f, ϕ) =

∫

Ω fϕdx.
To define a multigrid method for solving (2.1), we construct the grids Ωk that

satisfy

(2.2) Ω1 ⊂ Ω2 ⊂ · · · ⊂ Ωl,

where Ωl is the finest grid on which M is defined, and Ω1 is the coarsest grid of
the V-cycle method.

We then introduce subspaces Mk based on the coarse grids Ωk such that

M1 ⊂ M2 ⊂ · · · ⊂ Ml−1 ⊂ M,

and define a linear operator Ak on Mk by

(2.3) (Akv, ϕ) = A(v, ϕ) for all ϕ ∈ Mk,

where v ∈ Mk.
We next set Ml = M, and define projectors Pk and Qk : Mk+1 → Mk by

(2.4) A(Pkv, ϕ) = A(v, ϕ) and (Qkv, ϕ) = (v, ϕ) for all ϕ ∈ Mk,

where v ∈ Mk+1.
In addition, a linear operator Rk is selected as a smoother of the multigrid

method on Mk.
Using the above notation, and for a fixed j satisfying 1 ≤ j < l, we define the

linear operator Bk(j) inductively by Algorithm 1.

Algorithm 1. (Definition of Bk(j) for k ≥ j)
For k = j, define Bj(j) = A−1

j .

For k > j, define Bk(j) in terms of Bk−1(j) as follows. Let g ∈ Mk.
(1) Pre-smoothing: x1 = Rt

kg.
(2) Coarse grid correction: x2 = x1 + Bk−1(j)Qk−1(g − Akx1).
(3) Post-smoothing: Bk(j)g = x2 + Rk(g − Akx2).

We define the U-cycle multigrid method in terms of the operator Bl(j) via

(2.5) u
(m+1)
l = u

(m)
l + Bl(j)

(

fl − Alu
(m)
l

)

, m = 0, 1, 2, . . . ,
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where u
(0)
l is a given initial guess, 1 ≤ j ≤ l − 1, and fl is defined by (fl, ϕ) =

(f, ϕ) for all ϕ ∈ Ml. For clarity, we denote the above U-cycle method as U(l, j).
Particularly, U(l, 1) and U(l, l−1) express the original V-cycle method and the two
grid method, respectively.

A parallel U-cycle multigrid method is a U-cycle method that can be imple-
mented in parallel avoiding the “idle processor” problem. It uses a parallel smoother
and a parallel iterative method (or other efficient parallel approximate solver [24])
for solving the coarsest grid equations approximately, and selects a grid Ωj as the
coarsest grid that is fine enough so that all processors are productively busy in
doing the coarse-grid solve. It is then implemented in parallel on P processors of a
multiprocessor computer based on a domain partitioning as described below.

The finest grid Ωl is first divided into P disjoint blocks {Ωl,ν}
P
ν=1. Suppose that

a partition {Ωk+1,ν} of Ωk+1 is obtained to satisfy that Ωk+1 = ∪P
ν=1Ωk+1,ν . A

partition of Ωk is then constructed from the previous partition {Ωk+1,ν} such that

Ωk,ν ⊂ Ωk+1,ν , and Ωk = ∪P
ν=1Ωk,ν .

This process is continued until the coarsest grid level j is reached. Next, all the
computational work related to the blocks Ωk,ν for j ≤ k ≤ l are assigned to Pro-
cessor ν for ν = 1, 2, . . . , P . Consequently, the parallel U-cycle method can be
implemented in parallel without any idle processors.

3. Convergence analysis

Let u be the exact solution of (2.1) and e
(m)
l = u − u

(m)
l denote the absolute

error of the U-cycle iterate u
(m)
l defined in (2.5). Inserting the relation fl = Alu,

which is equivalent to (2.1), in (2.5), it follows that e
(m)
l can be expressed as e

(m)
l =

(I − Bl(j)Al)e
(m−1)
l , and can thus be estimated by

(3.1) |||e
(m)
l ||| ≤ |||I − Bl(j)Al||||||e

(m−1)
l ||| ≤ |||I − Bl(j)Al|||

m|||e
(0)
l |||,

where ||| · ||| is the norm defined by |||v||| = A(v, v)1/2 for v ∈ Ml.
Because of (3.1), the factor ρ(j) = |||I −Bl(j)Al||| defines the convergence rate of

the U-cycle multigrid method. As shown in [9], the convergence rate ρ(j) can be
estimated under the following three basic assumptions:

(A1) There is a constant CR independent of the grid level such that

‖u‖2

λi
≤ CR(R̄iu, u), ∀u ∈ Mi,

where R̄i = (I−KiK
∗
i )A−1

i or (I−K∗
i Ki)A

−1
i , Ki = (I−RiAi), K∗

i = I−RT
i Ai, λi

is the largest eigenvalue of Ai, (·, ·) is the inner-product of Mi, and ‖ · ‖ =
√

(·, ·).
(A2) There is a constant θ independent of the grid level such that

A(Tiv, Tiv) ≤ θA(Tiv, v), ∀v ∈ Mi,

where Ti = RiAi and θ < 2.
(A3) There is a constant Cα independent of the coarse grid operator Ak such

that for α ∈ (0, 1],

|A((I − Pi−1)u, u)| ≤ C2
α

(

‖Aiu‖
2

λi

)α

A(u, u)1−α, ∀u ∈ Mi.
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Here i = 2, 3, · · · , l, (A1) and (A2) are called the smoothing assumptions, and (A3)
is the regularity and approximation assumption.

Many often used parallel smoothers have been known to satisfy the smoothing
assumptions (A1) and (A2) [7, 9, 28], which include the point and block damped-
Jacobi smoothers and the JSOR smoother introduced in [26].

Based on the multigrid theorey shown in [7, 8], we obtain two new properties for
the U-cycle method, and report them in Theorems 3.1 and 3.2.

Theorem 3.1. Let ρ(j) = |||I − Bl(j)Al||| with Bl(j) being defined by Algorithm 1.
If Assumptions (A1) to (A3) hold, then there exists a constant Cj > 1 such that

(3.2) ρ(j) < 1 −
1

Cj
for j = 1, 2, . . . , l − 1,

and

(3.3) ρ(l − 1) ≤ ρ(l − 2) ≤ · · · ≤ ρ(2) ≤ ρ(1).

Proof. The proof of (3.2) can be completed by the similar arguments of the proofs
of Theorem 1 in [8] and Theorem 3.2 in [7]. Here we only need to show (3.3).

From the multigrid theory in [7], ρ(j) can be rewritten as

(3.4) ρ(j) = sup
v∈Ml,v 6=0

A((I − Bl(j)Al)v, v)

A(v, v)
,

and the iteration operator I − Bl(j)Al of U(l, j) can be expressed by

(3.5) I − Bl(j)Al = Al(j)(I − A−1
j QjAj+1)Al(j)

∗,

where j = 1, 2, . . . , l − 1,Al(j) = KlKl−1 · · ·Kj+1 with Ki = I − RiAi for j + 1 ≤
i ≤ l, and Al(j)

∗ is the A(·, ·)-adjoint of Al(j).
Note that U(l, j − 1) can be directly generated from U(l, j) when the coarsest

grid equation Ajq = fj of U(l, j) is solved approximately by only one step of the

two-grid method, U(j, j − 1), with an initial guess of zero. Hence, replacing A−1
j

with the two grid operator Bj(j − 1) of U(j, j − 1) in the expression (3.5), we can
get another expression for the iteration operator I − Bl(j − 1)Al of U(l, j − 1) as
below:

I − Bl(j − 1)Al = Al(j)(I − Bj(j − 1)QjAj+1)Al(j)
∗

= Al(j)(I − A−1
j QjAj+1 + A−1

j QjAj+1 − Bj(j − 1)QjAj+1)Al(j)
∗

= Al(j)(I − A−1
j QjAj+1)Al(j)

∗ + Al(j)(A
−1
j − Bj(j − 1))QjAj+1Al(j)

∗(3.6)

= I − Bl(j)Al + Al(j)(I − Bj(j − 1)Aj)A
−1
j QjAj+1Al(j)

∗

= I − Bl(j)Al + Al(j)(I − Bj(j − 1)Aj)PjAl(j)
∗,

where the identity Pk = A−1
k QkAk+1 from [7] has been used.

It has been shown in [7] that I −Bj(j − 1)Aj = Kj(I −Pj−1)K
∗
j . Applying this

identity to (3.6) immediately gives the relation identity between Bl(j) and Bl(j−1):

(3.7) I − Bl(j − 1)Al = I − Bl(j)Al + Al(j)Kj(I − Pj−1)K
∗
j PjAl(j)

∗.

This shows that the iteration operator I−Bl(j−1)Al of U(l, j−1) can be regarded
as a perturbed iterative operator of U(l, j) with Al(j)Kj(I − Pj−1)K

∗
j PjAl(j)

∗ as
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the perturbation term. As shown in [7], the perturbation term is nonnegative with
respect to inner product A(·, ·). That is, for all v ∈ Ml,

A(Al(j)Kj(I − Pj−1)K
∗
j PjAl(j)

∗v, v) ≥ 0.

Hence, with (3.7), we have

A((I − Bl(j − 1)Al)v, v)

= A((I − Bl(j)Al)v, v) + A(Al(j)Kj(I − Pj−1)K
∗
j PjAl(j)

∗v, v)

≥ A((I − Bl(j)Al)v, v) for all v ∈ Ml.

Therefore, from the above inequality and the definition of ρ(j) in (3.4) it follows
that

ρ(j − 1) ≥ ρ(j) for j = 2, 3, . . . , l − 1.

This completes the proof of (3.3). �

In U(l, j), the coarsest grid equation is often solved approximately by a parallel
iterative method. Hence, it is interesting to study the effect of approximate coarsest
grid solutions on the convergence rate of U(l, j). For clarity, we define the operator

B̃l(j) of the U-cycle method that uses the approximate coarsest grid solutions by
Algorithm 2:

Algorithm 2. (Definition of B̃k(j)) for k ≥ j)

For k = j, define B̃j(j) = Bj. Here Bj is an approximation of A−1
j .

For k > j, define B̃k(j) in terms of B̃k−1(j) as follows. Let g ∈ Mk.
(1) Pre-smoothing: x1 = Rt

kg.

(2) Coarse grid correction: x2 = x1 + B̃k−1(j)Qk−1(g − Akx1).

(3) Post-smoothing: B̃k(j)g = x2 + Rk(g − Akx2).

The following theorem indicates the effect of approximate coarsest grid solutions
on the convergence rate of the U-cycle method.

Theorem 3.2. Let ρ̃(j) = |||I − B̃l(j)Al||| with B̃l(j) being defined by Algorithm 2,
and Bj be an approximation of A−1

j . If I − BjAj is nonnegative with respect to

inner product A(·, ·), and smoother Ri satisfies assumption (A1), then

(3.8) |||I − RiAi||| ≤ 1, |||I − Rt
iAi||| ≤ 1,

and

(3.9) ρ(j) ≤ ρ̃(j) ≤ ρ(j) + |||I − BjAj |||.

Here i = j + 1, j + 2, . . . , l, and j = 1, 2, . . . , l − 1.

Proof. Using the same arguments as the ones used in obtaining (3.5), we can get

I − B̃l(j)Al = Al(j)(I − BjAjPj)Al(j)
∗.

We then use (3.5) and the identity Pj = A−1
j QjAj+1 to obtain the following relation

identity between B̃l(j) and Bl(j):

I − B̃l(j)Al = Al(j)[(I − Pj) + (I − BjAj)Pj ]Al(j)
∗

= I − Bl(j)Al + Al(j)(I − BjAj)PjAl(j)
∗.(3.10)
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Since Al(j)
∗v ∈ Mj+1 for any v ∈ Ml, by the definitions of Pj and the non-

negativeness of I − BjAj ,

A(Al(j)(I − BjAj)PjAl(j)
∗v, v) = A((I − BjAj)PjAl(j)

∗v,Al(j)
∗v)

= A((I − BjAj)PjAl(j)
∗v, PjAl(j)

∗v) = A((I − BjAj)uj , uj) ≥ 0,

where uj = PjAl(j)
∗v ∈ Mj . Thus,

(3.11) A(Al(j)(I − BjAj)PjAl(j)
∗v, v) ≤ |||I − BjAj |||A(uj , uj).

We next prove that A(uj , uj) ≤ A(v, v) for all v ∈ Ml.

Using u = Aiv, R̄i = (I − KiK
∗
i )A−1

i , and ω = 1/CR, we can write assumption
(A1) as the following form:

A(K∗
i v, K∗

i v) ≤ A((I −
ω

λi
Ai)v, v), ∀v ∈ Mi.

By the definition (2.3) of Ai,

A((I −
ω

λi
Ai)v, v) = ((I −

ω

λi
Ai)v, Aiv)

= (v, Aiv) −
ω

λi
(Aiv, Aiv) ≤ (v, Aiv) = A(v, v).

Thus, A(K∗
i v, K∗

i v) ≤ A(v, v) for all v ∈ Mi, and from which it implies that

|||K∗
i ||| = sup{|||K∗

i v|||/|||v||| | v ∈ Mi with v 6= 0} ≤ 1,

or

|||I − Rt
iAi||| ≤ 1 for i = j + 1, j + 2, . . . , l.

Similarly, we can prove that |||I−RiAi||| ≤ 1 using R̄i = (I−K∗
i Ki)A

−1
i for (A1).

We now can get that

A(uj , uj) = |||uj |||
2 = |||PjAl(j)

∗v|||2 ≤ |||Pj |||
2|||Al(j)

∗|||2A(v, v)

= |||

l
∏

i=j+1

(I − Rt
iAi)|||

2A(v, v) ≤

l
∏

i=j+1

|||I − Rt
iAi|||

2A(v, v) ≤ A(v, v).

We then apply the above inequality to (3.11) to get that

A(Al(j)(I − BjAj)PjAl(j)
∗v, v) ≤ |||I − BjAj |||A(v, v), v ∈ Ml.

Hence, by (3.10), the above inequality, and (3.4),

A((I − B̃l(j)Al)v, v)

= A((I − Bl(j)Al)v, v) + A(Al(j)(I − BjAj)PjAl(j)
∗v, v)

≤ ρ(j)A(v, v) + |||I − BjAj |||A(v, v) = (ρ(j) + |||I − BjAj |||)A(v, v),

which immediately follows ρ̃(j) ≤ ρ(j) + |||I − BjAj |||. This completes the proof of
Theorem 3.2. �

In the implementation of the parallel U-cycle method, the coarsest grid equation
is solved by a parallel iterative algorithm (e.g., the preconditioned conjugate gradi-
ent method with a parallel preconditioner [30], the red-black (or multicolor) SOR
method [2], a parallel SOR method by mesh domain partitioning [31], a block paral-
lel SOR by multitype domain partition [29], or other efficient parallel approximate
solvers [24]). Thus, the factor |||I − BjAj ||| can go zero as the number of iterations
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approaches to infinity. For example, if the approximate coarsest grid operator Bj

is simply generated by m steps of a parallel iterative method in the form

(3.12) u
(i+1)
j = u

(i)
j + Rj(fj − Aju

(i)
j ), i = 0, 1, 2, . . . ,

where u
(0)
j = 0, Rj is a linear operator, I − RjAj is nonnegative with respect to

inner product A(·, ·), and |||I −RjAj ||| < 1. In this case, it is easy to find that

Bj =
m−1
∑

i=0

(I −RjAj)
iRj , and lim

m→∞
Bj = A−1

j .

Thus, the factor |||I −BjAj ||| = |||I −
∑m−1

i=0 (I −RjAj)
iRjAj ||| can be regarded as a

function of m, ζ(m), to write (3.9) as

(3.13) ρ(j) ≤ ρ̃(j) ≤ ρ(j) + ζ(m).

Since ζ(m) → 0 as m → ∞, we claim that ρ̃(j) can be sufficiently close to ρ(j)
when m is large enough.

In practice, the convergence speed of an iterative method is measured by the
total number of iterations determined by a convergence criterion. Ideally, we can
define the total number of iterations as the smallest positive integer n that satisfies
the following convergence criterion:

(3.14) |||e
(n)
j |||/|||e

(0)
j ||| ≤ ρn ≤ ε,

where ρ is a convergence rate of the iterative method, and ε is an error tolerance
(such as ε = 10−9). Solving (3.14) for n gives

n =

⌈

ln ε

ln ρ

⌉

,

where d·e is an integer function defined by dxe = k if x ∈ (k − 1, k].
In the case of U(l, j), (3.13) implies that

⌈

ln ε

ln ρ(j)

⌉

≤

⌈

ln ε

ln ρ̃(j)

⌉

≤

⌈

ln ε

ln[ρ(j) + ζ(m)]

⌉

.

Hence, there exists a upper bound, ζρ, independent of m, such that |ρ(j)−ρ̃(j)| < ζρ,
and

(3.15) Ite =

⌈

ln ε

ln ρ(j)

⌉

=

⌈

ln ε

ln ρ̃(j)

⌉

,

at least if (ln ε)/(lnρ(j)) is not exactly an integer.

Table 1. The values of upper bound ζρ for retaining (3.15)

ε ρ(j) = 0.15 ρ(j) = 0.25 ρ(j) = 0.35 ρ(j) = 0.45
Ite ζρ Ite ζρ Ite ζρ Ite ζρ

10−4 5 0.0085 7 0.0183 9 0.0094 12 0.0142
10−5 7 0.0431 9 0.0283 11 0.0011 15 0.0142
10−6 8 0.0278 10 0.0012 14 0.0228 18 0.0142
10−7 9 0.0168 12 0.0110 16 0.0152 21 0.0142
10−8 10 0.0085 14 0.0183 18 0.0094 24 0.0142
10−9 11 0.0020 15 0.0012 20 0.0048 26 0.0007
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To illustrate the case of (3.15), we found some values of ζρ in Table 1. From this
table we can see that if the approximate coarsest grid solution is accurate enough,
its effect on the convergence rate of U(l, j) can be so weak that the total number
of iterations of U(l, j) is the same for both the exact and approximate solutions on
the coarsest grid Ωj .

4. An analysis of time complexity

In this section we estimate the time complexity of U(l, j) on a closed, bounded
region Ω in the d-dimensional space (d is either 2 or 3), and show that the parallel
U-cycle method is fully scalable.

The scalability of a parallel algorithm is a measure of the capacity of the par-
allel algorithm to utilize an increasing number of processors. A parallel iterative
algorithm for solving a linear system with Nd unknowns is said to be scalable if
the number P of processors can be found as a function of N , P = P (N), such that
P (N) goes to infinity, and the parallel efficiency E = E(N, P ) goes to 1 as N → ∞.
Here E(N, P ) = T1/(P TP ) with T1 and TP being the time complexities of the
algorithm on one and P processors, respectively.

For simplicity and clarity, we make the following three assumptions in our time
complexity analysis:

Assumption I: Each grid domain Ωk has the same number Nk of grid points in
each dimension that satisfies Nk = Nk+1/2 for k = 1, 2, · · · , l−1 with N = Nl = 2l.

Assumption II: The coarsest grid equations of U(l, j) with j = 1 and j ≥ 2
are solved respectively by one and Nj iterations of (3.12).

Assumption III: The number P of processors is set as P = (Nj/2)d.

We note that a value of P satisfying Assumption III is actually the largest al-
lowable number for implementing the parallel U-cycle method if the red-black SOR
method or the PSOR method proposed in [31] is used to solve the coarsest grid
equation, which requires each processor to contain at least 2d grid points. In prac-
tice, the number of iterations for solving the coarsest grid equation is determined
by an iteration termination rule, which should be in O(Nj).

Theorem 4.1. Let E denote the parallel efficiency of U(l, j). Under the above three
assumptions, E can be estimated by E = E(N, P ) with

(4.1) E(N, P ) = 1/[1 +
d(2d − 1)FWP 1/d

2d−1MN

1 − 2d−1(P 1/d

N )d−1 + P
Nd−1

1 + [2P 1/d(2d − 1) − 2d] P
Nd

],

and for P = P (N) with P (N) = Nd−δ−1 and 0 < δ < d − 1,

E(N, P ) → 1 as N → ∞,

where F, W , and M denote, respectively, the number of floating point operations
that can be performed in the time that it takes to communicate one word, the width
of the layer around each processor’s ownership boundary that must be transmitted,
and the total number of operations per grid point to evaluate one U-cycle iteration.
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Proof. Let s, r, p, and i denote the numbers of operations to perform the pre and
post smoothings, residual calculation, prolongation, and interpolation per grid,
respectively. Then, M can be estimated by

(4.2) M = s + r + p + i.

A typical value of M can range from forty for finite difference methods to one
hundred or more for finite element methods in two dimensions. Thus, the total
number of arithmetic operations of U(l, j) on the grid Ωk can be estimated by

(4.3) M(Nk)d for k = l, l − 1, . . . , j − 1.

By Assumption II, the total number of operations per grid point on the coarsest
grid Ωj can be estimated as

Nj(s/2 + r) + p + i ≤ NjM.

Thus, the time complexity on the coarsest grid level j can be estimated by

(4.4) M(Nj)
d+1.

Let γ denote the CPU time cost of a floating point operation (including the time
required for necessary memory references). By (4.3) and (4.4), the seqential time
complexity T1 is then estimated as below:

T1 = γ

l
∑

k=j+1

M(Nk)d + γM(Nj)
d+1(4.5)

= γMNd 2d

2d − 1
+ γM(Nj)

d

[

Nj −
2d

2d − 1

]

,

where Assumption I has been used.
We next estimate the parallel time complexity TP . Clearly, each processor at

the k-th level will do

(4.6)
M(Nk)d

P
work, k = l, l − 1, · · · , j.

Between smoothing steps and between the smoothing step and the correction
step, communication will occur. For simplicity, we ignore the influence of the
latency of communication. Based on the block partitioning, the number of commu-
nication steps is 2d (one for each direction in each dimension), and the volume of
data communicated in each step is

(4.7) W

(

Nk

P 1/d

)d−1

words.

Hence, by (4.6) and (4.7),

TP =

l
∑

k=j+1

γ

[

MNd
k

P
+ 2dFW

(

Nk

P 1/d

)d−1
]

(4.8)

+ γNj

[

M
Nd

j

P
+ 2dFW

(

Nj

P 1/d

)d−1
]

,
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where the last term estimates the time complexity from solving the coarsest grid
equation. Using (4.5) and (4.8), we can get

PTP =

l
∑

k=j+1

γMNd
k + γMNd+1

j + 2dγFWP 1/d(

l
∑

k=j+1

Nd−1
k + Nd

j )

= T1 + 2dγFWP 1/dNd−1







2d − 2d
(

Nj

2N

)d−1

2d − 2
+ Nj

(

Nj

N

)d−1






.

Hence, we can get the expression (4.1) of E by simplifications and Assumption III.
From (4.1) it is easy to see that we can construct P (N) = Nd−δ−1 such that for

P = P (N), E(N, P ) → 1 as N → ∞. This completes the proof of Theorem 4.1. �

Since the V-cycle method is the case of U(l, 1), its time complexity TV can

be estimated as TV = Mγ
∑l

k=1(Nk)d. For a sufficiently large of l, TV can be
approximated by

(4.9) TV ≈ MNdγ
2d

2d − 1
.

Hence,

T1 ≈ TV +

[

ITj −
2d

2d − 1

]

(Nj)
dMγ > TV for all j = 2, 3, . . . , l − 1.

This shows that the sequential time complexity T1 of each U-cycle iteration (U(l, j)
with j > 1) is larger than that of each V-cycle iteration (U(l, 1)). But, since
U(l, j) with j > 1 may have a faster rate of convergence than U(l, 1), as shown in
Theorem 3.1, the total time complexity of the U-cycle method may be less than
that of the V-cycle method.

5. The memory constrained efficiency

In this section, we introduce the definition of the memory constrained efficiency
and estimate it for the parallel U-cycle method.

A calculation of the parallel efficiency E(N, P ) requires to solve the same linear
system on P processors and one processor, respectively, to gain the total CPU times
TP and T1. However, as P increases, the size of the linear system will become
larger and larger in real implementation in order to reduce the inter-processor
communication overhead problem; solving such a large linear system sequentially on
one processor often causes the computer virtual memory overhead problem, which
may result in a “false” value of T1 and a “misleading” high parallel efficiency.

To fairly measure the parallel performance of the multigrid method on a large
number of processors without any virtual memory overhead problem, we define the
memory constrained efficiency E(n, P ) by

(5.1) E(n, P ) =
T (n, 1)

T (N, P )
with N = nP 1/d,

where T (n, 1) denotes the sequential CPU times of the multigrid method for solving
the linear system with nd unknowns on one processor, and T (N, P ) denotes the total
parallel time for solving a linear system with Nd unknowns on P processors. That



AN ANALYSIS OF PARALLEL U-CYCLE MULTIGRID METHOD 13

is, the linear system with Nd unknowns is partitioned into P parts such that each
part contains nd unknowns, and is assigned to one processor. Since the total work
amount of the multigrid method for solving the linear system is a linear order of
Nd, this partition can make each processor have an almost same work amount.
Hence, for a parallel multigrid method with a high parallel efficiency, it is expected
that T (N, P ) ≈ T (n, 1), or a high memory constrained efficiency. Clearly, with a
value of n less than the memory size of each processor, we now can simply avoid
the memory overhead problem during the study of parallel performance. Because
of communication overhead, it is usual to have that T (N, P ) ≥ T (n, 1) so that
E(n, P ) ≤ 1. We note that memory-constrained scalability as we apply it to the
multigrid problem has recently been called weak scaling.

To estimate the memory constrained efficiency for the parallel U-cycle method,
we assume that the linear system with nd unknowns is solved by the V-cycle method
on one processor (the sequential case). An estimation of T (n, 1) can be obtained
by replacing the N of (4.9) with n,

T (n, 1) ≈ Mndγ
2d

2d − 1
.

Under the assumptions of Theorem 4.1, we can get an estimation of T (N, P ) with
N = nP 1/d, and then find that

(5.2) E(n, P ) ≥
1

1 + Λ
,

where

Λ =
FW

Mn
2d(2d − 1)

(

1

2d − 2
+

P 1/d

nd−1

)

+
P 1/d

nd
2(2d − 1).

We then get that if

(5.3) n ≥ (P 1/d+δ)1/d with 0 < δ < 1,

then E(n, P ) → 1 as P → ∞. This indicates that the parallel U-cycle method can
have high parallel performance for a large P when n satisfies the condition (5.3).

6. Numerical results

We consider the solution of the linear system that arises from the five-point finite
difference approximation to the Poisson equation

(6.1)

{

−(uxx + uyy) = f in Ω = (0, 1)2,
u = 0 on ∂Ω.

For simplicity, we set the finest grid Ωl with hl = 1/2l (i.e., N = 2l), and other grids
Ωk with hk = 2hk+1 for k = l − 1, l − 2, · · · , 1. The parallel U-cycle method was
implemented by using the linear interpolation operator and full weighting operator
as the intergrid transfers [27], one step of the Red/Black Gauss-Seidel iteration
[2] as the smoother, and the PSOR method (a parallel SOR method by domain
partitioning proposed in [31]) as the parallel iterative solver of the coarsest grid
equations. The total number of iterations was determined by the following iteration
termination rule:

(6.2) ‖fl − Alu
(m)
l ‖2 ≤ ε‖fl − Alu

(0)
l ‖2 with ε = 10−9,
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where ‖ · ‖2 is the standard Euclidean norm. The accuracy of the coarsest grid
solution was controlled by

(6.3) ‖fj − Aju
(m)
j ‖2 ≤ η‖fl‖2,

where η > 0 (by default, η = 0.1), since we set u
(0)
j = 0.

A Fortran program package was developed based on the MPI (message passing
interface) library [1]. We used it to make numerical experiments on the IBM BG/L
system at the Argonne National Laboratory with up to 1024 processors. The For-
tran program was compiled with optimization level −O, and the CPU times were
obtained by using the MPI time function MPI Wtime(). Numerical results are
reported in Tables 2 to 4.

Table 2 confirms the conclusion of Theorem 3.1. That is, the convergence rate
ρ(j) of U(l, j) is a decreasing function of the coarsest grid level j. Here we set f = 0
so that the model problem (6.1) has the exact solution of zero. The convergence rate

ρ(j) of U(l, j) was estimated by the geometrical mean of errors, (||e
(m)
l ||/||e

(0)
l ||)1/m,

where m satisfies ‖e
(m)
l ‖ < 10−6. In the tests, we used l = 6, the initial guess

u
(0)
l = 1, and η = 10−9.

Table 2. The convergence rate ρ(j) of U(l, j) for the model prob-
lem (6.1) with f = 0 and l = 6.

Coarsest grid level j 1 2 3 4 5
Convergence rate ρ(j) 0.1170 0.0938 0.0917 0.0789 0.0548

Table 3 confirms the conclusion (3.15) which follows from Theorem 3.2. That
is, there exists a value of η, ηb, such that the total number of U-cycle iterations
determined by (6.2), ITU , can be fixed for all η ≤ ηb. In these tests, we used l = 10
and j = 6 for U(l, j), and two different functions f = 1 and f = 2π2 sin πx sin πy
for the model problem (6.1). From the table we can see that ηb = 3.5 for the case
of f = 1, and ηb = 0.001 for the case of f = 2π2 sinπx sin πy.

Table 3. The affect of the accuracy of approximate coarsest grid
solutions on the total number ITU of iterations determined by
(6.2). Here l = 10, j = 6, and η controls the accuracy of ap-
proximate coarsest grid solution by (6.3).

Model problem (6.1) with f = 1
η on Ωj 4 3.5 1 0.01 10−4 10−9

ITU > 30 8 8 8 8 8
Model problem (6.1) with f = 2π2 sin πx sin πy
η on Ωj 1 0.1 0.01 0.001 10−5 10−9

ITU 7 5 4 3 3 3

Table 4 displays the parallel performance data of the parallel U-cycle method
for solving the model problem (6.1) with f = 1 on the IBM BG/L with up to 1024
processors. Here we set the finest grid size hl = 1/nP 1/2 with n = 210 and the
coarsest grid size hj = 1/(8P 1/2) for U(l, j). For simplicity, we fixed the tolerance
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η = 0.1 of (6.3) for all the tests. The sequential U-cycle method U(l, j) with l = 10
and j = 3 was implemented by using the same Fortran program on one processor
of the IBM BG/L. Its total CPU time gave the sequential CPU time T (n, 1) of
E(n, P ). For P = 4, 16, 64, 256, and 1024, we made tests on U(l, j) with l = 11
to 15 and j = 4 to 8, respectively, from which we got the parallel CPU times of
T (N, P ) for N = 211, 212, 213, 214, and 215. We then calculated the values of the
memory constrained efficiency E(n, P ), and reported them in Table 3.

Table 4. The parallel performance of U(l, j) for model problem
(6.1) with f = 1 on the IBM BG/L. Here ITj denotes the av-
erage number of iterations of the PSOR method with relaxation
parameter ω for solving the coarsest grid equations

P hl E(n, P ) Total Comm. ITU On Ωj

(n = 210) Time Time hj ITj Time ω
1 1/210 1.0 3.8375 0 11 1/8 6 0.0021 1.52
4 1/211 0.9841 3.8994 0.2217 11 1/16 10 0.0073 1.66
16 1/212 1.0687 3.5908 0.2209 10 1/32 64 0.5282 1.88
64 1/213 0.9008 4.2601 0.3424 10 1/64 105 0.1040 1.91
256 1/214 0.8782 4.3697 0.3648 10 1/128 178 0.1965 1.96
1024 1/215 0.9274 4.1379 0.3962 9 1/256 332 0.3674 1.98

From Table 4 we see that the parallel CPU time is very close to the sequential
CPU time so that a high value of E(n, P ) is obtained for the parallel U-cycle multi-
grid method. This shows that the parallel U-cycle method can be highly efficient
on a large scale parallel computer like the IBM BG/L. We observe that the CPU
time spent on the coarsest grid level was less than the interprocessor communi-
cation time, and the total number ITU of the U-cycle iterations was reduced as
P increases, making the values of E(n, P ) to jump at the cases of P = 16 and
1024. These numerical tests demonstrate some benefits produced from the U-cycle
approach . Remarkably, we note that the parallel U-cycle method took only about
4 seconds in solving a linear system with about 1073.7 million (230) unknowns on
1024 processors of the IBM BG/L. Here the memory constrained efficiency E(n, P )
is as high as 0.9274 for P = 1024, which results in a speedup of about 950 in the
total computer CPU time.

7. Conclusions

The U-cycle approach is a simple strategy to deal with the problem of idle proces-
sors in the parallel implementation of the V-cycle multigrid method. In this paper,
we have studied some theoretical and numerical issues that arise from this simple
approach. In particular, we have proved that the convergence rate of the U-cycle
multigrid method, U(l, j) with l > j, can be a decreasing function of the coarsest
grid level j, and the coarsest grid equations can be solved approximately without
affecting the total number of the U-cycle iterations determined by a convergence
criterion. These two results provide some theoretical support to the U-cycle ap-
proach. We also have estimated the time complexity of the parallel U-cycle method.
Under some simple assumptions, we have proved that the parallel U-cycle method
is fully scalable. Furthermore, we have used memory constrained efficiency (weak
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scaling) to measure the parallel performance of the multigrid method for solving a
large scale linear system on a large number of processors. We have shown that the
parallel U-cycle method can have a high meomery constrained efficiency.

To confirm our theoretical results, we developed a Fortran program for the par-
allel U-cycle method for solving the Poisson model problem, and tested it on a
large scale distributed memory computer, the IBM BG/L system, with up to 1024
processors. Numerical results have confirmed our theoretical results, and demon-
strated the potential of the U-cycle approach in the parallel implementation of the
multigrid method. A linear system with about 1073 million unknowns was solved
in about 4 seconds on 1024 processors of the IBM BG/L system with a speedup of
about 950 in the total computer CPU time.
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