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ABSTRACT
In recent years, there has been a proliferation of theoreti-
cal graph models, e.g., preferential attachment, motivated
by real-world graphs such as the Web or Internet topol-
ogy. Typically these models are designed to mimic partic-
ular properties observed in the graphs, such as power-law
degree distribution or the small-world phenomenon. The
mainstream approach to comparing models for these graphs
has been somewhat subjective and very application depen-
dent — comparisons are often based on ad hoc graph prop-
erties.

We use the Minimum Description Length principle to com-
pare graph models: models are scored based on the degree of
compression that they achieve on real data. This principle
is popular across fields for various types of model selection
because it is objective and not application specific.

Unfortunately, computing this metric is usually a daunting
algorithmic task, especially for existing models that were
not designed with this metric in mind. To illustrate the
feasibility of our approach, we design and implement so-
phisticated algorithms for computing the description length
for four natural models: a power-law random graph model,
a preferential attachment model, a small-world model, and
a uniform random graph model. Based on experiments on
three snapshots of the Internet topology graph, we find that
the preferential attachment model ranks highest, while the
uniform random graph model performs the worst. We hope
that this metric will enable a more objective model compar-
ison and the development of improved models.

Categories and Subject Descriptors
D.2.8 [Software Engineering]: Metrics—complexity mea-
sures, performance measures ; F.2 [Theory of Computa-
tion]: Analysis of algorithms and problem complexity

General Terms

Algorithms Performance Measurement
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1. INTRODUCTION
A plethora of random graph models have been proposed
which reproduce and explain the various properties of inter-
esting graphs, such as the link structure of the World Wide
Web and the AS-level topology of the Internet. Such mod-
els are useful both for understanding the nature of complex
graphs as well as for simulations that require such graphs.
In this paper, we rank some of these models using a met-
ric based on a natural model selection principle: Minimum
Description Length (MDL). We hope that this metric, along
with algorithms for evaluating it, will enable researchers to
compare existing and future graph models.

Many random graph models from the literature have the
following history. An interesting graph, such as the Web
or Internet topology, is found to have an interesting prop-
erty (or two), such as power-law degree distribution, low
diameter, or high clustering coefficient. Next a probabilis-
tic graph model or graph generation process is given, which
is shown to generate graphs with that surprising property.
The model is often evaluated based on: (1) how natural
the model seems, (2) how universal the surprising property
is, i.e., to what degree different graphs in different areas
have the property, and/or (3) how many different interesting
properties the graphs generated by he model have. Alterna-
tively, some graph models are used in applications such as
network simulators. In these cases, the utility of the model
ultimately depends on the particular application. In either
case, the evaluation of a graph model is either subjective or
application-specific.

Every random graph model, by definition, determines a prob-
ability distribution over graphs. Our metric arises natu-
rally from this observation. We rank models with respect
to real-world graph(s), by the probability they assign to the
graph(s).

Ranking principle: Prefer models that assign larger prob-
ability (or equivalently, smaller compressed size1), to the

1Information-theoretically, a probability distribution corre-
sponds to a graph compression scheme [12]. The compressed
size of a graph G, corresponding to probability distribution
P is − log2 P (G).



actual data.

To illustrate, we numerically compare four random graph
models on three snapshots of the Internet topology. The se-
lection of models represents different streams of graph mod-
eling research. We include a power-law model (PRG), a
preferential attachment model (PA), a small-world model
(SW), and, for comparison, the Erdős-Rényi (ER) random
graph model. In principle, one could use the methodology
to compare any models on any data set. Our goal is a proof
of concept.

The main difficulty with this metric is computational. For
some models, calculating these probabilities is easy, while for
others we use algorithmic techniques based on Monte Carlo
Markov Chains (MCMC). This is because popular random
graph models are generative models, i.e., they describe a
process of generating a random graph but not necessarily
how to calculate this probability for a given graph.

By implementing algorithms for computing compressed sizes
for four models and three data sets, we have demonstrated
that such comparisons are possible even with models which
were not designed with computation in mind. We ran exper-
iments on three snapshots of the AS-level Internet topology.
In our experiments, the preferential attachment model per-
formed best.

1.1 Rationale for MDL
Our metric ranks models based on their predictive power.
That is, a probability distribution P underlying a random
graph model can be interpreted as making predictions about
real-world graphs. For each graph G, it predicts G with
probability P (G) and is scored accordingly. We are not judg-
ing the explanatory power of a model, if any. The quality of
explanations and causal relationships is much more difficult
to quantify.

The same issue arises in other fields, such as machine learn-
ing and language modeling. The MDL principle is commonly
applied in these fields and the corresponding metrics go by
names such as perplexity, cross-entropy, and log-loss.

As mentioned before, the current mainstream approach to
judging the quality of a graph model is subjective. Mod-
els are typically compared by how well they reproduce spe-
cific graph properties. The choice of properties is subjective
and application-specific. The advantages of using probabil-
ity (eq. compression) as a metric are as follows:

• Naturalness: Every random graph model determines a
probability distribution over graphs. Thus using this
probability on real-world data is a natural and direct
measure of predictive accuracy of the model.

• Generality: The metric can be applied equally well to
explanatory models, which offer an explanation of the
data by describing a random graph generation process,
as well as predictive models, which simply compute a
probability for each graph and offer no explanation.

• Objectivity: The metric does not depend on ad hoc
graph properties or particular applications.

• Consistency: For any distribution D over graphs, the
probability distribution which minimizes the average
compressed size of graphs chosen according to D is the
distribution D itself. (This is a theorem from infor-
mation theory [12].) This is a property of compressed
size that does not hold for many other metrics.

• Proven success: In other modeling fields, such as lan-
guage modeling,2 the same metric is used extensively
and has enabled numerous comparisons, competitions,
measurable advances, and interesting insights.

The technically correct definition of the Minimum Descrip-
tion Length principle [26] is slightly different. It scores a
model by the compressed size + model description length.3

The model description length is the number of bits required
to describe the model. In our cases, since the models are
very simple (relatively few bits are required to describe the
fixed models with their parameters, compared to the com-
pressed size which grows almost linearly in the size of the
data set), we use the terms “compressed size” and “descrip-
tion length” interchangeably.

1.2 Paper organization
We first describe related work. In Section 3, we define four
random graph models. In Section 4, we described the al-
gorithms used to compute the corresponding probabilities.
In Section 5, we give the results on three snapshots of the
Internet topology. In Section 6, we estimate the error of our
algorithms.

2. RELATED WORK
Our paper is primarily concerned with the issue of how dif-
ferent models can be compared. This question has received
a great deal of attention in the literature on models for the
Internet topology. The most popular approach is to identify
key topology metrics such as clustering coefficient, average
path length, and degree distribution, and compare differ-
ent models by assessing how accurately they reproduce the
properties observed in the real-world Internet topology [21,
8, 28]. For particular applications, the most relevant prop-
erties can be determined [19]. In either case, the choice is
subjective or application-specific.

Other authors attack the difficult problem of distinguishing
between “explanatory” models which attempt to replicate
the mechanisms producing the data, and “evocative” models
which merely replicate the properties of the data [30], and
this has been implemented [10] for a preferential attachment
model.

2.1 Related Random Graph Models
It has been observed that the degree distributions of the
AS-level and router-level Internet topologies and Web graph
satisfy a power-law property, i.e., the number of nodes of a

2A language model, similarly, is a probability distribution
over sentences, and is used in speech recognizers and ma-
chine translators.
3The model description length is necessary to penalize very
complex models. Without the model description length, the
highest-scoring model on any graph G would be the one
which assigns probability 1 to G and 0 to every other graph.



given degree decays polynomially [27, 5]. Since then, there
has been much interest in graph models producing graphs
with a power-law degree distribution. Such models can be
roughly divided into two classes: static and dynamic. In a
static graph model, all the vertices and edges are generated
simultaneously (e.g., [2, 22]). In a dynamic graph model,
vertices and edges are added one at a time and the proba-
bility of a connection between two vertices can depend on
the times at which the vertices are added to the graph (e.g.,
preferential attachment [5, 3, 11, 18]. We use static and
dynamic models, as described later. Recently, models of
highly-optimized tolerance (HOT) [9, 4] have gained popu-
larity. Computing probabilities for these interesting models
is difficult, and thus we have started with other models. In
evaluating explanatory models, similar difficulties handling
HOT models were experienced [10].

There are also models attempting to capture different prop-
erties of large-scale networks than power-law distribution of
degrees. An important example of such a property is the
“small-world” property [23], which essentially means that
the topology has small diameter as well as large clustering
coefficient (i.e., distinct neighbors of a node have a high
probability of being connected). The Internet topology [8]
and Web graph [6] have been observed to exhibit the small-
world phenomenon. Watts and Strogatz [29] define a model
which exhibits the small-world phenomenon. Jackson and
Rogers [15] have defined a model (for P2P networks) that
exhibits both power-law behavior and the small-world phe-
nomenon.

3. PRELIMINARIES
We assume we are generating a directed graph G = (V, E),
where V is the set of vertices and E is the set of nodes. Let
n = |V | be the number of nodes. For a node v, let in(v)
be the indegree, i.e., the number of edges pointing into that
node and out(v) be the outdegree, i.e., the number of edges
pointing out of that node.

In this paper, we consider four different graph models, some
of them of general interest, others modeling a specific de-
sired feature, such as the power-law distribution of the de-
grees of vertices. The selection of models is representative
of different streams of graph modeling research. We include
a power-law model (PRG), a preferential attachment model
(PA), a small-world model (SW), and, for comparison, the
Erdős-Rényi (ER) random graph model. To be precise, let
us define a power-law probability distribution with expo-
nent β and cutoff c (possibly ∞) to be the distribution over
integers that assigns probability to i ∈ {1, 2, . . . , c} of,

Pr(i) =
i−β

∑c
j=1 j−β

.

One fixed parameter to all of these models is the number
of nodes, n. Since we are not assuming anything about the
order of the nodes in the real data sets, we restrict ourselves
to models that are symmetric, like the ER random graph
model, i.e., they assign equal probability to all n! permuta-
tions of the nodes in a graph.

Many graph models are unrealistic in the sense that they
would assign probability 0 to most real-world graphs. For

example, many preferential attachment models never gen-
erate any cycles. In most cases, slight variations on these
models are more appealing in that they retain the essential
features of the model while assigning positive probability to
every graph. We have modified some of the models slightly
for this purpose.

A multi-graph is a graph that may have multiple copies of a
single edge from any u to v. A simple graph is one in which
there is at most one edge from any u to v. Our data sets
are simple graphs, while the PA and PRG models are ca-
pable of producing multi-graphs. Hence, the PA and PRG
models scores could be improved on our data sets if we mod-
ified them to create only simple graphs. However, this small
modification could only improve their scores, and they both
scored better than the other models.

• PA model. The PA model is an example of a simple
preferential attachment model. It is parameterized by
probabilities p, q satisfying p, q ∈ [0, 1] and p + q < 1,
and a parameter γ > 0. The graph is created itera-
tively. We start with a single vertex. In each iteration
i = 2, . . . , n a random vertex “appears.” The follow-
ing process is then repeated to create edges in an out
of the vertex. With probability p, an outgoing edge is
created from the new node to an existing node. With
probability q, an incoming edge is created from an ex-
isting node to the new node. With probability 1−p−q,
no further edges are created and the next iteration be-
gins. An existing vertex v is chosen as the source (or
target) of the new edges with probability proportional
to out(v) + γ (or in(v) + γ). It can be shown that this
process produces with high probability a graph whose
indegree and outdegree distributions are governed by
power laws with exponents βin and βout, where βin and
βout are functions of p, q and γ.

• PRG model. This model is based on the model
for random graphs with power-law degree distribution
proposed by Aiello, Chung and Lu [2]. Input param-
eters are βin, βout, the intended power-law exponents,
and cutoffs cin, cout. First we generate the indegrees
and outdegrees of each of the n vertices independently
at random according to power-law distributions with
exponents βin and βout, respectively, maximum inde-
grees and outdegrees cin and cout, respectively. Then
we connect the vertices randomly to match the selected
indegrees and outdegrees.

To be precise, we need to specify exactly how the ver-
tices are matched. If the sum of the indegree sequence
does not equal the sum of the outdegree sequence, the
degree sequences are generated again, until they are
equal. Now we have fixed indegrees. For every vertex,
we create in(v) copies of v: v1, . . . , vin(v). Let A de-
note the set of all these vertex copies. Similarly, for
out-degrees we create a set B. We then pair up the
vertices, one to one, randomly from these two sets. For
each pair vi ∈ A and uj ∈ B, we create an edge from
v to u in the original graph. This process creates a
directed graph (possibly a multi-graph).

• SW model. This small-world model is inspired by
the well-known Watts-Strogatz and Kleinberg models



[29, 17]. The parameters are s, the side of an un-
derlying grid topology, and constants α, β. There are
s × s vertices arranged in a grid. For every pair of
vertices u, v, an edge from u to v is added with proba-
bility αdist(u, v)−β , where dist(u, v) is the Manhattan
distance on the grid, i.e., |ux− vx|+ |uy− vy|. All ver-
tices with no incident edges are omitted. Our model is
similar to the Watts-Strogatz and Kleinberg models.
The key difference is that they include all edges of the
original grid, which would lead to a probability zero
on most real-world data sets.

• ER model. This Erdős-Rényi model is parameterized
by a probability p ∈ [0, 1]. For every pair of vertices
u, v an edge from u to v appears independently with
probability p.

4. ALGORITHMS
Throughout this section we assume that we are given a di-
rected graph G with n nodes and we want to compute (or es-
timate) the probability that the model generates G. We also
search for the optimal settings of the parameters to compute
the maximum probability of each model. (As discussed, en-
coding the parameters of the model requires negligible space
compared to the size of the data set.)

The output of a program is a compressed size in bits, i.e.,
log probabilities. Actual computations are performed with
log-probabilities since the probability of generating any par-
ticular graph is minuscule. We start with the two models
for which probabilities are easy to compute, ER and PRG.

4.1 ER algorithm
For the ER model, the probability of generating a graph is
Pr(G) = pm(1−p)n(n−1)−m, where m is the number of edges.
This is because each edge is added with probability p and
each non-edge occurs with probability 1 − p. In this model
we can not only compute the probability exactly but also
compute the best parameter p = m

n(n−1)
, which minimizes

the above probability.

4.2 PRG algorithm
The algorithm for computing the probability of a graph ac-
cording to the PRG model is given in Figure 1. Fixing the
parameters βin, βout, cin, cout, the probability that the PRG
model generates G can be computed as the product of the
probability of generating the in-degree sequence, the proba-
bility of generating the out-degree sequence, and the proba-
bility of matching up the right vertices. For the purposes of

PRG(G, βin, βout, cin, cout)

• Zin :=
∑cin

d=0 d−βin , similarly for Zout.

• Pin :=
∏

v∈V
(in(v))−βin

Zin
, similarly for Pout.

• return PinPout
1
n!

∏
v∈V in(v)! out(v)!

Figure 1: PRG model computation

ease of calculation, we have modified the model slightly to
output the empty graph, i.e., a graph with n nodes and no

edges, in the case that the sums of the indegrees and outde-
grees are not equal (as opposed to repeatedly generating de-
gree sequences until they match.) These two models would
assign probabilities which differ by a factor of approximately
Pr(outdegree sum = indegree sum), which is negligible. (In
terms of compression, it amounts to encoding both the totals
of the indegrees and outdegrees, a redundancy of a matter
of bits.)

With this change, the probability that a vertex has in-degree
d ∈ {0, . . . , cin} is d−βin/Zin, where Zin =

∑cin
d=0 d−βin is for

normalization. Therefore, the probability of generating the
particular indegree sequence is Pin, as defined in Figure 1.

Given a simple graph G and indegree and outdegree se-
quences whose sums agree, there are

∏
v∈V in(v)!

∏
u∈V out(u)!

matchings of edges in A and B that corresponds to G be-
cause for each matching. To see this, notice that for any
matching which gives rise to G, we can permute any of the
in(v) vertices corresponding to vertex v ∈ A or any of the
out(u) vertices corresponding to vertex u ∈ B to get an-
other matching corresponding to G. Moreover, these per-
mutations correspond exactly to the set of matchings that
give rise to G.

Since there are n! matchings in total between two sets of
size n, the probability of a matching producing G is exactly
1
n!

∏
v∈V in(v)! out(v)!. Finally, the probability of generat-

ing the graph Pr(G) is the product of the probabilities of
choosing the degree sequence and choosing a corresponding
matching. We cannot easily compute the optimal parame-
ters βin, βout, cin, cout, but, since the computation is fast,
we quickly search the (appropriately discretized) parameter
space.

4.3 PA algorithm
First we define the algorithm, and then we explain why it
closely approximates the probability of generating the target
graph. For any permutation π, which describes the order
of appearance of the nodes, the probability of generating a
graph G given the permutation π, Pr(G|π), can be computed
as follows:

Pr(G|π) =

n∏
i=2

dπ(i)! r
∏

j < i :
(πj, πi) ∈ E

p
inπ

i (πj) + γ

mπ
i

∏

j < i :
(πi, πj) ∈ E

q
outπ

i (πj) + γ

mπ
i

,

where,

inπ
i (v) = |{j : j < i ∧ (πj , v) ∈ E}|

outπ
i (v) = |{j : j < i ∧ (v, πj) ∈ E}|

mπ
i =

i−1∑

k=1

(inπ
i (πk) + γ) =

i−1∑

k=1

(outπ
i (πk) + γ)

dπ(i) = inπ
i+1(πi) + outπ

i+1(πi)

r = 1− p− q

For any particular permutation π, this computation Pr(G|π)
is relatively straightforward compared to the calculation of
Pr(G), which is the average over all permutations,

Pr(G) =
1

n!

∑
π

Pr(G|π). (1)



The calculation is not done by summing over all n! permu-
tations, but is as shown in Figure 2, using our calculation
above of Pr(G|π).

PA(G, p, q, γ, T )

• Let σ be the permutation of vertices sorted by the total
degree in(v) + out(v) in decreasing order.

• return Pr(G|σ)

n!
∏n

i=1 Self-iter(G, σ, i, p, q, γ, T )
.

Self-iter(G, σ, i, p, q, γ, T ) // estimates Pr(σi|G, σ1 . . . σi−1).

• π := σ

• est := 0

• for t=1 to T

– v := random vertex from {σi, σi+1, . . . , σn}
– a[j] := Pr(G|Shift(π, v, j)) for j ∈ {i, i+1, . . . , n}
– choose j at random from {i, . . . , n} with proba-

bility a[j]/
∑n

k=i a[k].

– π := Shift(π, v, j) // random walk step

– b[j] := Pr(G|Shift(π, σi, j)) for j ∈ {i, i+1, . . . , n}
– est := est + b[i]/

∑n
k=1 b[k] // estimation step

• return est
T

.

Shift(π, v, j) is the permutation obtained from π by inserting
v at position j.

Figure 2: PA model computation

The algorithm works by computing a sequence of conditional
probabilities Pr(σi|G, σ1 . . . σi−1), in Self-iter. To compute
each of these probabilities, we run a random walk and esti-
mate the conditional probability from the observed permu-
tations in the walk.

To get some intuition for the walk we use, imagine trying to
shuffle a deck of n cards uniformly at random. The natural
random walk to do (and the first one we tried) would be
to pick an arbitrary pair of adjacent cards and swap them.
Unfortunately, this would require approximately θ(n3) steps
until it is approximately random, because each card would
need to be swapped θ(n2) times to be in a random place.
In contrast, imagine picking a random card, removing it,
and reinserting it in a random place in the deck. The cards
will be random as soon as each one has been removed once,
which happens in approximately θ(n log n) steps. While the
steps in the latter case take O(n) times longer than the steps
in the first case, the second algorithm is still an order faster.
Since n is large, and the algorithms are slow, this difference
amounts to hundreds of hours of computation.

4.3.1 Algorithm correctness
In the PA model, the order of appearing vertices signifi-
cantly affects the probability of edge generation. We are
assuming that this order is random among all n! permuta-
tions, as described by equation (1). For a moment, suppose

we knew this permutation π of vertex appearance, i.e., the
vertices were created in the order π1 . . . πn. Let ini(v) and
outi(v) be the in- and out-degrees of vertex v just before the
ith node appears. The first vertex is not connected to any
other, initially. For the ith node, during the edge generation
process of that node, the chances on any step of adding an
edge between πj and πi, for j < i are:

Pr(adding edge (πj , πi)) = p
outi(πj) + γ

mπ
i

Pr(adding edge (πi, πj)) = q
ini(πj) + γ

mπ
i

In the above, the two normalization terms above are equal to
mπ

i , defined earlier. There are many possible orders that the
edges could be added. After the ith node appears, there are
dπ(i) edges added, and each permutation is equally likely.
Thus the probability of adding the edges in some particular
order is the product of the above terms for each edge in
the graph times dπ(i)!, the number of edge permutations,
times

∏n
i=2(1−p− q) = rn−1, the chances of not generating

any additional edges. This justifies the earlier expression for
Pr(G|π).

We should first note that the most natural way to compute
Pr(G) using (1) would be to average Pr(G|π) over a large
sample of uniformly random permutations. For a sufficiently
large sample, this would give a good approximation which,
with high probability, would be extremely close to the true
Pr(G). However, some permutations have Pr(G|π) exponen-
tially larger than the rest (typically, the good permutations
are those where high-degree nodes appear early). The vari-
ance is very large — the good permutations are difficult to
find, like needles in a haystack. Thus the averaging approach
would require exponentially many samples.

Instead, we use an MCMC method to compute Pr(G). This
method enables us to sample permutations from the weighted
distribution over permutations, with probability of generat-
ing π equal to Pr(π|G). The calculation is based on Bayes’
rule:

Pr(π|G) =
Pr(G|π) Pr(π)

Pr(G)

Pr(G) =
Pr(G|π) Pr(π)

Pr(π|G)

=
Pr(G|π) Pr(π)∏n

i=1 Pr(πi|G, π1 . . . πi−1)

Pr(π) = 1/n! and we can calculate explicitly Pr(G|π) for any
G, by the earlier formula. Using π = σ, it suffices to argue
that the Self-iter routine computes Pr(σi|G, σ1 . . . , σi−1),
i.e., the probability that πi = σi given the first i − 1 nodes
of the permutation.

Fix the parameters to the Self-iter routine. It performs
a random walk on permutations which have π1 . . . πi−1 =
σ1 . . . σi−1. As the random walk progresses, it approaches
a stationary distribution. For sufficiently large T , the dis-
tribution over π’s in the walk will be arbitrarily close to
the stationary distribution. We first argue that the station-
ary distribution of Self-iter is µσ

i which assigns probability
to permutation π of µσ

i (π) = Pr(π|G, σ1 . . . σi−1), i.e., the
distribution conditioned on the first i−1 elements of the per-



mutation. Note that Self-iter never changes any of the first
i−1 elements of the permutation. To see that µσ

i is the sta-
tionary distribution, consider what happens when we take
a random permutation from the stationary distribution and
then take a step. The probability of being in permutation π
is:

1

n− i + 1

∑

v ∈ {σi, . . . , σn}
j ∈ {i, . . . , n}

µσ
i (Shift(π, v, j))

µσ
i (π)∑n

k=i µσ
i (Shift(π, v, k))

This is because there are n − i + 1 vertices that can be in-
serted during the step. For each such vertex v, there are
n− i+1 positions j which it could have been in before mov-
ing to permutation π. The probability of being in such a
v, j shifted state is µσ

i (Shift(π, v, j)), and the probability of
moving to π is the fraction in the displayed equation. Sim-
ple algebraic manipulation shows that the above quantity is
µσ

i (π), as required. This implies that µπ
i is the stationary

distribution. Finally, one can verify that the est
T

is a good
estimate of Pr(σi|G, σ1 . . . σi−1), for sufficiently large T .

Theoretical upper bounds can be given on the number of
steps (mixing time) sufficient for the walk to converge and
the estimates to be accurate. These bounds are too pes-
simistic for our purposes. Instead, for every graph instance
we heuristically estimate the mixing time for a sample of
self-iteration steps i ∈ {1, 2, . . . , n}. We also performed ex-
tensive tests to ensure that the number of steps we take
is sufficient and that our estimates are very accurate. We
discuss these issues in detail in the next section.

4.3.2 Implementation details
There are several important details to discuss. First of all,
in the algorithm we do not recompute Pr(G|Shift(π, v, j))
from scratch as needed in the algorithm. Instead, such cal-
culations can be quickly computed incrementally from the
value Pr(G|π). This is essential to the efficiency of the al-
gorithm. Second, we do not do estimation every step but
rather every ten steps. Since consecutive steps are depen-
dent, the benefit of estimating every step is not worth the
cost.

The algorithm is easily parallelized by computing, separately
for each i, Self-iter(G, i, p, q, γ, T ). We estimate convergence
time heuristically and conservatively. To upper-bound time
T needed for our estimator to converge to the true value. We
choose a value T > 100, 000 so that so that ten independent
executions of the same Self-iter converge to the same number
x in time t/4 and for the next 3t/4 steps the value remain
within ε of x, for a small ε. We do this for a sampling of
the values i ∈ {1, 2, . . . , n}. As expected, fewer steps T were
required for convergence for later (larger i) Self-iter’s. We
used decreasing values of T for larger i.

4.4 SW algorithm
The small-world model is also difficult. First notice that the
SW model is no worse than the ER model. In particular,
setting β = 0 gives exactly the ER model with parameter
p = α. Our algorithm and experiments demonstrate only
that it is worse than the PA and PRG models, but this is
enough information to rank it third among the models.

Similar to the PA model, if we knew the initial grid align-

ment of the vertices g, then computing the probability of
generating G from g would be straightforward:

Pr(G|g) =
∏

(u,v)∈E

αdist(u, v)−β

∏

(u,v) 6∈E

(
1− αdist(u, v)−β

)
,

where dist(u, v) = |ug
x − vg

x| + |ug
y − vg

y | is the Manhattan-
distance of vertices u and v in g, and (vg

x, vg
y) are the coor-

dinates of vertex v in g. Again, we are assuming that the
model places the n vertices on the grid at random (making
no assumption on the order of nodes in the data with re-
spect to the grid). Similarly, again we are interested in the
average, Pr(G) = 1

n!

∑
g Pr(G|g). Again one could design a

(self-reducible) walk on the grid alignments with stationary
distribution µ proportional to Pr(G|g). Unfortunately, the
straightforward walk does not mix rapidly, both in practice
and theoretically (consider two cliques of size n/2, they will
position themselves on opposite sides of the grid and it will
take exponentially long for them to switch).

In lieu of estimating this probability, using standard tech-
niques we give an upper bound on the performance of the
algorithm as follows,

Pr(G) =
1

n!

∑
g

Pr(G|g) ≤ max
g

Pr(G|g)

In other words, the probability of the best grid is an upper
bound on the average probability of random grid.

To compute (approximately) the value of the best grid, we
use Simulated Annealing [16], a well-known optimization
method. It searches among a set of states S with a real-
valued energy function c(s). It consists of several phases,
each characterized by a temperature T . For a given T a
Markov chain is run with stationary distribution propor-
tional to e−c(s)/T . Starting with a high temperature, the
distribution is nearly uniform, the temperature is then de-
creased, biasing the distribution towards low-energy states.
Simulated Annealing has met with great empirical success
[25].

In our case, S is the set of all grid alignments and c(g) =
− ln Pr(G|g). The stationary distribution at temperature T

is proportional to Pr(G|g)1/T . The transitions are swaps of
arbitrary grid vertices. The algorithm, specified in Figure 3,
is a standard annealing algorithm with initial temperature
T0 and a geometric cooling schedule.

Brute force search over the (discretized) parameter is used
to find optimal parameters α, β. Of course, the result is
only an upper-bound on performance, but, in our case, it’s
enough to rank the SW model with respect to the others.

5. EXPERIMENTS
We ran our algorithms on three publicly available snapshots
of the AS-level Internet topology, data from 1997, 1999, and
2001 [13]. As suggested by [14], for each year we combined
five snapshots taken in a short time span into one represen-
tative snapshot. We chose the data mainly for its size (thou-
sands of vertices, compared to orders of magnitude more in



SW(G, α, β, T0, R, δ) // Finds maxg Pr(G|g).

1. T := T0 // temperature

2. g := random initial assignment to the grid.

3. repeat: // until convergence of Pr(G|g).

(a) r:=0 // step counter

(b) Let u and v be two vertices on grid g. Let g′ be
the grid g with u and v swapped.

(c) with probability max

{
1,

(
Pr(G|g′)
Pr(G|g)

)1/T
}

, do:

• g:=g’

• r := r + 1

• if r > R, then r := 0; T := T (1− δ)

Figure 3: SW model computation

the Web graph) as a first demonstration of the method and
algorithms. The datasets are summarized in Figure 4. The
raw results of the algorithms are given in Figure 6. The
numbers are reflective of the compressed sizes assigned by
the models, divided by the number of edges in the corre-
sponding data sets.

A histogram, including error estimate (a rather large uncer-
tainty region) for SW, is shown in Figure 5. LZW refers
to the Liv-Zempel-Welch compression program run on the
original datasets.

As can be seen in the histogram, all three data sets produced
the same ranking of models. This result is more meaningful
than a comparison based on a single dataset alone. In all
three cases, the PA model placed first, closely followed by
the PRG model. The two models both attempt to reproduce
the power-law property. In the PRG, it is imposed directly,
while in PA, it arises naturally. Nonetheless, the two scored
similarly.

The SW model ranked third. With care, comparisons be-
tween models can be interpreted as statements about the
relative importance of graph properties. In this case, one
could conclude that the power-law degree distribution is a
more significant predictor of Internet-topology data than the
small-world phenomenon.

Year Vertices Edges
1997 3117 6024
1999 6266 13681
2001 11080 25485

Figure 4: AS-level Internet topology datasets

5.1 PA implementation
We ran the Self-iter steps in parallel. To do this we used
Condor [24] and the University of Chicago Condor pool con-
sisting of about 70 2-GHz computers, out of which about
35-50 were available at a time. Our computations for the
1997 data took around 40 hours total, compared with twice
as long for the 1999 data and about a week for the 2001

Figure 5: The compressed sizes of the data sets us-
ing the four models and LZW. The SW model has
an uncertainty region, but we can still rank it with
respect to all the others. The scale is a maximum
of 20 bits/edge.

data. However, as discussed in Section 6, we were very con-
servative in our stopping heuristics.

We noticed that Pr(G|σ) is quite close to Pr(G) (their loga-
rithms are within 5% of each other). Since the computation
of Pr(G|σ, p, q, γ) is fast, we could find the parameters that
minimize this probability and then we searched the param-
eter space close to these values.

5.2 SW implementation
For the SW algorithm, we used δ = 0.01 and R = 1, 000, 000.
We chose a random grid alignment of vertices as a starting
state of our algorithm. The algorithm converged in a few
hours. Figure 7 graphically shows the results of annealing
on the three datasets.

6. VALIDATION
In implementing these tricky algorithms that combine the-
oretical analysis with various heuristic stopping rules, it is
important to perform tests to see that the computations are
indeed accurate. In this section, we describe some of the
many tests of our algorithms that we performed. We used
these values to determine error bars in our histogram.

As a sanity check for our implementation, we used each of
the models to generate a representative 100-node graph. By
the stated paradigm, one would expect the best compressing
model to be the same as the real generator. This was in fact
the case.

To validate the PA algorithm, we ran several tests. First of
all, using the target permutation σ, with nodes sorted in or-
der of decreasing total degree, we computed an estimate of
Pr(G) as described. Then we ran with the target permuta-
tion having nodes sorted in order of increasing total degree.
The difference in compression size was an insignificant .1%.

Second, to ensure that estimates in each phase were con-
verging, for a sampling of the Self-iter’s, we ran the walks



1997:
PA PRG SW ER LZW
8.30 8.60 8.96 12.10 15.28

p = 0.58 βin = 1.55 α = 0.111 p = 6.2e-4
q = 0.08 βout = 2.39 β = 1.9
γ = 0.5 cin = 610

cout = 69
1999:

PA PRG SW ER LZW
8.55 8.83 9.76 12.93 16.18

p = 0.61 βin = 1.57 α = 0.092 p = 3.5e-4
q = 0.08 βout = 2.44 β = 1.8
γ = 0.4 cin = 1410

cout = 172
2001:

PA PRG SW ER LZW
8.58 8.85 10.42 13.68 16.45

p = 0.63 βin = 1.57 α = 0.088 p =2.1e-4
q = 0.07 βout = 2.5 β = 1.8
γ = 0.3 cin = 2421

cout = 214

Figure 6: Raw data results of the four algorithms
and LZW compression on datasets (not including
error bars). Bold numbers are bits/edge after com-
pression, the rest are the best parameter values.
Note: SW is only computes a lower bound on com-
pression.

for significantly longer and the values remained within .1%.
Note that margin of error of the total estimate is actually
lower than the margin of error of any individual Self-iter.
This is because the total is the sum of thousands of inde-
pendent random variables. Hence, as long as each estimate
has the correct expectation, the margin of error of the total
estimate will be significantly smaller (in percentage).

For the SW model, our ranking depends crucially on the
ability of simulated annealing to come close to the true max-
imum Pr(G|g). We performed to tests to validate the SW
algorithm. First, we took the simple grid graph, where each
interior node has degree four. We permuted the nodes ran-
domly and ran a search for the best configuration. As seen in
Figure 8, the final answer is not perfect but very close. The
error in final compressed size was less than 1%. For practi-
cal purposes, we conclude that the compressed size assigned
by the SW model is between 99% of the raw score of SW
(which computes a bound on the SW model’s performance)
and the score of ER, which can never be better.

7. CONCLUSIONS AND FUTURE WORK
We have proposed a uniform methodology for ranking graphs,
which involves using the compressed size of the real-world
graphs with respect to each model. As a proof of concept, we
have designed and implemented algorithms for computing
compressed size for four natural Internet topology models
from various parts of the modeling spectrum.

We designed algorithms based on a variety of techniques,
ranging from simple to complex, including an MCMC-based
algorithm and Simulated Annealing, for computing the prob-
ability assigned to a graph. While the algorithms we use are
not always simple, we have demonstrated the feasibility of Figure 7: The results of simulated annealing on the

1997, 1999, and 2001 snapshots, respectively.



Figure 8: The results of simulated annealing on a
grid graph.

applying the approach even to models which were not de-
signed with this metric in mind.

The results of our experiments ranked the PA model first,
closely followed by the PRG model. Their close perfor-
mance is interesting because the two take very different ap-
proaches to modeling power-law distributed data. The first
is a explanatory model, while the second offers no explana-
tion. The SW model ranked third. This may be interpreted
as a statement that the power-law degree distribution is a
more significant predictor of Internet-topology data than the
small-world phenomenon. As expected, the ER model and
LZW placed last.

For future work, one would like to design better scoring
models on our data sets and others. We have additional
algorithmic ideas based on recent fast MCMC techniques
[20] which would enable the computation of scores for a wide
range of models. This would make it easy to design and
measure improved models.

Another future direction of our research is applying our
methodology to HOT models. It would be enlightening to
see if the deeper understanding of the factors impacting the
evolution of the Internet that go into the design of HOT
models translate to a clear advantage over other models in
terms of the ability to compress the Internet topology.

Another possible direction is to extend our methodology to
other contexts. It would be particularly interesting to im-
plement our methodology for Web graph models, since again
there is an abundance of such models and a lack of clear and
objective criteria to distinguish between them.

It is also interesting to compare our work with related work
on compressing the linkage information on the web [1, 7].
For compression, better performance is achieved using spe-
cial vertex orderings, such as when the data is sorted by
url. Since we are comparing graph models only, we take a

random ordering over nodes and no url information. How-
ever, the MDL principle could be applied to a wide range of
models with other information as well.

All of our code is publicly available for download.
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