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ABSTRACT 
There has been an abundance of research within the last couple of 
decades in the area of multilevel secure (MLS) databases.  Recent 
work in this field deals with the processing of multilevel 
transactions, expanding the logic of MLS query languages, and 
utilizing MLS principles within the realm of E-Business.  However, 
there is a basic flaw within the MLS logic, which obstructs the 
handling of clearance-invariant aggregate queries and physical-entity 
related queries where some of the information in the database may 
be gleaned from the outside world.  This flaw stands in the way of a 
more pervasive adoption of MLS models by the developers of 
practical applications.  This paper clearly identifies for the first time 
the cause of this impediment – the cover story dependence on the 
value of a user-defined key.  In addition to identifying the problem, 
the paper proposes a practical solution and illustrates how such a 
solution improves the applicability and robustness of MLS 
databases.  The paper also describes the changes in the model 
properties and relational algebra brought by the proposed 
innovation. 
 
1. INTRODUCTION 
Since the advent of modern database management systems, the need 
to ensure the security and proper access control for databases that 
contain sensitive information has never been greater.  The multilevel 
secure (MLS) relational data models [5] [12] [24] can provide a 
wholesale solution for this need in environments that exhibit 
hierarchical propagation of information (such as military 
institutions, government agencies, airlines or hospitals). 

There has been an abundance of research within the last couple 
of decades in the area of MLS databases.  Recent work in this field 
deals with the processing of multilevel transactions [1] [23], 
expanding the logic of MLS query languages [9], and utilizing MLS 
data models within the realm of E-Business [16] [26].  Even though 
a great deal of contemporary MLS research focuses on the 
implementation and application issues, there is still an overlooked 
fundamental shortcoming within the basic MLS principles which 
stands in the way of a more pervasive adoption of the model by the 
developers of practical applications.  We identify this shortcoming 
as the cover story dependence on the value of a user-defined key, 
which we shall call the key loophole.   

In MLS relational databases multiple records on various security 
levels can depict the same real-world entity.  For such records non-
key attributes can have different values at different security levels.  
Providing information to users at lower security levels that is 
different from the information stored at higher security levels is 
called a cover story.  Cover stories provide a mechanism to protect 
information that should only be known to users at higher security 
levels from users at lower levels.  Until now, in every MLS database 
key attributes are required to have the same value at all security 
levels.  This requirement excludes the possibility of users at different 
security levels from seeing different values for the key attributes, 

even though there are applications for which it may be necessary to 
provide a cover story for the key attributes (in order to mask the 
value of an identifier of a depicted object to users at lower security 
levels.)   

In this paper we will analyze this drawback and identify its 
implications.  We will illustrate, by using several example scenarios, 
the situations in which existing MLS models fail to provide 
adequate mechanisms for connecting tuples that refer to the same 
entity.  We will show how this inadequacy restricts the usage of 
MLS systems.  We will also propose an approach that provides a 
practical solution to this problem and show how the new approach 
increases the robustness of MLS databases.   

The remainder of this paper is organized as follows.  Section 2 
gives a brief overview of existing MLS models.  Section 3 
introduces the key loophole problem and Section 4 presents a new 
approach that uses a system defined entity identifier to close the 
loophole.  Section 5 describes the changes to the properties and 
relational algebra of an MLS model that stem from the introduction 
of the system defined entity identifier.  Section 6 illustrates the 
robustness of the new model.  Section 7 discusses implementation 
and performance issues related to the new model.  Finally, Section 8 
offers concluding remarks.   
 
2. MLS DATA MODELS 
MLS models [4] [8] [12] [14] [17] [20] [22] [24] are based on the 
classification of the system elements, where classifications are 
expressed by security levels.  Data objects have security levels and 
users have clearance levels.  The security levels of objects are also 
known as security labels.  A security label can contain one security 
level or a list of levels [7].  As an example, we can have three 
possible classifications S-Secret, C-Classified, and U-Unclassified, 
where S is a higher classification than C and U, and C is a higher 
classification than U.  A security (or clearance) level l1 dominates 
another level l2 (stated as l1 ≥ l2), if l1 is higher than or on the same 
level as l2 in the partial (or total) order of security levels.  For 
example, S ≥ C ≥ U.  According to the Bell-LaPadula [2] simple 
property, a subject (user) can read a certain object (data) only if the 
subject’s clearance level dominates the object’s security level.  In 
other words, a subject cannot read an object at a higher or 
incomparable security level than the subject.  A second restriction 
on multilevel secure databases [2] is the *-property, which states 
that all writes take place at the subject’s security level or higher. 

Many MLS relational database models have been proposed and 
early work in MLS relational databases focused on the semantics 
and the relational algebra for such models.  The SeaView model [4] 
[5] was the first formal MLS secure relational database designed to 
provide mandatory security protection.  The Sea View model 
extended the concept of a database relation to include the security 
labels.  A relation that is extended with security classifications is 
called a multilevel relation.  The Jajodia-Sandhu model [10] [12] 
was derived from the SeaView model.  It was shown in [10] that the 



SeaView model can result in the proliferation of tuples on updates 
and the Jajodia-Sandhu model addresses this shortcoming.  The 
Smith-Winslett model [22] [24] was the first model to extensively 
address the semantics of an MLS database. The MLR model [17] 
[18] is substantially based on the Sandhu-Jajodia model, and also 
integrates the belief-based semantics of the Smith-Winslett model.  
It was shown that all of the aforementioned models can present users 
with some information that is difficult to interpret [13].  The 
BCMLS model [14] addressed those concerns by including the 
semantics for an unambiguous interpretation of all data presented to 
the users.   

To illustrate the MLS models we will use the following example 
scenario.  The notation used is taken from the BCMLS model. 
 
Example 1. 
Midtown Hospital keeps track of its resident patients in an MLS 
database (Figure 1).  The hospital classifies its employees into 
three clearance categories: U, C, and S, which determines the 
sensitivity of information they are allowed to see.  Every 
residential patient must be accounted for, on every clearance 
level.  However the correct patient’s age and diagnosis may have 
to be hidden from some security levels.  The sample table shown 
in Figure 1 contains information about two patients.  All the 
information about patient Alan Jones is available for all three 
clearance levels.  However, the information about patient Diva 
Megastar is more sensitive.  The subjects on the S level see 
correctly her diagnosis, age, and room number.  The subjects on 
the C level see her correct diagnosis and room number, but her 
age is masked by a cover story for age.  The subjects on the U 
level see her correct room number, but they are given a cover 
story for both her diagnosis and her age. 
 
 

MIDTOWN HOSPITAL PATIENTS TABLE 
Patient Name Diagnosis Age   RoomNo   TC 

 
Alan Jones        UCS 

Dehydration,  
Exhaustion    UCS 

 
56  UCS 

 
101 UCS

 
UCS

 
Diva Megastar  UCS 

Dehydration,  
Exhaustion   U-CS 

 
32  UC-S 

 
201 UCS

 
U-CS

 
Diva Megastar  UCS 

Substance  
Intoxication  CS 

 
32  UC-S 

 
201 UCS

 
C-S 

 
Diva Megastar  UCS 

Substance  
Intoxication  CS 

 
42  S 

 
201 UCS

 
S 

 
Figure 1 

 
Within a BCMLS table each attribute is accompanied by the 

security label that can contain more than one letter.  The first 
letter in the label indicates the security level on which the value of 
the attribute was created.  Such a level is called the primary level 
of that attribute.  Labeled information is always believed to be 
true by the users whose clearance is equivalent to the security 
level indicated by the primary level of the label.  The letters that 
follow the first letter of the label indicate the security levels where 
users from those levels do have a belief about labeled 
information, but the labeled information was not created at that 
level.  Such levels are called secondary levels.  Each security level 
in the label must dominate the level to its left.  Letters that are not 
preceded by the “-” symbol indicate the secondary levels where 
the information is believed to be true.  The letters following the “-
” symbol indicate the secondary levels where the information is 
believed to be false.  In addition to labeling each attribute with a 

security label, a tuple as a whole is also labeled by a security 
label, which is depicted by the TC column.  The tuple is visible on 
a certain level only if the TC label contains the label for that level.  
Also, not every part of the label is visible to every user.  Only the 
parts of the label that depict the user’s levels or levels below are 
visible.  Figure 2 shows how the table shown in Figure 1 would 
be seen by the users from three different levels. 

 
 
MIDTOWN HOSPITAL PATIENTS TABLE – U View 
Patient Name Diagnosis Age  RoomNo 

 
Alan Jones             

Dehydration,  
Exhaustion        

 
56    

 
101 

 
Diva Megastar       

Dehydration, 
Exhaustion        

 
32    

 
201 

 
MIDTOWN HOSPITAL PATIENTS TABLE – C View 
Patient Name Diagnosis Age  RoomNo TC 

 
Alan Jones        UC

Dehydration,  
Exhaustion   UC 

 
56 UC 

 
101 UC 

 
UC

 
Diva Megastar  UC

Dehydration,  
Exhaustion   U-C 

 
32 UC 

 
201 UC 

 
U-C

 
Diva Megastar  UC

Substance  
Intoxication  C 

 
32 C 

 
201 UC 

 
C 

 
MIDTOWN HOSPITAL PATIENTS TABLE – S View 
Patient Name Diagnosis Age   RoomNo   TC 

 
Alan Jones        UCS

Dehydration,  
Exhaustion    UCS 

 
56  UCS 

 
101 UCS

 
UCS

 
Diva Megastar  UCS

Dehydration,  
Exhaustion   U-CS 

 
32  UC-S

 
201 UCS

 
U-CS

 
Diva Megastar  UCS

Substance  
Intoxication  CS 

 
32  UC-S

 
201 UCS

 
C-S 

 
Diva Megastar  UCS

Substance  
Intoxication  CS 

 
42  S 

 
201 UCS

 
S 

 
Figure 2 

 
As was mentioned in Section 1, in MLS relations multiple 

tuples can exist at different security levels representing 
contradictory information about the same entity.  Assume a user is 
at security level c.  If a lower level tuple with a TC< c, represents 
the same entity as some other higher level tuple, where TC = c, 
the lower level tuple is interpreted by a higher level user as a false 
tuple that represents a cover story [6] [19] for the entity 
represented by the higher level tuple.  A belief held by c-level 
users that a lower level tuple is a cover story tuple is derived from 
the fact that there exists a c-level tuple that represents the same 
entity as the cover story tuple.  Every user on the higher-level c 
has the following belief about the cover story lower-level tuple: 
“Some attribute values of this lower level tuple incorrectly 
represent a real-world entity.”  In Figure 2 (S-view), S level users 
see the second and third tuples as a cover story of the fourth tuple.  
Cover stories have been used in MLS models for non-key 
attributes only.  None of the existing models has considered a 
cover story involving a key attribute.  In Section 3 we will show 
how the usage of cover stories can be expanded to involve key 
attributes. 
 
2.1 Covert Channels  
The two aforementioned Bell-LaPadula properties prevent the 
direct flow of information from objects and/or subjects at a higher 



security clearance level to subjects at a lower level, and are the 
basis for all MLS models.  However, a system may not be secure 
even if it always enforces the two Bell-LaPadula properties.  
There may exist a covert channel, which allows for an indirect 
flow of information from a higher level user to a lower level user.   
For example, suppose a lower level user wishes to insert a tuple 
that already exists in the database at a higher level of security (e.g. 
inserting ‘James Bond’ into the Spy table).  If this insert is 
rejected by the system, the lower level user will know that there 
already exists a tuple at a higher level (i.e. that there is a high-
level spy James Bond1).  This indirect flow of information from 
higher to lower security levels can occur in other ways.  For 
instance, the concurrent execution of transactions results in 
contention for data objects.  If the results from a lower security 
level transaction are delayed when there is a higher-level security 
transaction, then the lower security level user can determine there 
are transactions at higher levels, and may even be able to infer 
information from the length of the delay. 
  
2.2 Polyinstantiation 
In the relational model, two tuples must not exist in a relation 
with the same values for the primary key attribute, but requiring 
this constraint to hold in multilevel relations may result in a 
covert channel.  In order to avoid covert channels in MLS data 
models, subjects with different classifications are allowed to 
operate on the same relations, through the use of polyinstantiation 
[11] [15].  The term polyinstantiation refers to the simultaneous 
existence of multiple tuples with the same primary key, where 
such tuples are distinguished by their classifications [15].  
Because of that, the user specified primary key in the MLS 
environment is called the apparent key.  Polyinstantiation is 
illustrated in Figure 1 where there are 3 tuples representing Diva 
Megastar.  There are two kinds of polyinstantiation that can occur 
within an MLS relation: attribute polyinstantiation and entity 
polyinstantiation. 

Attribute polyinstantiation occurs when two tuples 
representing the same entity have different values associated with 
the same attribute (e.g. two different diagnosis for Diva 
Megastar).  Cover stories utilize the concept of attribute 
polyinstantiation.  They are often used to deceive lower level 
users about the nature of the sensitive information (as illustrated 
by the example in Figure 1).  Entity polyinstantiation occurs when 
two tuples have the same primary key and different classifications 
associated with the primary keys.  In the previously presented 
James Bond scenario, the lower-level user would have to be 
allowed to insert a James Bond tuple into the table (in order to 
prevent a covert channel).  That would lead to entity 
polyinstantiation, due to the existence of two different James 
Bond’s (e.g. James Bond U and James Bond S) in the relation.  
Since a U-level does not know about the existence of Bond S, it is 
assumed that Bond U is a different entity, unless an S-level user 
indicates differently. 
 
3. THE KEY LOOPHOLE 
Within MLS models the link between a tuple and its 
corresponding lower-level cover story tuple is the matching value 
of their entity identifier.  In the BCMLS model the entity 
identifier is composed of the user-defined key and the primary 

                                                           
1 This example is further elaborated on, in Section 2.2. 

level (pl) of its classification attribute: K + pl(KC).  For example, 
in Figure 1 the second, third and fourth tuples share the same 
entity identifier (Diva Megastar, U).  The entity identifier value is 
used to identify, on the S level, the second and third tuples as 
cover stories for the fourth tuple.  The same entity identifier 
identifies on the C level the second tuple as the cover story of the 
third tuple. 
 

In this section, we will describe the limitation of the BCMLS 
(and other existing MLS models) that stems from this definition 
of the entity identifier.  In order to portray this limitation we will 
slightly alter the example we introduced earlier in this paper. 
 
Example 1 (Altered) 
As in the first version of this example, all the information about 
patient Alan Jones is available for all three security/clearance 
levels.  However, the information about patient Diva Megastar is 
more sensitive.  The subjects on the S level are allowed to see 
correctly her room number, age, diagnosis, and name.  The 
subjects on the C level are allowed to see her correct room 
number and diagnosis, but her age and her name should be 
masked by a cover story diagnosis and a cover story name.  The 
subjects on the U level can see her correct room number, and 
should be given a cover story for her age, diagnosis and her 
name. 
 

No existing MLS model is capable of properly handling this 
scenario.  The reason for it is the cover story dependence on the 
value of a user-defined key.   Figure 3 illustrates the situation.  If 
we simply tried to change the name of the patient Diva Megastar 
to a different name (Julie Smith) on the C and U levels, we will be 
faced with the following problem.  The user on the S level would 
know that there is no patient named Julie Smith, but at the same 
time the S user would have no way of knowing that Julie Smith is 
a cover story for Diva Megastar.  Instead, the S level user would 
treat all records relating to Julie Smith as so-called mirage tuples, 
which represent a non-existing entity (when every attribute of a 
tuple is labeled as false on a certain level, a user from that level 
considers that tuple to be a mirage tuple.)  This can cause 
problems in situations when an S level user has to communicate 
with lower level users.  For example the S level user would be 
unaware that C level users are aware of the patient Diva Megastar 
(they simply know her under a different name) and her correct 
diagnosis. 
 
 

MIDTOWN HOSPITAL PATIENTS TABLE 
Patient Name Diagnosis Age  RoomNo   TC 

 
Alan Jones       UCS

Dehydration,  
Exhaustion    UCS 

 
56  UCS 

 
101 UCS

 
UCS

 
Julie Smith      UC-S

Dehydration,  
Exhaustion   U-CS 

 
32  UC-S

 
201 UC-S

 
U-CS

 
Julie Smith      UC-S

Substance  
Intoxication  C-S 

 
32  UC-S

 
201 UC-S

 
C-S 

 
Diva Megastar  S 

Substance  
Intoxication  S 

 
42  S 

 
201 S 

 
S 

 
Figure 3 

 
We call the inability of the existing MLS models to connect a 

tuple that represents a certain entity on a particular security level 



to a lower-level cover story tuple that has different key attribute 
value but represents the same entity: the key loophole.   

The only way existing MLS models can deal with the key 
loophole is to try to avoid it.  For example, in order to avoid 
dealing with the key loophole in the given example, we could 
simply keep the S patient completely hidden from the lower level 
users, as shown in Figure 4.   

 
 

MIDTOWN HOSPITAL PATIENTS TABLE 
Patient Name Diagnosis Age   RoomNo   TC 

 
Alan Jones       UCS 

Dehydration,  
Exhaustion    UCS 

 
56  UCS 

 
101 UCS

 
UCS

 
Diva Megastar  S 

Substance  
Intoxication  S 

 
42  S 

 
201 S 

 
S 

 
Figure 4 

 
However, this solution restricts access to more information 

than what was called-for by the requirements: The subjects on the 
C level should be allowed to see her correct room number and 
diagnosis, but her age and name should be masked by a cover 
story diagnosis and a cover story name.  The subjects on the U 
level should see her correct room number, and should be given a 
cover story for her age, diagnosis and name.  In addition, this 
approach has the potential for opening covert channels.  For 
example, unless the patients with sensitive information are kept in 
a completely separate ward, the information about how many 
patients are in the hospital may be hard to keep hidden from the 
lower level users.  Therefore, the lower level users can become 
aware that some information is kept hidden from them and that 
there is a patient in the hospital that is not included in the 
database.   

Another way existing models can avoid the key loophole is 
shown in Figure 5.  In this approach all the users are given all the 
information that they are supposed to see, and the information that 
is not available to them is indicated as missing or not available.  
This approach creates an overt covert-channel, given that lower 
level users are explicitly told that some higher-level information is 
hidden from them.   For example (assuming that every admitted 
patient in the Midtown Hospital has a diagnosis) the C and U 
level users now know that Diva Megastar’s diagnosis is sensitive 
information.  In addition, the real name is visible at all levels.  
Therefore the requirement set forth in Example 1 (Altered) about 
protecting the name on levels below S is not satisfied. 

 
 
MIDTOWN HOSPITAL PATIENTS TABLE 

Patient Name Diagnosis Age   RoomNo   TC 
 
Alan Jones        UCS 

Dehydration,  
Exhaustion   UCS 

 
56    UCS 101 UCS 

 
UCS

 
Diva Megastar  UCS 

 
none            U-CS 

 
none UC-S 201 UCS 

 
U-CS

 
Diva Megastar  UCS 

Substance  
Intoxication  CS 

 
none  UC-S 201 UCS 

 
C-S 

 
Diva Megastar  UCS 

Substance  
Intoxication  CS 

 
42      S 201 UCS 

 
S 

 
Figure 5 

 
 

4. SYSTEM DEFINED ENTITY  
    IDENTIFIER 
In this section we offer a solution to the key loophole problem.  
We introduce a change in the way the entity identifier is defined.  
We propose a system defined entity identifier (SEID), whose 
value would remain hidden to all users on all security levels and 
would be used only internally by the MLS DBMS.  We will start 
by illustrating how this new concept would be used to properly 
handle the situation depicted in the Example 1.  This is shown in 
Figure 6.   
 
 

MIDTOWN HOSPITAL PATIENTS TABLE  
  SEID Patient Name Diagnosis  Age RoomNo   TC 
 
1111 

 
Alan Jones    UCS 

Dehydration,  
Exhaustion  UCS 

 
56  UCS 

 
101 UCS 

 
UCS

 
2222 

 
Julie Smith   UC-S 

Dehydration,  
Exhaustion  U-CS 

 
32 UC-S 

 
201 UCS 

 
U-CS

 
2222 

 
Julie Smith   UC-S 

Substance  
Intoxication CS 

 
32 UC-S 

 
201 UCS 

 
C-S 

 
2222 

 
Diva Megastar  S 

Substance  
Intoxication  CS 

 
42  S 

 
201 UCS 

 
S 

 
Figure 6 

 
The SEID column contains the new system defined entity 

identifier.  If an S level user requests all information about Diva 
Megastar, the fourth tuple along with the cover story second and 
third tuples would be displayed.  The S level user would now be 
aware of the fact Julie Smith’s records are cover–stories about 
Diva Megastar given to the lower level users.  An interface to an 
MLS application can now bundle each tuple with its related cover 
stories, even if the cover stories are not related via a key value  
(Figure 7).  We will call the cover stories that are not related 
through a matching value of key attributes – Non Key-related 
Cover Stories (NKCS). 
 
 

MIDTOWN HOSPITAL PATIENTS TABLE 
Patient Name Diagnosis  Age  RoomNo    TC 

 
Alan Jones   UCS 

Dehydration,  
Exhaustion    UCS 

 
56 UCS 101 UCS 

 
UCS 

 
Diva Megastar  S 

Substance  
Intoxication  CS 

 
42  S 201 UCS 

 
S 

 
Julie Smith     UC-S 

Substance  
Intoxication  CS 

 
32 UC-S 201 UCS 

 
C-S 

 
Julie Smith     UC-S 

Dehydration,  
Exhaustion   U-CS 

 
32 UC-S 201 UCS 

 
U-CS

Next Record … … … 
Its Cover Stories … … … … 
… … … … 

… … … … 
 

Figure 7 
 

An argument could be made that a simple solution for the key 
loophole problem is to create and use an attribute Patient ID 
instead of using the patient name as a key.  However, that would 
not solve the problem.  The Patient ID would have to be 
immutable in order to keep track of a patient’s history.  If a 



patient Diva Megastar was ever previously admitted into the 
hospital without using a cover-story name, using a new name with 
the same Patient ID would open a covert channel.  In other words, 
the key loophole problem would simply be shifted from the 
Patient Name attribute to the Patient ID attribute. 

 
5. MODEL CHANGES 
The proposed solution to the key loophole problem by using an 
SEID may appear to be somewhat obvious and straightforward.  
However, its implementation does require considerable technical 
changes within MLS models and associated relational algebras.  
At the same time, the improvements gained in the robustness of 
the extended model have far reaching implications for its practical 
applicability, and therefore, warrant the effort required to make 
the changes. 

In this section, we will describe how the introduction of the 
new entity identifier approach changes the properties of the 
BCMLS model.  We are using the BCMLS model as a 
representative of MLS models, and the changes described here 
would not be significantly different for other contemporary MLS 
models.  We presented the original properties of the BCMLS in 
[14].  We give an abbreviated version of these properties in the 
appendix, and in this section we show how the original properties 
are changed in order to accommodate the system defined entity 
identifier.   
 
Relation Schema and Relation Instance 
The relation schema R(K, KC, A1, C1,...,An, Cn, TC), shown in 
appendix, is now expanded to account for the new entity identifier 
and it is denoted by R(SEID, K, KC, A1, C1,...,An, Cn, TC).  
Consequently, a relation instance is now denoted by r(SEID, K, 
KC, A1, C1,...,An, Cn, TC), and it represents a set of distinct 
tuples of the form (seid, k, kc, a1, c1,...,an, cn, tc). 
 
Entity Integrity 
This property states that a multilevel relation R satisfies entity 
integrity iff, ∀  t ∈  R: 
 
1.  ∀  KK ∈  K  � t[KK] ≠ null     
2.   t[KC] ≠  null 
3.  ∀  Ai ∉  K  � pl(t[Ci]) ≥ pl(t[KC]),  for 1 ≤ i ≤ n. 
 
In other words, the entity integrity ensures that no key attribute 
can contain null values, no key classification can contain null 
values, and primary level of a classification of the non-key 
attribute (denoted as pl(t[Ci]) ) must dominate the primary level 
of the classification of the key attribute (denoted as pl(t[KC]) ).  
This property will remain the same, with the addition of the 
following condition: 
 
4.  t[SEID] ≠  null 
 
This ensures that every tuple has a system entity identifier 
assigned to it. 
 
Base Tuple Integrity Property 
This property states that a multilevel relation R satisfies the base 
tuple integrity iff, ∀  t ∈  R there is a tb ∈  R, such that: 

 
1.  t[K] =tb[K]  

2.  pl(t(KC]) = pl(tb[KC]) 

3.  pl(tb[KC]) = pl(tb[Ci]) = pl(tb[TC])  for 1 ≤ i ≤ n  

4.  tb[Ai] ≠  null       for 1 ≤ i ≤ n 
 
The first two conditions of the original base tuple integrity 
property establish the key attribute value and its classification as 
the entity identifier.  The third and fourth condition ensure that 
for every entity depicted in the relation there will be a base tuple 
tb with no null values for any attribute and equal primary level of 
the classification for each attribute.  In the new model, the first 
two conditions will be replaced with the following single 
condition: 
 
1.  t[SEID] = tb[SEID]  
 
which ensures that all the tuples that are referring to the same 
entity share the same system entity identifier. 

The change in the definition of the entity identifier will not 
cause changes in the definitions of the Polyinstantiation Integrity 
Property (which ensures that only one tuple with a particular 
value of the user-defined key attribute can originate on one 
security level), the Referential Integrity Property (which ensures 
that a foreign key on each security level references an existing 
value in another table that is true on the same security level), and 
the Foreign Key Property (which ensures that the security 
classifications of each part of the composite foreign key are the 
same.) 
 
Relational Algebra 
In addition to the above described model property changes, the 
new definition of the entity identifier also requires changes in the 
relational algebra.  We introduce the new concept of query result 
entity equivalence as a basis for the relational algebra of the SEID 
based model.  This concept ensures that, for each record that 
satisfies the condition of the query, the result includes all other 
records that refer to the same entity if they satisfy all parts of the 
query condition that do not involve the key value. 

This concept is necessary in order to recognize and include 
NKCS in query results.  For example, consider the select 
operation: 

 
σΦ(R) 

 
where σ is the select operator, Φ is the select condition and R is the 
MLS relation on which the select operation is being applied.  The 
select condition Φ has the following form:  
 

Φ = clause (boolean_op clause)* 
 
where * means zero or more, boolean_op is AND, OR, and NOT, 
and 
 

clause :=Ei op Ej | Ei op a | Ei L b (boolean_op L b)* 
   | TC L b (boolean_op L b)*. 

 



where Ei represents a value attribute (key or non-key) from R, a is a 
constant, and op is one of the comparison operators (<, =, >, ≤, ≥, or 
≠).  TC is the tuple classification label.  L is a single label 
representing a security level (e.g. U, C, or S), and b is a belief held 
by that level (e.g. true or false).   

As an example, suppose an S-level user issues the following 
select operation of the relation shown in Figure 1, to choose all 
tuples referring to the patient Diva Megastar that show her correct 
diagnosis:  

σ Patient Name =’Diva Megastar’ AND Diagnosis S true (MIDTOWN 
HOSPITAL PATIENTS TABLE). 

The result is: 
 
 

 
Diva Megastar  UCS 

Substance  
Intoxication  CS 

 
32  UC-S 

 
201 UCS

 
C-S 

 
Diva Megastar  UCS 

Substance  
Intoxication  CS 

 
42  S 

 
201 UCS

 
S 

 
 
However, the same query issued on the table shown in Figure 6 
(where cover stories are not related through the value of the key) 
would result in: 
 
 

 
Diva Megastar  UCS 

Substance  
Intoxication  CS 

 
42  S 

 
201 UCS

 
S 

 
 
thus depriving S users of the knowledge that C level users, who 
are also aware of the correct diagnosis for the sought patient, 
know this patient under a different name (see table in Figure 6).   

In order to accommodate NKCS (and therefore eliminate the 
information availability problem illustrated by this example) we 
redefine the select operation as follows: 

 
σ'Φ (R) 

 
where Φ is the select condition that has the form Φ = clause 
(boolean_op clause)*, R is the MLS relation on which the select 
operation is being applied, and σ' is the newly defined select 
operator where  
 
if     clause =  K op Ei | K op a  
where K represents the key value attribute from R, and Ei represents 
a value attribute (key or non-key) from R 
 
then   σ'clause(R) = σEID in (πEID(σclause(R)) (R) 

 
else (for all other clauses) 

σ'clause(R) = σ clause (R) 
 
 
where π and σ are the regular BCMLS relational algebra project and 
select operations and in is the set membership boolean operator2. 

                                                           
2 We use the ‘in’ operator in this definition for simplicity.  The 
‘in’ operator is not a part of the standard set of comparison 

This definition ensures entity equivalence of the query result.  
For example, the query Q1 executed on the table shown in Figure 6 
using the new select statement will select the records: 
 
 
 
Julie Smith      UC-S 

Substance  
Intoxication CS 

 
32 UC-S 

 
201 UCS 

 
C-S 

 
Diva Megastar  S 

Substance  
Intoxication CS 

 
42  S 

 
201 UCS 

 
S 

 
due to the fact that, even though they have different key attribute 
values, both records refer to the same entity (i.e. they are entity 
equivalent).  An interface, such as the one illustrated by Figure 7, 
would ensure that the user clearly recognizes entity equivalent 
records.   

 
The implementation and performance issues of the new approach 

will be discussed in Section 7.  Prior to that, in Section 6, we discuss 
the security improvements that result from the new approach. 

 
6. MODEL ROBUSTNESS IMPROVEMENTS 
The previous section illustrates the technical details of the new 
model extended with the concept of a system entity identifier.  In 
this section, we quantify the robustness of MLS systems based on 
the new model.   

As we showed already, the existence of the key loophole 
prevents existing MLS databases from including NKCS, which 
unnecessarily restricts options for presenting sensitive 
information.  In addition to restricting information presentation 
options, the key loophole also can pose a security threat.  In 
particular, the key loophole adversely affects two common types 
of queries: queries related to physical entities and aggregate 
queries.   Such queries, when involving tuples with classified 
information in their user-defined keys, cannot be handled in 
existing MLS model based systems without opening covert-
channels.   

There are two different ways in which the key loophole can be 
exploited and consequently covert-channels can be opened: 

 
1. Outside threat – when information that can be gleaned from 

the real world is inconsistent with information in the 
database. 

 
2. Inside threat – when information, that in principle is 

unclassified and available to users of all security levels, is 
inconsistent with information derived from the database. 

 
Admittedly, these two types of threats can be related and the 
distinction between them can sometimes be blurred. Nevertheless, 
both threats are real and existing MLS models are vulnerable for 
most practical applications.   

Queries related to physical entities are susceptible to outside 
threats.  The danger comes from the fact that certain entities can 
be observed in the real world and thus, the existence of a tuple 
with a particular value of a particular attribute, corresponding to 
the observed entity, can be deduced.  For example, any hospital 
personnel can notice that a particular hospital room is occupied.  
Thus, the danger comes not from the database itself but from the 
                                                                                                 
operators and the formal definitions use a series of OR connected 
EID equals statements (i.e. Big OR). 



information that can be gleaned from the real world.  Existing 
models have not addressed this concern.  However, for practical 
applications, it is crucial that MLS models handle security threats 
that originate outside the database.  We view this consideration 
and our solution as an important contribution. 

Aggregate queries are susceptible to both outside and inside 
threats.  For example, the number of passengers on a given flight 
can certainly be observed and obtained from the real world.  In 
addition, certain aggregate queries should be invariant regardless 
of the security level on which they are executed.  For example, we 
can imagine a situation within an organization where, for 
accounting purposes, the total balance of the accounts should be 
invariant, while the actual distribution of funds may be classified.   

The remainder of this section elaborates on how our new 
approach, by closing the key loophole solves the security threats 
to both queries related to physical entities and aggregate queries.  

  
6.1 Queries Related to Physical Entities 
Intuitively, queries related to physical entities involve observable 
objects, such as hospital rooms, for which we store information in 
the database.  Thus, the existence of a tuple that has attributes 
relating to this physical entity can be inferred from observing the 
real world rather than querying the database.  For a concrete 
example, consider the scenario outlined in Example 1.  A variety 
of people working in the Midtown Hospital may notice the fact 
there is a patient in room 201.  This fact by itself does not need to 
be classified and efforts to obscure or protect it in the physical 
world will backfire by drawing unwanted attention to it.  Our goal 
is to protect the identity of the patient Diva Megastar and her 
diagnosis.  Previous MLS models, as discussed in Section 3, can 
achieve this goal in a way that preserves the integrity of the data 
only by making the entire tuple secret, as shown in Figure 4.  This 
approach however, is susceptible to an outside threat.  Consider 
the following query executed by a user with clearance level U (the 
lowest, unclassified level). 
 

SELECT PatientName
FROM MidtownHospitalPatients
WHERE RoomNo = 201;

 
The result of this query is empty.  Thus, there is a glaring 

inconsistency between the physical world and the database, which 
opens a covert channel.  Any attempt to rectify this situation in 
previous MLS models will result in a disconnect between a tuple 
and its cover story (as shown in Figure 3) or in a violation of the 
base-tuple integrity property.   

In contrast, our model exhibits no such problems.  The 
situation is handled as shown in Figure 6.  The result of the above 
query at clearance level U is the singleton (“Julie Smith”).  This 
result is consistent with the information that can be gleaned from 
the physical world. 
 
6.2 Invariant Aggregate Queries  
There are many situations where aggregate information computed 
from a database is not by itself classified but some of the tuples 
involved in the aggregation may contain classified information.  
Furthermore, the result of the aggregation may be obtainable in 
other ways.   There may be an outside threat where the aggregate 
result can be gleaned from the outside world.  For example, when 
a flight is sold out, the number of passengers on board must be 

equal to the number of seats on the plane.  There may also be an 
inside threat, where the aggregation result may be stored as 
unclassified in a different relation.  For example, the overall 
budget for a large corporation can be stored separately from the 
budget item breakdown, which often is classified.   

Previous relational models are vulnerable to threats of either 
type (outside or inside) because of the key loophole - tuples with 
classified user-defined keys that participate in a given aggregation 
are not visible at lower clearance levels and thus, do not 
contribute to the result.  In contrast, our model allows invariant 
aggregate queries that involve classified tuples.  The next two 
examples illustrate how we deal with the aggregate queries 
susceptible to these two types of threats.  
 
Example 2. 
National Airline keeps track of its passengers in a relational 
database.  The airline classifies its database users into three 
clearance categories: U, C, and S, which determine the sensitivity 
of information they are allowed to see.  The table shown in 
Figure 8 illustrates the situation.  Every passenger of every flight 
must be accounted for, on every clearance level.  However, the 
correct passenger’s name and type may have to be hidden from 
some security levels.  All the information about passengers Mike 
Smith and Bob Johnson is available for all three clearance levels.  
However, the information about passenger Cindy McGrath is 
more sensitive.  The subjects on the S level correctly see both her 
name and the fact that she is an Air Marshal.  The subjects on the 
C level see that she is an Air Marshal, but her name is masked by 
a cover story name.  The subjects on the U level are given a cover 
story for both her name and her role on the flight. 

 
 

NATIONAL AIRLINES FLIGHT 1234 TABLE 
SEID   Passenger Name   Type   Class    TC 
 
1111 

 
Mike Smith      UCS 

Regular  
Passenger  UCS Coach  UCS 

 
UCS 

 
2222 

 
Bob Johnson    UCS 

Crew in 
Transfer    UCS First     UCS 

 
UCS 

 
3333 

 
Jane Clark        UC-S 

Regular  
Passenger U-CS Coach  UCS 

 
U-CS 

 
3333 

 
Jane Clark        UC-S 

Air  
Marshal     CS Coach  UCS 

 
C-S 

 
3333 

 
Cindy McGrath   S 

Air  
Marshal      CS Coach  UCS 

 
S 

 
Figure 8 

 
In this scenario, the number of passengers on National Airlines 
flight 1234 can be obtained from observing the physical world.  
Therefore, the result of the following query can be corroborated 
by means outside the database: 
 

SELECT COUNT(*)
FROM NationalAirlinesFlight1234;

 
The result of this query must be the same for all levels of 
clearance.  Any inconsistency opens a covert-channel.  The 
existing models would either have different result for this query 
on different security levels (thus allowing the outside threat) or 
would not protect the air-marshal’s name.  Our approach 
eliminates this security dilemma. 



The next example shows how our model handles an inside 
threat. 
 
Example 3. 
Globreach Corporation keeps track of their various financial 
accounts in a database.  The corporation classifies its database 
users into three clearance categories: U, C, and S, which 
determine the sensitivity of information they are allowed to see.  
The database contains two tables.  One table contains 
information about the accounts and another table contains 
information about the holder of the accounts.  Accounts can have 
multiple holders.  Holders can be various departments and 
groups within this corporation.  Two groups, Central Asia 
Operation and Africa Operation, share the same expense account 
X100.  This information is available on every security level.  The 
same two groups share another account, multipurpose account 
T999.  The fact that account T999 is held by Central Asia 
Operation and Africa Operation must be hidden from U and C 
level users.  Cover stories, depicting Development holding 
account T999 instead of Central Asia Operation, and 
Miscellaneous Procurement holding account T999 instead of 
Africa Operation, are created and presented on the C and U 
levels.    
 
 

GLOBREACH CORPORATION FINANCIAL  
ACCOUNT DATABASE 

 
Table: BANK ACCOUNTS 

SEID AccountNo Type Balance TC 
B111 X100  UCS Expense           UCS $280,500    UCS UCS 
B222 T999   UCS Multipurpose   UCS $2,330,000 UCS UCS 
B333 X200  UCS Multipurpose   UCS $432,000     CS UCS 
 

Table: ACCOUNT HOLDERS 
SEID    Account 

  No 
  Holder    Dept  Last  

 Trans.Date 
  TC 

A111 X100 Cent. Asia Op.  UCS Intl.  UCS 5.8.03 UCS UCS 
A222 X100 Africa Op.        UCS Intl.  UCS 5.7.03 UCS UCS 
A333 T999 Development    UC-S Intl.  UCS 5.5.03 UCS UC-S 
A444 T999 Misc. Proc.       UC-S Intl.  UCS 5.5.03 UCS UC-S 
A333 T999 Cent. Asia Op.  S Intl.  UCS 5.5.03 UCS S 
A444 T999 Africa Op.         S Intl.  UCS 5.5.03 UCS S 
A555 X200 Marketing         UCS Dom UCS 5.2.03 UCS UCS 

 
Figure 9 

 
In this example, assume that the total budget for the 

Globreach Co. is available in another table.  Thus, it is essential 
that account T999 is listed in BankAccounts.  Otherwise the 
following query will return a result inconsistent with information 
available in a different database table. 

 
SELECT SUM(Balance)
FROM BankAccounts; 

 
One can argue that the information about account T999 is 
unclassified, and therefore, a previous model can handle this 
situation.  However, the information about the actual account 
holders must be kept secret and therefore, the existing models 
would have to completely hide the S level account holder (no 
cover story) in the AccountHolders table.  On the surface, such a 

strategy does not represent an immediate violation of the 
constraints since a referential integrity constraint stipulates that 
AccountNo in AccountHolders must refer to an AccountNo in 
BankAccounts and not vice versa.  However, accounts with no 
holders will certainly raise red flags and consequently may open 
covert channels. 

Furthermore, a more complex aggregation that finds the total 
funds available to different departments will expose the omissions 
and certainly open a covert channel.  The following query 
computes this aggregation: 

 
SELECT H.Department, Sum(A.Balance)
FROM BankAccounts A, AccountHolders H
WHERE A.AccountNo = H.AccountNo
AND H.Holder <= ALL

(SELECT T.Holder
FROM AccountHolders T
WHERE T.AccountNo = H.AccountNo
AND T.Department = H.Department)

GROUP BY H.Department
 

The sub-query part counts each account only once toward the 
funds available to a particular department, even if account has 
more than one holder from a particular department.  The result of 
the whole query for the tables in Figure 9 consists of two tuples: 
(“International”, 2610500) and (“Domestic”, 432000).   

In our model this aggregate query is invariant.  Thus, there is 
no inside threat, even if the same information is stored in another 
database table with department budgets.  In previous models, 
however, all holders of the T999 account will be kept secret, and 
thus the above query will produce a different result at lower 
security levels.  The result will still consist of two tuples but the 
sum of the balances available to the International department will 
be different because the balance in account T999 will not 
participate in the aggregation.   

 
The examples given in this section illustrate the security 

threat posed by the key loophole.  By closing the key loophole in 
the new extended model, we eliminate these threats by stemming 
out the root of the problem.  The new approach insures that the 
results of queries related to physical entities are consistent with 
the observable real world and that aggregate queries are invariant 
with respect to the security level of the user who poses them.       
 
7. IMPLEMENTATION AND  

PERFORMANCE 
As a proof of concept, we implemented a prototype of our 
proposed model using Oracle 9i RDBMS (running on an Intel 
Pentium III single processor, 833 Mhz, 512 MB RAM, NT 4.0 
server).  Using this prototype, we investigated how the SEID 
extension of the model affects performance.    

In order to run queries efficiently in the new extended system, 
we had to develop a feasible way of implementing the SEID 
concept.  The naive approach would be to use system generated 
SEID values and implement the query language statements as a 
direct translation of the new relational algebra.  However, this 
approach would result in a markedly slower system as compared 
to the existing MLS systems, and the benefits of the new approach 
would be offset by inferior performance.  For example, consider 
the simple ‘select’ queries with a selection condition involving a 
key value, that are based on the σ'Φ(R) operation (as defined in 



Section 5).  These queries would correctly find more records than 
regular MLS queries (i.e. NKCS would be included in the result.) 
When implemented with the naïve approach, however, their 
running times would be orders of magnitude slower than those of 
comparable regular MLS queries (which would, albeit have less 
complete results).  The main culprit for the slowdown is not the 
additional results, but the combination of the ‘in’ operator and the 
nested query used in the definition of the selection operation.  
This combination requires a series of comparison operations for 
each record in the table, which adds extra amount of time to each 
query, proportional to the size of the table.   

In order to reduce the performance cost, we implemented the 
result-equivalent versions of relational algebra operations, which 
do not use nested queries in order to detect NKCS.  Our strategy 
is consistent with the implementation of an object identifier (OID) 
in object-oriented database systems, in which performance is 
improved by generating OIDs in a manner to speed object lookup 
[3]. 

Our solution is to assign to the SEID, for each highest-level 
record that depicts a particular entity, a value that is the result of 
applying a numeric (encoding) function to the value of its primary 
key.  Consequently, within a selection condition, to depict: 
 

K op X  
 
instead of using: 
 

   SEID in (nested query)
 
we use 

   SEID op encode(X)
 

With this approach we connect all NKCS and include them in 
the result without degradation in performance.  Note that, for each 
X the result of encode(X) will be computed only once regardless 
of the number of SEID involved in the comparison.  Thus, the 
effect on the overall running time is negligible. 

Using our prototype, we have conducted a series of 
experiments and compared the performance of a regular MLS 
system and the new extended system on MLS tables, ranging in 
size from one hundred thousand to one million records, by 
varying the share of NKCS (as a percentage of all cover stories).  
The results indicated no significant difference in performance 
between a regular and extended system. 
 
8. CONCLUSION 
In this paper we identified a major flaw of existing MLS models 
that restricts their use in practical applications and proposed a 
functional solution.  Our approach considers the interaction 
between information that can be gleaned from the outside world 
and the information stored in the database.  While this interaction 
has largely been ignored in the MLS literature, its importance for 
maintaining the integrity and security of the database is 
paramount.   

The main contributions of this paper are the discovery and 
analysis of the key loophole in existing MLS models, which serve 
as the basis for the proposed enhancement of an MLS with system 
defined entity identifiers.  This innovation significantly improves 
the applicability and the robustness of the model.   

In order to enable an implementation of the new model based 
on the concept of system defined entity identifiers, we made the 
necessary changes to the basic MLS properties and we developed 

the new relational algebra.  We also implemented the proposed 
model in a prototype application and investigated the performance 
issues.  We found that implementing the new approach can be 
accomplished without creating a performance overhead. 
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APPENDIX: Key Properties of the Belief-
Consistent MLS Data Model 
 
LABELS:  In the BCMLS Model, bcl[L, H] indicates, for the set 
of totally-ordered security levels ranging form the lowest level 
security L to the highest level security H, a set of possible security 
labels (belief-consistent labels) available  For example, in the 
environment with two security levels U and C where C dominates 
U (U ≤ C), the set of possible security labels is bcl[U, C] = {U, 
UC, U-C, C}.  Function pl(c) where c ∈   bcl[L,H], extracts a 

primary level from the belief-consistent label c.  For example, 
pl(UC)=U, pl(U)=U, and pl(C) = C. 
RELATION SCHEME:  A multilevel relation scheme is 
denoted by R(K, KC, A1, C1,...,An, Cn, TC) where K is the data 
primary key attribute(s), KC is the classification attribute of K, 
each Ai is a non-key data attribute over domain Di, each Ci is the 
classification attribute for corresponding Ai, and TC is the tuple 
classification attribute.  The domain of KC, TC, and Ci is the set 
of possible belief-consistent labels bcl[L,H].  

RELATION INSTANCE:  A relation instance, denoted by r(K, 
KC, A1, C1,...,An, Cn, TC), is a set of distinct tuples of the form 
(k, kc, a1, c1,...,an, cn, tc) where each k, ai ∈  Di, and kc, ci ∈   
bcl[L,H], and tc is a set of labels defined as follows:  for every 
security level l in the range [L,H]  
a) if there is a label kc or ci (for 1 ≤ i ≤ n) that does not contain 
l, then l ∉  tc  (l is not included in tc) 
b) else if there is a label kc or ci (for 1 ≤ i ≤ n) in which l is 
false, then -l ∈  tc (l is false in tc) 
c) else security level l  is true in every label kc and ci (for 1 ≤ i 
≤ n), and l ∈  tc (l is true in tc) 

Entity Integrity Property:  A multilevel relation R satisfies 
entity integrity iff, ∀  t ∈  R: 
1.  ∀  KK ∈  K  � t[KK] ≠ null,   
2.   t[KC] ≠  null 
3.  ∀  Ai ∉  K  � pl(t[Ci]) ≥ pl(t[KC]),  for 1 ≤ i ≤ n. 

Polyinstantiation Integrity Property:  A multilevel relation R 
satisfies polyinstantiation integrity iff, ∀  t ∈  R: 
1.  K, pl(KC), pl(Ci) → Ai,       for 1 ≤ i ≤ n 
2.  K, pl(KC), pl(TC) → Ai, Ci     for 1 ≤ i ≤ n 

Base Tuple Integrity Property:  A multilevel relation R satisfies 
the base tuple property iff, ∀  t ∈  R there is a tb ∈  R, such that: 

1.  t[K] =tb[K]  
2.  pl(t(KC]) = pl(tb[KC]) 
3.  pl(tb[KC]) = pl(tb[Ci]) = pl(tb[TC])  for 1 ≤ i ≤ n  
4.  tb[Ai] ≠  null       for 1 ≤ i ≤ n 

Referential Integrity Property:  When FK is a foreign key of the 
referencing relation R1 with FKC as its classification, and R2 is 
the referenced relation with an apparent primary key K, instances 
r1 of R1 and r2 of R2 satisfy referential integrity iff, ∀  t1 ∈  r1 
such that t1[FK] ≠ null, and there exists a t2 ∈  r2 such that:  
1.  t1[FK] = t2[K] 
2.  pl(t1[FKC]) ≥ pl(t2[KC]) 
3.  lb(pl(t1[TC]), t2[TC]) = pl(t1[TC]). 

Foreign Key Integrity Property:  If FK is a foreign key of the 
referencing multilevel relation R, relation R satisfies the foreign 
key property iff ∀  t ∈  R: 
1.  Either ∀  Ai ∈  FK, t[Ai] = null for 1 ≤ i ≤ n 
  or ∀  Ai ∈  FK, t[Ai] ≠  null  for 1 ≤ i ≤ n 

2.  ∀  Ai, Aj ∈  FK, t[Ci ] =  t[Cj] for 1 ≤ i ≤ n and 1 ≤ j ≤ n 
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