
THE UNIVERSITY OF CHICAGO

APPROXIMATION RESISTANCE IN OPTIMIZATION HIERARCHIES: BEYOND

LINEAR PREDICATES

A DISSERTATION SUBMITTED TO

THE FACULTY OF THE DIVISION OF THE PHYSICAL SCIENCES

IN CANDIDACY FOR THE DEGREE OF

DOCTOR OF PHILOSOPHY

DEPARTMENT OF COMPUTER SCIENCE

BY

PRATIK WORAH

CHICAGO, ILLINOIS

JUNE 2013



Copyright c© 2013 by Pratik Worah

All Rights Reserved



TABLE OF CONTENTS

LIST OF TABLES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . v

ACKNOWLEDGMENTS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . vi

ABSTRACT . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . vii

1 INTRODUCTION AND OVERVIEW . . . . . . . . . . . . . . . . . . . . . . . . 1
1.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.2.1 Some Basic Definitions . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.2.2 Some Positive Results . . . . . . . . . . . . . . . . . . . . . . . . . . 10

1.3 An Overview of the Results . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2 A SURVEY OF BASIC RESULTS . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.1 Optimization Hierarchies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.1.1 Proof Systems from Hierarchies . . . . . . . . . . . . . . . . . . . . . 21
2.2 Examples of Integrality Gap Constructions . . . . . . . . . . . . . . . . . . . 30

2.2.1 Sherali-Adams Lower Bounds . . . . . . . . . . . . . . . . . . . . . . 31
2.2.2 Lasserre Lower Bounds . . . . . . . . . . . . . . . . . . . . . . . . . . 35

2.3 The Hardness Preserving Reductions . . . . . . . . . . . . . . . . . . . . . . 38

3 PAIRWISE UNIFORM PREDICATES . . . . . . . . . . . . . . . . . . . . . . . . 44
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44
3.2 Our Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
3.3 Overview of Proof Techniques . . . . . . . . . . . . . . . . . . . . . . . . . . 46
3.4 Some Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
3.5 Rank Lower Bounds and Integrality Gaps . . . . . . . . . . . . . . . . . . . 49

3.5.1 Expansion Correction . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
3.5.2 Locally Consistent Measures . . . . . . . . . . . . . . . . . . . . . . . 53
3.5.3 Rank Bounds for LS+ . . . . . . . . . . . . . . . . . . . . . . . . . . 60
3.5.4 Further Lower Bounds . . . . . . . . . . . . . . . . . . . . . . . . . . 67

3.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

4 SOMEWHAT APPROXIMATION RESISTANT PREDICATES . . . . . . . . . . 72
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
4.2 Our Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
4.3 Some Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
4.4 Overview of Proof Techniques . . . . . . . . . . . . . . . . . . . . . . . . . . 80
4.5 A Relation to Level 3 Fourier Mass . . . . . . . . . . . . . . . . . . . . . . . 83
4.6 Fourier Spectrum and Closeness to Q . . . . . . . . . . . . . . . . . . . . . . 85
4.7 Proof of Theorem 4.2.1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

4.7.1 Reductions from Well Distributed Linear Predicates . . . . . . . . . . 89
4.7.2 Proofs of Lower Bounds on τ(f) . . . . . . . . . . . . . . . . . . . . . 95

iii



4.7.3 Integrality Gaps in the Lasserre Hierarchy . . . . . . . . . . . . . . . 96
4.7.4 An SDP Rounding Algorithm . . . . . . . . . . . . . . . . . . . . . . 98

4.8 Additional Results and Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . 102
4.9 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

5 STRONGLY APPROXIMATION RESISTANT PREDICATES . . . . . . . . . . 112
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
5.2 Some Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114
5.3 Our Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122
5.4 Overview of Proof Techniques . . . . . . . . . . . . . . . . . . . . . . . . . . 125
5.5 Proof of the SDP Dichotomy Theorem . . . . . . . . . . . . . . . . . . . . . 135

5.5.1 Game-Theoretic Formulation . . . . . . . . . . . . . . . . . . . . . . 135
5.5.2 A Rounding Scheme when L > 0 . . . . . . . . . . . . . . . . . . . . 141
5.5.3 A Characterization when L = 0 . . . . . . . . . . . . . . . . . . . . . 146
5.5.4 The Integrality Gap Instance . . . . . . . . . . . . . . . . . . . . . . 166

5.6 Proof of the LP Dichotomy Theorem . . . . . . . . . . . . . . . . . . . . . . 175
5.6.1 The Integrality Gap Instance . . . . . . . . . . . . . . . . . . . . . . 178

5.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 191

6 MORE GENERAL LIFT OPERATIONS . . . . . . . . . . . . . . . . . . . . . . . 193
6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 193
6.2 Some Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 193
6.3 Our Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 197
6.4 Upper bounds on LS∗ and SA∗ . . . . . . . . . . . . . . . . . . . . . . . . . 199
6.5 Lower Bounds for LS∗ and SA∗ . . . . . . . . . . . . . . . . . . . . . . . . . 204
6.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 213

7 CONCLUSION AND OPEN PROBLEMS . . . . . . . . . . . . . . . . . . . . . . 214
7.1 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 214
7.2 Open Problems . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 215

REFERENCES . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 218

iv



LIST OF TABLES

1.1 Integer Program for MAX 3-LIN instance Φ . . . . . . . . . . . . . . . . . . . . . . 7

2.1 Rank r SA LP for MAX 3-LIN instance Φ . . . . . . . . . . . . . . . . . . . . . . . 19
2.2 Lasserre SDP for MAX 3-LIN instance Φ . . . . . . . . . . . . . . . . . . . . . . . . 36

4.1 Lasserre SDP for MAX k-CSP(f) instance Φ . . . . . . . . . . . . . . . . . . . . . . 78

5.1 Rank r SA LP for MAX k-CSP(f) instance Φ . . . . . . . . . . . . . . . . . . . . . 117
5.2 Rank r mixed hierarchy relaxation for MAX k-CSP(f) instance Φ . . . . . . . . . . . 117
5.3 Basic SDP relaxation for MAX k-CSP(f) instance Φ . . . . . . . . . . . . . . . . . . 118

6.1 A comparison of LS∗ and SA∗ with other hierarchies . . . . . . . . . . . . . . . . . 197

v



ACKNOWLEDGMENTS

First, I would like to thank my adviser Janos Simon. In the University of Chicago tradition,

Janos gave me the freedom, and encouraged me, to explore any problem that I desired. I

am grateful to him for that as well as the time he spent in his careful reading of my thesis.

I would also like to thank my collaborators Subhash Khot and Madhur Tulsiani. They

have collaborated with me on several problems, and have been generous with their time and

ideas. Chapter 3 comes from joint work with Madhur, and Chapters 4 and 5 come from

joint work with Subhash and Madhur. I would also like to thank both of them for being on

my committee. I would like to thank Yury Makarychev for several helpful discussions about

approximation algorithms and hierarchies, especially when I was starting out in the area.

I also appreciate Yury’s help with the material in Chapter 6, especially in formulating the

important connections therein to his earlier work. I would also like to thank Sasha Razborov

for introducing me to many elegant questions on optimization hierarchies and proof systems.

I thank him for his patience with my initial trivial questions as it is not an easy task to

introduce a beginner to this technical area. I also thank Sasha for being on my committee.

My thanks also go to Ketan, Laci and other faculty at the Departments of Computer

Science, Mathematics and at TTI-Chicago for making my journey mathematically interest-

ing. I would also like to thank Anne Rogers, the associate chair, for her advice in navigating

through various formalities. Last but not least, I thank the administrative staff and the

technical staff at the department for helping me with various formalities.

vi



ABSTRACT

In the 1970s, Cook and Levin showed that it was impossible to efficiently decide the sat-

isfiability of 3-SAT instances, assuming that P does not equal NP. Based on their work,

Karp and others quickly showed a host of other problems to be computationally hard. In

particular, Schaefer was able to show that most k-ary boolean predicates besides disjunc-

tion, which corresponds to k-SAT, are also hard. Schaefer gave a complete classification

of boolean predicates, depending on whether satisfiability checking for their corresponding

constraint satisfaction problem (CSP) is easy or hard.

A couple of decades later, the notion of effcient approximation algorithms stimulated

the investigation of the optimization version of the satisfiability checking problem for CSPs.

Building on several outstanding results, H̊astad was able to show that MAX 3-LIN is “ap-

proximation resistant”. In other words, H̊astad showed that if one wants to efficiently find an

assignment that simultaneously satisfies a maximum fraction of constraints in a MAX 3-LIN

instance then the best strategy is to simply pick a random 0-1 assignment for its variables,

assuming that P does not equal NP. Several results have built upon the work of H̊astad, but

a complete understanding of approximation resistant predicates still seems quite far-off.

A few years after H̊astad’s results, Arora, Bollobás and Lovász initiated another avenue

in the study of the limitations of approximation algorithms. Since many approximation

algorithms are based on rounding Linear or Semidefinite relaxations, their approach was

used to show that most such relaxations have a large integrality gap, which precludes any

efficient approximation algorithm from beating the random assignment solution for MAX

3-LIN by rounding a Linear (LP) or Semidefinite program (SDP).

More recently, the results of Raghavendra together with the Unique Games Conjecture of

Khot have shown that the above two approaches are closely related and even complimentary

to each other.

The works of H̊astad, Chan, Schoenebeck, Tulsiani and others have shown that it is hard

to beat the random assignment for MAX k-CSPs based on various “linear predicates” or

vii



predicates implied by such linear predicates. In this thesis, we study similar bounds for

larger classes of predicates with the aim to classify all boolean predicates as hard or easy,

under various notions of hardness. In particular, we obtain the following results:

• For CSPs on pairwise uniform predicates, which subsume the class of linear predicates,

we show that semidefinite relaxations, obtained after a linear number of rounds of the

Lovász-Schrijver SDP hierarchy, can not beat the random assignment solution.

• H̊astad introduced the weaker notion of somewhat approximation resistant predicates

to make progress on the question of approximation resistance. We extend H̊astad’s

results, and give a more precise quantitative characterization of somewhat approxi-

mation resistant predicates. Our results also hold in the context of the Lasserre SDP

relaxations.

• We introduce a stronger notion of approximation resistance, which we call strong ap-

proximation resistance. We prove integrality gaps for various LP and SDP relaxations

for strongly approximation resistant predicates. Moreover, we completely characterize

all strongly approximation resistant predicates, assuming the Unique Games Conjec-

ture.

• We investigate lift and project hierarchies with more general lift operations than the

usual Lovász-Schrijver hierarchies. We are able to show that known lower bound

techniques can be used to prove integrality gaps for MAX k-CSPs in such hierarchies,

as well.
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CHAPTER 1

INTRODUCTION AND OVERVIEW

1.1 Introduction

The P vs NP problem is one of the foremost open problems in Theoretical Computer Science.

P is the set of decision problems that can be solved in polynomial time and NP is the set

of decision problems whose solution can be verified in polynomial time, for instances with

a positive answer. The P vs. NP problem asks if these two classes are equal. Despite the

widely held belief that P 6=NP, a proof has remained elusive for the last several decades.

The importance of the question to Computer Science became apparent shortly after Cook

and Levin [29, 94], first defined the class of NP-complete problems and showed that 3-SAT

is NP-complete. Given a set of constraints, in this case each constraint is a disjunction of

three boolean literals, 3-SAT asks whether all the constraints are simultaneously satisfiable.

It is arguably the most important constraint satisfaction problem (CSP). Ever since the

Cook-Levin result, many well known optimization problems have been shown to be “hard”

i.e., NP-complete via reductions from 3-SAT [58]. In particular, Schaefer [85] showed that

deciding satisfiability of all but a short list of boolean CSPs is NP-complete.

In order to combat the overwhelming number of NP-completeness results for exact opti-

mization problems the notion of approximation algorithms was introduced. The main idea

was to search for solutions which are provably close to the optimal solution, as opposed to

the exact optimum, but in polynomial time. One of the most effective techniques in de-

signing approximation algorithms has been via rounding Linear and Semidefinite relaxations

and the optimization hierarchies considered in this thesis are essentially a systematic way of

generating progressively tighter linear and semidefinite relaxations. In effect, such optimiza-

tion hierarchies may be thought of as a weak models of computation, and we will make this

notion more formal in subsequent chapters.

For example, the MAX k-CSP problem is an approximation version of the satisfiability
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problem, where the goal is to find an assignment to variables, which simultaneously satisfies

as many constraints as possible. A trivial algorithm would be to use a random assignment for

any instance of the problem. It can be shown that the number of constraints satisfied by this

simple algorithm is proportional to the number of accepting assignments of the predicate. It

is also known that for predicates with very few accepting assignments, rounding Linear and

Semidefinite relaxations can give strictly better results than the random assignment [51].

On the other hand, for k-CSPs, based on linear predicates1, like 3-LIN, it is known that no

such rounding algorithms exist. In fact, it is NP-hard to beat the random assignment for

3-LIN [53]. Such predicates are known as approximation resistant predicates. This thesis

explores which other predicates are approximation resistant in the conditional setting, where

the lower bounds assume P 6=NP, and in the unconditional setting, where the lower bounds

are with respect to models of computation based on LP and SDP hierarchies.

Yet another motivation for studying the boolean CSPs comes from proof complexity. In

proof complexity, one of the goals is to show that (weak) proof systems don’t always have

“short” proofs that certify every unsatisfiable boolean formula is indeed unsatisfiable. For

example, one can encode boolean CSP instances as polynomials. The absence of common 0-1

roots would imply that the CSP instance is unsatisfiable. Hilbert’s Nullstellensatz can then

provide a certificate that the formula is unsatisfiable and the relevant measure of complexity

would be the degree of Nullstellensatz refutation. Of course, one need not stop at the

Nullstellensatz and all optimization hierarchies could be thought of as proof systems, the

lower bounds on the size or degree correspond naturally to the notion of approximation

resistance mentioned earlier. However, we do note that most lower bound theorems about

optimization hierarchies in this thesis do not formally translate to similar results for the

corresponding proof systems in a black-box fashion.

We conclude this brief and informal introduction by noting that CSPs and optimization

hierarchies provide one strong set of connections among the various areas of complexity

1. See Definition 2.2.14 for a formal description.
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theory mentioned above. In the next few subsections of this chapter we will provide a more

formal motivation for the study of CSPs and approximation resistance by itself and also in

the context of various optimization hierarchies.

1.2 Motivation

In the past decade a lot of work has been done on hierarchies based on Linear and Semidef-

inite Programs (LPs and SDPs) in areas as diverse as Approximation Algorithms, Proof

Complexity and even Probability Theory. In this section we briefly mention some recent

highlights which will motivate further exploration of the limitations of such optimization

based hierarchies. However, before proceeding any further a few basic definitions are re-

quired.

1.2.1 Some Basic Definitions

We start with the definition of boolean CSPs, which will be the focus of this thesis2. This

subsection has only the immediately necessary definitions, which will be required to motivate

the results. More definitions will be introduced later, as needed. The interested reader may

also look up the book [3] as a resource for complexity theory and the survey [54] as a resource

on constraint satisfaction problems and approximation resistance. The surveys [27] and [47]

contain details about optimization hierarchies.

Definition 1.2.1. Given a k-ary boolean predicate f : {0, 1}k → {0, 1}, an instance Φ of a

constraint satisfaction problem k-CSP(f) is a conjunction of boolean constraints on variables

x1, ..., xn. Each constraint Ci, 1 ≤ i ≤ m, is supported on a k-tuple of variables. The k-tuple

of variables in a constraint C is denoted by xC and each constraint has the form f(xC+bC),

2. We will only deal with boolean CSPs in this thesis. The situation for CSPs on larger alphabets is more
complicated and even an analog of Schaefer’s theorem is not known for larger alphabet sizes.
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where bC ∈ {0, 1}k and the coordinate-wise addition is modulo 2. Therefore, Φ has the form:

∧
C∈Φ

f(xC + bC). (1.1)

The objective is to decide if Φ is satisfiable.

Similarly, one may define the optimization version of the problem as follows.

Definition 1.2.2. Given a k-ary boolean predicate f : {0, 1}k → {0, 1}, an instance Φ of

MAX k-CSP(f) consists of m boolean constraints on n variables x1, ..., xn. Each constraint

Ci, 1 ≤ i ≤ m, is supported on a k-tuple of variables. The k-tuple of variables in a constraint

C is denoted by xC and each constraint has the form f(xC + bC), where bC ∈ {0, 1}k and

the coordinate-wise addition is modulo 2.

The objective is to find the maximum fraction of simultaneously satisfiable constraints

i.e., uniformly pick a constraint from Φ and maximize the expectation:

E
C∈Φ

[f(xC + bC)] (1.2)

over the set of 0-1 assignments to the variables.

Note that a weighted MAX k-CSP(f) instance may have unequal non-negative weights on

the constraints i.e., the expectation in Definition 1.2.2 may be over a probability distribution

which is not the uniform distribution. Intuitively, this corresponds to replacing the set

of constraints by a multiset of constraints in the unweghted version. A MAX k-CSP(f)

instance is α-satisfiable, if the value of the objective is at least α. Note that a satisfiable

k-CSP(f) instance corresponds to a 1-satisfiable MAX k-CSP(f) instance. In more formal

terms, finding the optimal value for an instance Φ of MAX k-CSP(f) is our optimization

problem and determining the satisfiability of the instance Φ is a decision version of that

optimization problem.
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Definition 1.2.3. Given a predicate f : {0, 1}k → {0, 1}, we define the density of f as

ρ(f) :=
|f−1(1)|

2k
.

It is well known that a random 0-1 assignment to n variables achieves a value of ρ(f), in

expectation, for MAX k-CSP(f). Therefore, every MAX k-CSP(f) instance is ρ(f)-satisfiable.

This motivates the following definition of approximation resistance, which is due to H̊astad [54].

The definition is from the perspective of conditional hardness i.e., results proven using this

definition assume that P6=NP.

Definition 1.2.4. A predicate f : {0, 1}k → {0, 1} is said to be approximation resistant if for

an arbitrarily small constant ε > 0, it is NP-hard to distinguish instances of MAX k-CSP(f)

where a 1−ε fraction of constraints can be simultaneously satisfied from those where at most

ρ(f) + ε fraction of the constraints can be simultaneously satisfied.

One may naturally modify the above definition of approximation resistance so that no

computational conjectures are assumed but instead one explicitly restricts the computational

model itself. Optimization hierarchies provide but one example of such a model. Next, we

proceed to gently introduce one such hierarchy.

Definition 1.2.5. An n-dimensional convex polytope P ⊆ Rn is an intersection of a finite

number, say m, of half spaces of the form
∑n
i=1 aixi ≥ c.

A linear program (LP) provides a method of maximizing (or minimizing) a linear objective

function over a convex polytope. A canonical LP may be written as follows:

max
n∑
i=1

cixi s.t. ∀j ∈ [m],
∑
i∈[n]

aijxi ≥ bj , ∀i ∈ [n], xi ≥ 0,

where aij , bj , ci, xij ∈ R and [m] := {1, ...,m}.

A canonical integer program (IP) has the same strucutre as a canoncial LP above but all

variable values are restricted to be integers. In particular, the variables are restricted to 0

and 1 for the IPs in this thesis.
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Finding the optimal value of an integer program is NP-hard, It is possible to optimize

LPs in time polynomial in the number of variables [72], sometimes even when the number of

inequalities m is super-polynomial in n or even infinite. This feature makes LPs useful from

an optimization perspective.

Let us now take a concrete MAX k-CSP, say MAX 3-LIN.

Definition 1.2.6. An instance of MAX k-LIN is an instance of MAX k-CSP(f), where f :

{0, 1}k → {0, 1} maps to 1 if and only if the parity of its k arguments is even.

Therefore, an instance Φ of MAX 3-LIN consists of 3-ary boolean constraints. Each con-

straint C, also denoted as ⊕C , is a linear equation in F2 over its three arguments.

Our next goal is to see how LPs could potentially be useful in finding the optimum value

of any given instance Φ of MAX 3-LIN. To this end, we will first represent Φ by an IP.

For every triple of variables i, j and k in Φ, and every triple of boolean assignment

αi, αj and αk to the three variables, we define a 0-1 valued variable: x((i,j,k),(αi,αj ,αk)). The

intuition being that x((i,j,k),(αi,αj ,αk)) is 1 if and only if the triple on the left is assigned the

boolean values on the right in the IP solution. Similarly, one defines 0-1 valued variables

from binary tuples and singletons i.e., x((i,j),(αi,αj))
and x(i,αi)

. The above is the set of

variables in our IP for Φ .

Suppose a constraint ⊕C consists of variables x1, x2 and x3 and specifies that the parity

of the variables is even. Therefore,

⊕−1
C (1) := {000, 011, 101, 110}.

The contribution to the objective function from C is proportional to:

∑
α∈⊕−1

C
(1)

α∈{0,1}3

x((1,2,3),(α1,α2,α3)).

The entire objective function is simply the average over the individual contributions of each

6



constraint. This concludes our description of the objective function.

The only constraints in the IP are constraints which enforce that valid IP solutions encode

a valid assignment to variables. In other words, the constraints are consistency constraints

and are defined as follows. For any valid assignment a variable can take at most one value

0 or 1: x(i,0) + x(i,1) = 1. Similarly, if a pair of variables (i, j) is known to either take the

values (0, 1) or (0, 0) then variable i must be 0 i.e., x((i,j),(0,0)) + x((i,j),(0,1)) = x(i,0). For

the sake of the brevity, we state the final compact form of the IP obtained upon including

all such constraints in Table 1.1 [43, 27]. Note that SC denotes the set of variable indices

in constraint C, {0, 1}S denote the 0-1 assignments to the variables in S, and ◦ denotes

concatenation of bits, in Table 1.1.

max
1

m

∑
C∈Φ

∑
α∈⊕−1

C (1)

x(SC ,α)

s.t.
∑

bi∈{0,1}

x(S∪{i},β◦bi) = x(S,β) ∀S s.t. |S| ≤ 2, ∀i /∈ S, β ∈ {0, 1}S

x(∅,∅) = 1

x(S,β) ∈ {0, 1} ∀S s.t. |S| ≤ 3, ∀β ∈ {0, 1}S

Table 1.1: Integer Program for MAX 3-LIN instance Φ

It is now easy to obtain an LP from the above IP - we simply replace the curly braces in

the last set of constraints by square braces i.e., the variables may take values in the interval

[0, 1]. The obtained LP is known as the LP relaxation of the given IP.

A natural approach to finding the optimum for the MAX 3-LIN instance Φ would be to

efficiently find the LP optimum (FRAC) and then efficiently round the obtained fractional

solution to a 0-1 integer solution (ROUND). Of course, the rounded solutions may not always

be close to the actual optimum (OPT). However, if one can prove that the rounded solution

always remains within a factor α of the optimum then it yields an α-approximation algorithm3.

3. It could also be termed a 1
α -approximation algorithm, based on notation.
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Observe that a random assignment shows that achieving an approximation factor of ρ(f) is

easy and so one expects that the more involved LP rounding approach to perform better.

For example, an optimist would expect to prove that the MAX 3-LIN LP relaxation has a

rounding algorithm which gives a α-approximation, with α < 2. In order to prove this he

would have to upper bound the ratio: OPT
ROUND , with α.

Definition 1.2.7. The quantity FRAC
OPT is known as the integrality gap of the instance for the

given LP relaxation. The integrality gap of a LP relaxation for the problem is simply the

supremum of the integrality gaps over all instances of the problem.

Remark 1.2.8. The integrality gap is independent of the rounding algorithm itself and is

always at least 1, for MAX k-CSP(f).

Remark 1.2.9. In this thesis, we will usually specify the numerator and denominator of

the integrality gap separately. For example, instead of saying that the integrality gap of an

instance is FRAC
OPT , we will say that the integrality gap of an instance is FRAC vs. OPT or

even just (FRAC,OPT). Note that the latter is a more precise notion of integrality gap as it

identifies the gap location as well.

However, it is unreasonable to assume that the value of OPT is known a priori. The

analysis of a typical rounding algorithm proves an upper bound on FRAC
ROUND , which now stands

in lieu of the actual approximation factor OPT
ROUND . In fact, all known rounding algorithms

utilize this strategy in some way or other [27]. However, OPT ≥ ROUND implies that the

integrality gap of the LP relaxation is a lower bound on FRAC
ROUND . Therefore, from a pessimist’s

perspective, if one were to prove that the integrality gap is large then one has effectively

shown a bound against the approximation factor of all rounding algorithms based on the

particular LP relaxation at hand. In particular, for MAX 3-LIN, a lower bound would aim

to show that the integrality gap for the LP relaxation above is arbitrarily close to 2. In this

thesis most of the lower bounds are of the above flavour.
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At this point the reader may already have several questions in mind about the above

approach and we enumerate a few of them, which are in the direction of this thesis, below.

• First, is the above LP relaxation the one with the lowest integrality gap? The answer

would likely be negative, since one could enforce more consistency constraints via vari-

ables x(S,α), which are subscripted by four tuples or even r-tuples (r ≤ n), as opposed

to just three tuples. The addition of such extra constraints defines a natural hierarchy

of LP relaxations with non-increasing integrality gap. This hierarchy of LP relaxations

is precisely the hierarchy of Sherali-Adams (SA) LP relaxations for MAX 3-LIN, and the

tuple size r denotes the rank of the SA LP. We will define this hierarchy more formally

in the next chapter.

• Second, why stop at LP relaxations? LPs optimize a linear objective function over

constraints on real variables and one may think of SDPs as optimizing a bilinear ob-

jective function over vector valued variables, where the vectors exist in Rn. Therefore,

one could write down the basic SDP relxation for MAX 3-LIN and it would look very

similar to the above basic LP relaxation except that the variables would have to be

changed to vectors. In order to avoid an overload of definitions we defer the formal

details to the upcoming chapters. Analogous to the LP relaxation, one may find the

SDP optimum and devise rounding algorithms, which now map vectors in Rn to 0-1,

to compute the final integer solution.

• Third, one need not stop at basic SDPs. One could relax the IP instance through hier-

archies of SDPs, for example the Lasserre hierarchy, and analyze rounding algorithms

and integrality gaps for the same. The concept of rank in this SDP hierarchy is exactly

the same as that in SA hierarchy. We will explore this question for MAX k-CSP(f) in

the later chapters of this thesis.

We have now developed just enough context to be able to state, a little more formally,

a few results which help motivate the problems in this thesis. Of course, we provide a more
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detailed survey of results related to approximation resistance of MAX k-CSPs, optimization

hierarchies and their corresponding proof systems later in the thesis.

1.2.2 Some Positive Results

Perhaps the best motivation to study lower bound problems is to obtain evidence of existence

of non-trivial upper bounds in the framework. In our case, these upper bounds would

correspond to approximation algorithms, obtained via LP or SDP rounding, which have an

approximation factor bounded away from ρ(f).

In this direction Goeman’s and Williamson [45] (see also H̊astad [54]) showed the following

theorem.

Theorem 1.2.10. Any MAX k-CSP with k = 2 is not approximation resistant.

However, in this thesis, we are usually going to be concerned with predicates of large

arity. Hast [51] showed that non-trivial non-approximation resistant predicates with large

arity do exist.

Theorem 1.2.11. Any boolean predicate with arity 2k + 1 which has at most 2k accepting

assignments is not approximation resistant.

He also gave a non-trivial approximation algorithm for all MAX k-CSPs in [50], using

SDP rounding.

Theorem 1.2.12. Any MAX k-CSP instance, can be approximated within a factor Ω( k
log k ·

1
2k

).

For predicates with ρ(f) = o( k
log k ·

1
2k

), Hast’s algorithm beats the trivial random as-

signment bound. Charikar et al. [23] improved the above result to obtain the following

bound.

Theorem 1.2.13. Any MAX k-CSP instance, can be approximated within a factor ck
2k

, where

c is an absolute constant (c > 0.44).

10



For predicates with arity three, Zwick [101] has obtained a complete list of optimum

approximation factors, assuming P 6=NP. For predicates with arity four, Hast [52] has suc-

cessfully classified 79 predicates, via a mix of computer enumeration and reductions from

the PCP theorem, as approximation resistant and 275 as not resistant.

Finally, we end this discussion on positive results, with a recent result about MAX 2-CSPs.

Although, it is about arity two predicates, it provides an illustration of the strength of SDP

rounding algorithms. Given a MAX 2-CSP instance Φ, one can define a constraint graph

G by mapping the variables to vertices and constraints to edges. Very recently, Barak et

al. [13] (also [48]) used the Lasserre SDP relaxations to optimally solve certain instances of

MAX 2-LINs. Their result is more general but we state a simplified version below.

Theorem 1.2.14. Given a MAX 2-LIN instance Φ, let rτ denote the number of eigenvalues

greater than τ for the normalized adjacency matrix of the constraint graph of Φ. There exists

a constant c such that for every ε > 0 and r ≥ rτ
εc , the optimal value of the objective function

for the rth level Lasserre relaxation of Φ is within ε of the the optimal value of Φ. Moreover,

there is a polynomial time rounding algorithm that finds the assignment corresponding to the

approximate optimum given the Lasserre SDP solution.

Such results have motivated lower bounds for MAX k-CSPs. In particular, they motivate

the question of characterizing which predicates are approximation resistant [54]. A full

characterization of approximation resistant predicates would also give optimal integrality

gaps in the Lasserre SDP hierarchy via techniques due to Tulsiani [96]. However, such a

characterization has remained elusive so far. Therefore, research in lower bounds takes two

(seemingly) different directions.

First, one could try to obtain stronger and stronger integrality gap results for various

optimization hierarchies. Integrality gap results against LP relaxations of MAX k-CSPs have

been a little more successful [88, 24, 34] and some of the SDP integrality gaps have built upon

their techniques [87, 19]. However, as far as MAX k-CSP(f) is concerned, the only predicates

11



for which many lower bounds are known in SDP hierarchies are the linear predicates4. A

linear predicate, L : {0, 1}k → {0, 1}, is just a k-ary boolean predicate such that L−1(1) is a

translate of some linear space in Fk2 .

Second, one could assume stronger computational conjectures than just P 6=NP. For ex-

ample, assuming Khot’s Unique Games Conjecture (UGC) [59], Austrin and Mossel [11] were

able to show that a large class of predicates5 are approximation resistant. Also, Austrin and

Khot [10] obtained a (rather technical) characterization of approximation resistance, for even

predicates on partite instances, assuming the UGC. A recent result of Raghavendra [80] has

shown that progress in the above two approaches is complimentary. We will survey the above

lower bounds in subsequent chapters.

To summarize, very few upper bounds i.e., algorithms, are known for any class of pred-

icates and our knowledge of lower bounds is also far from satisfactory, except for the case

of linear predicates. In this thesis we aim to show lower bounds, both conditional and un-

conditional, and find approximation algorithms, for MAX k-CSP(f), for non-linear boolean

predicates.

1.3 An Overview of the Results

Given a k-ary boolean predicate f , one of our main goals is to investigate whether there exist

efficient and non-trivial approximation algorithms for MAX k-CSP(f) that can achieve an

approximation factor better than ρ(f). In other words, when is f “approximation resistant”

(in a colloquial sense). Hence, it is natural to ask the following high level questions:

• The hardness preserving reductions: For which predicates f is it NP-hard to distin-

guish between 1−o(1) satsifiable instances of MAX k-CSP(f) and ρ(f)+o(1) satisfiable

4. Other lower bounds are known for predicates like OR i.e., 3-SAT. However, these lower bounds follow
from the ones for linear predicates. This is essentially because the set of accepting assignments of such
predicates subsumes that of a hard linear predicate (see for example [53, 86, 55]).

5. In fact, the pairwise uniform predicates discussed in Chapter 3.
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instances of MAX k-CSP(f)? In other words, which predicates are approximation re-

sistant.

• The integrality gap constructions: For which predicates f does there exist an integrality

gap of 1−o(1) vs ρ(f)+o(1) for MAX k-CSP(f) in some strong optimization hierarchy?6

In other words, which predicates are “approximation resistant” in the context of some

strong optimization hierarchy.

This thesis makes modest progress in answering the above mentioned meta-questions.

Next, we give a brief overview of each chapter in this thesis.

Chapter 2, provides a basic survey of optimization hierarchies, related proof systems, and

hardness reductions, all with a special focus on k-CSPs - our problem of interest.

Chapter 3, shows that k-CSPs on pairwise uniform predicates, a large class of boolean

predicates which subsumes the class of linear predicates, are approximation resistant in the

context of LS+ hierarchy. In particular, we show that the semidefinite relaxations of Lovász

and Schrijver for such MAX k-CSPs have an integrality gap of 1 vs ρ(f) + o(1), thereby

precluding efficient rounding algorithms for such predicates based on the LS+ hierarchy.

The techniques used in this chapter build upon the traditional techniques, like expansion

correction and constructions of locally consistent measures, which had not yet been used

together for the LS+ hierarchy. They may hold some promise in constructing integrality

gaps for the Lasserre hierarchy.7

Chapter 4, studies a weaker and more general notion of approximation resistance, which

was introduced by H̊astad [54], and is known as somewhat approximation resistance. Our

inability to show NP-completeness reductions or even large integrality gaps for all hard

predicates prompts the question, whether we can show any non-trivial hardness reductions

and integrality gaps. This chapter answers this question in the affirmative and builds upon

6. Such a dichotomy result for (exactly) 1 vs ρ(f) + o(1) gaps may look different (based on the model).
But such stronger lower bounds would remain relevant from an approximation resistance perspective.

7. A version of the results in Chapter 3 will appear in the 28th IEEE Conference on Computational
Complexity, Palo Alto, California, June 5-7, 2013 as [98].
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the work of H̊astad [54] to give a characterization of hard and easy predicates with respect to

this weaker notion of approximation resistance. The techniques in this chapter rely mainly

on Fourier analysis on the boolean hypercube and basic facts from linear algebra and coding

theory.8

Chapter 5, studies a stronger notion of approximation resistance, which was not explicitly

studied before and which we call strong approximation resistance. We say that a predicate f is

strongly approximation resistant if given an almost satisfiable k-CSP(f) instance, an efficient

algorithm can not output any assignment to variables, which would satisfy a fraction of

constraints outside the range [ρ(f)−Ω(1), ρ(f)+Ω(1)]. In other words, an efficient algorithm

can not do anything clever, other than essentially outputting a random assignment. We are

able to characterize all predicates as hard or easy in this stronger notion of approximation

resistance. However, the characterization is not as clean as in Chapter 4. The techniques

in this chapter are also very different from those in Chapter 4, and rely on real analysis as

opposed to analysis over the boolean cube.9

Chapter 6, studies the idea of using more general lift operations than those used in the

traditional Lovász-Schrijver and Sherali-Adams hierarchies. We show that the hierarchies,

known as LS∗ and SA∗, are potentially more powerful than the traditional hierarchies if the

intial linear relaxation has some inequalities with many variables. However, if each inequality

in the initial linear relaxation has only constantly many variables, as in the case of k-CSPs,

then the integrality gaps and rank lower bounds for SA hierarchy can be extended to show

similar, albeit slightly weaker, integrality gaps for these hierarchies, as well.10

Finally, Chapter 7 discusses open problems beyond those discussed at the end of the

previous chapters.

8. A version of the results in Chapter 4 is available at [62].

9. A version of the results in Chapter 5 has been submitted for publication as [63].

10. A version of the results in Chapter 6 is available at [99].
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CHAPTER 2

A SURVEY OF BASIC RESULTS

In this chapter we survey known lower bounds for showing approximation resistance in

k-CSPs. As mentioned before, the lower bounds are studied in two settings:

• The integrality gap constructions, which rely explicitly on the properties of the hierar-

chy under consideration.

• The hardness preserving reductions, which assume complexity theoretic conjectures like

P6=NP or the Unique Games Conjecture.

First, we will begin with the basic definitions for optimization hierarchies as these will be

required in both sections.

2.1 Optimization Hierarchies

Linear Programming Hierarchies

We will first define the LP hierarchies, as they are simpler and the definitions will already

capture most of the basic conceptual ideas. The interested reader is referred to the books [72,

20] for basics of convex polytopes, LPs and SDPs, and to the surveys [27, 97, 47, 67] for

details about optimization hierarchies, which go beyond this thesis.

Suppose P is a polytope in [0, 1]n and Q is a polytope in [0, 1]n+N , where n,N ∈ N. Any

point in Q has the form (x, y), where x ∈ Rn and y ∈ RN . The polytope Q is called the lift

or extension of P if for every x ∈ P there exists a point (x, y) ∈ Q and conversely, for every

(x, y) ∈ Q there exists an x ∈ P . On the other hand, P is called the projection of Q. Note

that given a facet representation of Q, one may obtain a facet representation of P by taking

convex combinations of the (n + N)-dimensional facet defining inequalities of Q to obtain

the n-dimensional facet defining inequalities of P , wherein the coefficients of all y variables
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are zero. This process is also known as Fourier-Motzkin elimination [72]. We will refer to

inequalities in dimension (n+N) as lifted inequalities.

The potential advantage in the above exercise is that the number of facets of Q could

be significantly lower than that of P , even though the dimension of Q may be larger [70].

Sometimes such trade-offs may be quite advantageous and an interesting aside is: Does there

exist a “nice” Q for a given P [100, 40].

Partially motivated by the above question, Lovász and Schrijver [70] defined a hierarchy

of polytopes. The base level of the hierarchy consists of a polytope P0, obtained via the

LP relaxation of some 0-1 IP. Each successive polytope in the sequence P0 ⊇ P1... ⊇ Pn, is

defined by a lift and project operation. We give the formal definition below1 (see also [97]).

Definition 2.1.1. Let P0 ⊆ [0, 1]n be a polytope. Given a polytope Pr obtained after r steps,

also called rounds, of LS lift and project, inductively define Pr+1 as the polytope bounded by

a set of linear inequalities {h(r+1)(x) ≥ 0}, such that each linear form h(r+1)(x) can be

expressed as:

∑
i∈[n]

ci · xi · h(r,i)(x) +
∑
i∈[n]

c′i · (1− xi) · h
′
(r,i)(x) +

∑
i∈[n]

di · (x2
i − xi), (2.1)

where ∀i ∈ [n], h(r,i)(x) ≥ 0 and h′
(r,i)

(x) ≥ 0 are linear inequalities valid for Pr, ∀i ∈

[n], ci, c
′
i ∈ R+ and ∀i ∈ [n], di ∈ R.

The parameter r is the LS rank of the polytope Pr.

Note that if a polytope Pr has finitely many facets then so does the polytope Pr+1,

since only the facet defining inequalities of Pr can be used to define any new facets of

Pr+1 [70, 97]. Lovász and Schrijver proved that the above sequence of polytopes is well-

defined for every linear relaxation P0. Moreover, they showed that the above sequence

converges in the following sense.

1. See Definition 3.4.1 for another equivalent characterization of the LS hierarchies.
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Lemma 2.1.2. The sequence of polytopes Pr, converges monotonically to the integer polytope

of P0 i.e., the polytope which corresponds to the convex hull of feasible solutions of the IP

for P0. Moreover, the convergence takes at most n steps.

Observe that the integrality gap, with respect to the objective function of the original

IP, of each successive Pr is non-increasing. Furthermore, Lovász and Schrijver [70] showed

that it is possible to optimize the LP over an intermediate polytope Pr in time nO(r). The

last two facts make the hierarchy very useful from an algorithms perspective.

Intuitively, the LS hierarchy takes inequalities in n-dimensions, lifts them to (n +
(n

2

)
)-

dimensions and then projects them back to n dimensions. This process is repeated r times

to generate the rank r polytope. The intermediate polytopes of LS hierarchy do not have

a general explicit characterization, which sometimes makes the hierarchy difficult to work

with. It is natural to wonder if there is a lift and project hierarchy where the intermediate

polytopes have a more explicit characterization. For example, can one can avoid the alternate

lift and project steps i.e., have one lift step to a much higher dimension, and then one project

step, if necessary. This is precisely the Sherali-Adams (SA) hierarchy [90] (see also [67, 27]),

which we proceed to define below.

First, we fix some notation. Let Sn(R) be the ring of multilinear polynomials over reals i.e.

Sn(R) is obtained by quotienting R[x1, ..., xn] with {x2
i − xi : i ∈ [n]}. Given a polynomial

in R[x1, ..., xn], we multilinearize it by quotienting with {x2
i − xi : i ∈ [n]}. For index sets

I, J ⊆ [n], denote by SI,J the multilinear polynomial corresponding to
∏
i∈I xi

∏
j∈J (1−xj).

Our definition for SA hierarchy below closely follows the one in Section 3.2 of [67] (see

also [90, 24]).

Definition 2.1.3. Given a polytope P0 ⊆ [0, 1]n. Let Fr be the set of multilinearized poly-

nomials corresponding to {h(x) · SI,J (x)}, for every valid linear inequality h(x) ≥ 0 in P0

and all SI,J with |I ∪ J | ≤ r.

For every K ⊆ [n], |K| ≤ r, and monomial
∏
i∈K xi, define a new real variable xK

i.e., the lifted variable corresponding to the monomial. For each formal polynomial g ∈ Fr,
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replace the monomial
∏
i∈K xi by the lifted variable xK to obtain the lifted (linear) inequality

g ≥ 0. Let Pr denote the polytope formed by the intersection of all lifted inequalities g ≥ 0.

Pr is the rank r SA polytope of P0.

The above definition implies a natural sequence of polytopes P0, P1, ..., Pr with each

successive member having more inequalities. Like the LS hierarchy, the SA hierarchy is

sound and complete [67].

In fact, one can optimize any linear objective function over the rank r SA polytope Pr

in time nO(r) by simply solving the LP over the polytope of facet defining inequalities from

Definition 2.1.3 [67].

Moreover, Laurent [67] also shows the following statement.

Lemma 2.1.4. The rank r SA polytope, after projection to Rn, is a subset of the rank r LS

polytope for all r i.e., the SA hierarchy converges faster to the integer polytope than the LS

hierarchy.

Remark 2.1.5 (cf. [47]). The SA hierarchy generates its polytope in a single step and so

we refer to it as a static hierarchy. The LS hierarchy generates its polytopes in an orderly

sequence of steps and so we refer to it as a dynamic hierarchy.

We now return to the example of our MAX 3-LIN instance Φ. Recall that, from the

discussion in Chapter 1, our initial set of IP variables are of the form {x(i,bi)
: i ∈ [n], bi ∈

{0, 1}} i.e., each variable is indexed by a pair (i, bi). Intuitively, variable x(i,1) is supposed

to be 1 in the IP assignment if the variable xi in the optimal assignment for Φ is supposed

to be 1. Note that the IP requires variables indexed by three pairs just to write down the

objective function explicitly. Otherwise, we could start with just the set of 2n variables

above. By Definition 2.1.3, the lifted variables for rank r SA relaxation would be indexed

by sets of pairs such that the set has cardinality at most r.

Let SC denote the set of variable indices in constraint C, {0, 1}S denote the 0-1 as-

signments to the variables in S, and ◦ denote concatenation of bits. The final form of the
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rank r SA LP relaxation for the MAX 3-LIN IP (Table 1.1), is given in Table 2.1 [43] (see

also [19, 27]).

max
1

m

∑
C∈Φ

∑
α∈⊕−1

C (1)

x(SC ,α)

s.t.
∑

bi∈{0,1}

x(S∪{i},β◦bi) = x(S,β) ∀S s.t. |S| < r, ∀i /∈ S, β ∈ {0, 1}S

x(∅,∅) = 1

x(S,β) ≥ 0 ∀S s.t. |S| ≤ r, ∀β ∈ {0, 1}S

Table 2.1: Rank r SA LP for MAX 3-LIN instance Φ

Semidefinite Programming Hierarchies

Recall that the LS hierarchy performs repeated lift and project steps. In the lift step an

inequality on variables in Rn is converted to a lifted inequality on variables in Rn+(n2).

One natural way to strengthen the LS hierarchy is to require that the matrix formed by all

n+
(n

2

)
variables, obtained after any lift step, is positive semidefinite. Any symmetric positive

semidefinite matrix M in Rn×n can be decomposed into a sum of the form:
∑
i uiu

T
i , where

ui are (column) vectors in Rn. Moreover, every symmetric matrix M naturally corresponds

to a quadratic form xMxT , where x denotes the variables. The above decomposition implies

that any quadratic form arising from a positive semidefinite matrix can be expressed as a sum

of squares of linear forms. The above facts motivated, in [70], the following strengthening of

the LS hierarchy to the LS+ SDP hierarchy [70, 97, 33].

Definition 2.1.6. Let P0 ⊆ [0, 1]n be a polytope. Given a polytope P+
r obtained after r steps,

also called rounds, of LS+ lift and project, inductively define P+
r+1 as the polytope bounded

by a set of linear inequalities {h(r+1)(x) ≥ 0}, such that each linear form h(r+1)(x) can be
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expressed as:

∑
i∈[n]

ci · xi · h(r,i)(x) +
∑
i∈[n]

c′i · (1− xi) · h
′
(r,i)(x) +

∑
i∈[n]

di · (x2
i − xi) + Ξ(x), (2.2)

where ∀i ∈ [n], h(r,i)(x) ≥ 0 and h′
(r,i)

(x) ≥ 0 are linear inequalities valid for P+
r , ∀i ∈

[n], ci, c
′
i ∈ R+, ∀i ∈ [n], di ∈ R and Ξ(x) is any sum of squares of linear forms.

The parameter r is the LS+ rank of the polytope P+
r .

Like LS, one can efficiently optimize over the intermediate polytopes in the LS+ hierarchy

as well [70]. Moreover, the following lemma is true by the defintions of LS and LS+.

Lemma 2.1.7. Let Pr denote the rank r polytope obtained after LS lift and project and P+
r

denote the rank r polytope obtained after LS+ lift and project.Then P+
r ⊆ Pr i.e. the LS+

hierarchy converges, to the integer polytope, faster than LS.

We will prove lower bounds for a very general class of predicates, for the LS+ hierarchy,

in this thesis. Several integrality gaps are known for the LS and LS+ hierarchies. In fact,

the program of showing integrality gaps for LP relaxations started with the paper of Arora,

Bollobas and Lovász [4], which showed optimal integrality gaps for the Minimum Vertex Cover

problem for the LS LP with rank log n. Their result was improved by Schoenebeck et al. [88],

for larger rank LS LPs. The survey [27], contains references for many such integrality gap

results for optimization problems on graphs. We will survey such results for MAX k-CSPs

and k-CSPs once we introduce the relevant notions of LS, LS+ and SA as proof systems, in

the next subsection.

A natural generalization of the SA LP hierarchy is the mixed hierarchy, introduced by

Raghavendra [80]. As the name suggests, this hierarchy mixes the LS+ SDP hierarchy with

the SA LP hierarchy. The rank r polytope for the mixed hierarchy has all constraints in the

rank r SA LP and also has the SDP constraint from the rank 1 LS+ SDP. A surprising result

by Raghavendra [80] shows that integrality gaps for MAX k-CSPs in the mixed hierarchy are
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equivalent to conditional hardness results (modulo the Unique Games Conjecture). We will

discuss this result with the other lower bounds in the conditional setting.

2.1.1 Proof Systems from Hierarchies

A Brief Review of Proof Complexity

As mentioned earlier, LS and other similar procedures can also be thought of as proof

systems [79]. Proof complexity is a large area and the following is a very brief refresher. We

refer the reader to the book [65] and the survey [89] for more details.

Let F denote the set of propositional formulae over a countably infinite set of variables

and a bounded set of logical connectives like ∧,∨,=⇒ and ¬.

Definition 2.1.8. A propositional proof system, is a polynomial time computable function

P : F × {0, 1}∗ → {0, 1} such that:

• Completness: For every propositional tautology Φ, there is a proof π ∈ {0, 1}∗ with

P(Φ, π) = 1, and

• Soundness: For every non-tautology Φ and every π ∈ {0, 1}∗, P(Φ, π) = 0.

For P(Φ, π) = 1, π is called the P-proof of tautology Φ. We let |π| i.e., the length of

string π, denote the size of the proof.

Definition 2.1.9. A propositional proof system P is polynomially bounded if there exists a

constant K, such that for every tautology Φ, there exists a P-proof π with |π| ≤ K|Φ|K .

Next, we define a very general class of proof systems which captures the structure of

most textbook proof systems. Our definition closely follows Segerlind [89].

Definition 2.1.10. A Frege system is any sound and implicationally complete axiomatic

proof system.

An axiomatic proof system has two parts:
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• A finite set of propositional tautologies called axioms.

• A finite set of inference rules of the form F1,..,Fl
F0

, where Fi are propositional formulae.

A derivation or proof of a propositional formula Φ in an axiomatic proof system is a sequence

of formulae Φ1Φ2...ΦS−1Φ such that each Φi is either an axiom or is obtained from a previous

tuple of Φis by substitution into the finite set of inference rules.

An axiomatic proof system is called implicationally complete if there exists a derivation

of Φ from Φ1, ...,Φl′ whenever Φ1, ...,Φl′ semantically imply Φ.

Cook and Reckhow [30] showed the following two statements.

Theorem 2.1.11. There exists a polynomially bounded Frege system if and only if all Frege

systems are polynomially bounded.

Theorem 2.1.12. NP=co-NP if and only if there exists a polynomially bounded propositional

proof system.

The last two statements lead to the natural questions of showing that Frege systems are

not polynomially bounded and ultimately that NP6=co-NP (and so P6=NP).

Our main interest will be in much weaker models of computation but what is important

to us is the axiomatic strucutre of the derivations in the above proof systems. Any Frege

proof can be viewed as having a natural directed acyclic graph (DAG) structure. Each node

in the DAG represents an intermediate formula in the proof. If a formula Φ0 is derived from

Φ1, ...,Φl, using some inference rule, then one places an edge from each of Φ1, ...,Φl to Φ0.

The size of a proof is the number of nodes in the DAG, equivalently called the number of

lines in the proof.

In the case of weak proof systems, like Resolution and LS, the proof lines are not expres-

sive enough to encode arbitrary propositional formulae. Therefore, for such systems, any

given tautology is negated and then expressed in CNF or some other convenient encoding (a

polytope without integer points for LS). A proof is then a valid refutation ending with the

empty clause (Resolution) or the empty polytope (LS).
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Resolution

Resolution is one of the simplest proof systems and yet it is general enough to serve as a

good source for illustration. It has only propositional clauses i.e., disjunctions of literals, for

lines and a valid refutation uses the inference rules:

C1 ∨ ¬x x ∨ C2

C1 ∨ C2
,

C1

C1 ∨ C2
,

where C1 and C2 are arbitrary clauses, to derive the empty clause.

Definition 2.1.13. The size (S(π)) of a refutation π is the number of distinct clauses in the

refutation. The width (w(π)) of a refutation π is the maximum over the number of variables

in each clause of the refutation.

Several exponential size lower bounds are now known for Resolution [49, 15, 28, 18].

Ben-Sasson and Wigderson [18] related size and width as follows:

w(π) ≤ w0 +
√
n logS(π),

where w0 is the maximum of the width of the axioms and n is the number of variables in the

axioms. Therefore, lower bounding the width of a refutation also lower bounds the size. This

seemingly simple idea has surprisingly many uses for lower bounds in many proof systems.

Definition 2.1.14. A random instance Φ of 3-SAT is generated as follows. A clause C is

generated randomly by uniformly selecting a set of three variables from the set of n vari-

ables. Each selected variable xi ∈ C is then negated with probability 1/2. The process is

independently repeated m, m = ∆n, times to obtain Φ. ∆ is the density of Φ.

It is known that such random formulae are unsatisfiable, with high probablitity, when

the density is a large enough constant [28]. Using the size-width trade-off, Ben-Sasson and

Wigderson [18] (cf. [15]) proved several lower bounds for Resolution. We state one version

of their theorem for 3-SAT below.
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Theorem 2.1.15. For ε ∈ [0, 1/2], if ∆ = n1/2−ε, then any Resolution refutation of a

random instance Φ of 3-SAT requires size at least exp(Ω(∆
−4
1−ε ·n)), with probability 1− o(1)

over the choice of Φ.

Proof Systems from Hierarchies

In this subsection our main aim is to introduce two proof systems which correspond to the

LS and SA hierarchies. A good survey in the area is [47], which amply illustrates the power

of more general versions of these proof systems, when size is the complexity measure under

consideration. In this thesis we do not prove any size bounds, in fact we concentrate mostly

on integrality gaps. This is simply because size lower bounds are far more general than rank

lower bounds - they work against any algorithm manipulating inequalities as opposed to

any rounding algorithm for a fixed set of LP or SDP relaxations. In fact, exponential size

lower bounds formally imply rank lower bounds. This generality has led to the situation

that no exponential size lower bounds are known for any lift and project based proof system,

even LS2. However, there are some interesting connections between the integrality gaps for

optimization hierarchies and their corresponding proof systems and we survey some of them

below.

We will now introduce the LS and SA proof systems and illustrate their working. Con-

sider an unsatisfiable instance Φ of 3-LIN. Every constraint of Φ can be translated into a

conjunction of four clauses. Let C be one such clause, say ¬x1∨x2∨x3. We can encode such

a C as the linear inequality 1−x1+x2+x3 ≥ 1. Observe that every satisfying 0-1 assignment

of C also satisfies the above inequality and vice versa. We can apply the above translation to

encode the entire 3-LIN instance Φ as a polytope. In general, the LS and SA proof systems,

will start with such a polytope and derive new inequalities. A valid refutation will derive

the empty polytope. We now give the definitions of LS and LS+ proof systems [47].

2. Exponential size lower bounds are known for cutting planes [78]. Some exponential size lower bounds
are known for static proof systems like SA [77] but the measure of size here is much more closely related to
the notion of rank than the usual notion of size for proof systems.
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Definition 2.1.16. Given a set P of linear inequalities on the variables {x1, ..., xn} and

axioms {x2
i − xi = 0 : i ∈ [n]}, we have the following inference rules for a LS refutation:

1. p≥0
p·q≥0 , where deg(pq) ≤ 2 and q ∈ {xi, 1− xi : i ∈ [n]}.

2. p≥0 q≥0
αp+βq≥0 , for α, β ∈ R+.

A valid refutation of P must obtain the contradiction −1 ≥ 0.

Definition 2.1.17. Given a set P of linear inequalities on the variables {x1, ..., xn} and

axioms {x2
i − xi = 0 : i ∈ [n]}, we have the following inference rules for a LS+ refutation:

1. p≥0
p·q≥0 , where deg(pq) ≤ 2 and q ∈ {xi, 1− xi : i ∈ [n]}.

2. p≥0 q≥0
αp+βq≥0 , for α, β ∈ R+.

3. `2 ≥ 0, where ` is any degree 1 linear form.

A valid refutation of P must obtain the contradiction −1 ≥ 0.

The LS rank of a given refutation was defined by [47] as the maximum number of appli-

cations of the first inference rule along any path to the empty polytope, in the given proof

DAG. For an unsatisfiable k-CSP instance, the LS refutation rank is defined as the minimum

over the ranks of all LS refutations. The above definitions naturally extend to the LS+ proof

system rank also [47]. Motivated by the SA hierarchy, Definition 2.1.3, one may define the

SA proof system [47].

Definition 2.1.18. Given a set P of linear inequalities on the variables {x1, ..., xn} and

axioms {x2
i −xi = 0 : i ∈ [n]}, a valid SA refutation consists of a positive linear combination

of the polynomials ϕI,J ,

ϕI,J = sI,J ·
∏
i∈I

xi
∏
j∈J

(1− xj),
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where I and J are multisets of variable indices and sI,J ≥ 0 is an initial inequality. A valid

refutation is obtained by deriving

∑
l

αl · ϕIl,Jl = − 1 (2.3)

where each αl ∈ R+.

Similarly, static-LS+ corresponds to the LS+ proof system and may be formally defined

as follows [47].

Definition 2.1.19. Given a set P of linear inequalities on the variables {x1, ..., xn} and

axioms {x2
i − xi = 0 : i ∈ [n]}, a valid static-LS+ refutation consists of a positive linear

combination of the polynomials ϕI,J ,

ϕI,J = sI,J ·
∏
i∈I

xi
∏
j∈J

(1− xj),

where I and J are multisets of variable indices and sI,J ≥ 0 is an initial inequality or sI,J

is the square of some linear form. A valid refutation is obtained by deriving

∑
l

αl · ϕIl,Jl = − 1 (2.4)

where each αl ∈ R+.

The degree of a SA refutation is defined as the maximum of the degrees among the ϕI,J s.

The multilinear degree of a SA refutation is the maximum of the degrees among ϕI,J s, where

each ϕI,J is first quotiented with {x2
i − xi : i ∈ [n]}. Since we our main interest in SA

refutations is for lower bound purposes and since the multilinear degree of a SA refutation

is no larger than the degree, we think of the refutation as positive linear combination of

multilinear polynomials. Therefore, the SA rank of a given SA refutation, is defined to be

the multilinear degree of the refutation. We define the degree and the rank of a static-LS+
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refutation in a similar manner.

Note that the SA proof system is the static version of LS proof system and static-LS+ is

the static version of the LS+ proof system 3.

Remark 2.1.20. The refutation rank of an unsatisfiable boolean formula for each of the

above proof systems coincides with the rank of the empty polytope i.e., −1 ≥ 0, in the

respective hierarchy.

Several lower bounds are known for the ranks of LS, SA, and LS+ refutations of k-CSPs [47,

32, 64, 21, 1, 88]. Next we will give a short tour of the most relevant ones.

Remark 2.1.21 (cf. [97, 27]). Each of these lower bounds constructs an obstruction to a low

rank refutation. In each case the obstruction also corresponds to an optimal integrality gap of

1 vs. ρ(f) + o(1), for the corresponding LP or SDP hierarchy relaxation of MAX k-CSP(f).4

Definition 2.1.22. A random instance Φ of k-CSP(f) is generated as follows. A constraint

C is generated randomly by uniformly selecting a set of k tuple of variables xC from the set

of n variables. For a uniformly random choice of bC ∈ {0, 1}k, the constraint f(xC + bC)

is added to the instance. The process is independently repeated m, m = ∆n, times to obtain

Φ. ∆ is known as the density of Φ.

It is known that such random formulae are unsatisfiable, with high probablitity, when

the density is a large enough constant (see for example [86]). For k-LIN, the following result

is due to Buresh-Oppenheim et al. [21].

Theorem 2.1.23. For k ≥ 5, and a large enough constant ∆, a random instance Φ of k-LIN,

on n variables and m = ∆n constraints, has LS+ rank Ω(n), with probability 1 − o(1) over

the choice of Φ.

3. Formally, SA may not even be a proof system since even a simple verification of validity of the certificate
may require exponential time [47]. But for lower bound purposes these systems are no less interesting.

4. For hierarchies like LS and LS+ it is not always possible to explicitly write the objective function for
MAX k-CSPs. The notion of integrality gaps then corresponds to the underlying polytope not being empty
even after many rounds of LP or SDP relaxation [1, 87, 21].
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Buresh-Oppenheim et al. [21] also showed a similar bound for Tseitin graph tautologies

over expanding graphs and k-SAT, for k ≥ 5. The paper [21] was the first to introduce a

prover-adversary game for lower bounding the rank of LS and LS+ derivations. We use a

modification of their technique, due to [87], in a subsequent chapter. The proof in [21] did

not work for 3-SAT, for some technical reasons, they needed expansion bounded away from

2 for their proofs to work. Alekhnovich, Arora and Tourlakis [1] overcame this difficulty and

showed a linear lower bound on the rank of LS+ refutations for 3-SAT.

Theorem 2.1.24. For a large enough constant ∆, a random instance Φ of 3-SAT, on n

variables and m = ∆n constraints, has LS+ rank Ω(n), with probability 1 − o(1) over the

choice of Φ.

The paper [1] also shows optimum integrality gaps for the combinatorial optimization

problems Hypergraph Vertex Cover (for 3 uniform hypergraphs) and Minimum Set Cover, in

the LS+ hierarchy. To overcome the difficulties in [21], [1] introduced the notion of “expansion

correction” to the area. We will visit this idea in a subsequent chapter. Following upon the

work of [1], Schoenebeck et al. [87] showed the following lower bound of Ω(n) on the LS+

rank of 3-LIN. They explicitly construct the semidefinite matrices which are the obstruction

to a low rank LS+ refutation.

Theorem 2.1.25. For a large enough constant ∆, a random instance Φ of 3-LIN, on n

variables and m = ∆n constraints, has LS+ rank Ω(n), with probability 1 − o(1) over the

choice of Φ.

For the SA hierarchy one of the simplest lower bounds if for the Pigeon-Hole Principle

(PHPn+1
n ). PHPn+1

n is the negation of the tautology which states that n + 1 pigeons

can not be mapped to n holes. There are several weaker versions of this principle also.

For example, onto-PHP, functional-PHP and so on. Each of these versions is well studied

in proof complexity. The survey [83] provides more details on their importance for lower
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bounds in proof complexity. PHPn+1
n can be encoded via a polytope with no integer points,

which may be formally defined as follows [21].

Definition 2.1.26. For m > n, define the LPHPmn polytope as a linear encoding of the

PHPmn principle by the set of linear inequalities:

Qi :=
∑
j∈[n]

xij − 1 ≥ 0, (∀i ∈ [m]). (2.5)

Qjk,i := 1− xji − xki ≥ 0, (∀j 6= k, j, k ∈ [m], i ∈ [n]) (2.6)

The L in LPHP stands for Linear (inequalities). In the integer solution variable xij is

1 if and only if “pigeon i maps to hole j”. Hence, the integer polytope for LPHPn+1
n is

empty. Dantchev et al. [32] showed the following lower bound for the LPHPn+1
n polytope.

Theorem 2.1.27. Any SA refutation of LPHPn+1
n has rank n− 1.

As far as unsatisfiable k-CSPs are concerned, the result of Benabbas et al. [19] shows

lower bounds for a large class of predicates for the SA hierarchy. We discuss their bounds in

the next subsection together with other lower bounds for the SA hierarchy.

As mentioned before, we know of no exponential size lower bounds for dynamic proof

systems like LS and LS+. However, there is a definition of size, closely related to rank, for

static proof systems [47] and here we do know of exponential lower bounds [47, 64].

Definition 2.1.28. The size of a SA refutation is defined as the number of summands in

Equation 2.3. Similarly, the size of a static-LS+ refutation is defined as the number of

summands in Equation 2.4

Observe that if the number of summands, in Equation 2.3, is exponential in n then the

(multilinear) degree grows (almost) linearly. Hence exponential lower bounds on static size

implies a (almost) linear lower bound on the rank of the static proof.

Definition 2.1.29. Let G = (V,E) be an undirected graph. Let V ′ ⊆ V . For every edge

e ∈ E associate a boolean variable xe. The negation of Tseitin tautologies on G state that:
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• For every vertex v ∈ V ′, the parity of boolean variables associated with edges incident

to v is odd.

• For every vertex v ∈ V \V ′, the parity of boolean variables associated with edges incident

to v is even.

The above is a contradiction when |V ′| is odd.

Given a undirected graph G = (V,E), let N(X) denote the neighbours of a set of vertices

X. Define ∂X := {v ∈ G \X : |N(v) ∩X| = 1}.

Definition 2.1.30. Supose G = (V,E) is a connected undirected graph, with maximum

degree d. We say that G is (r, d, e)-expanding, if for any set X of vertices, |X| ≤ r, |∂X| ≥

e · |X|.

Theorem 2.1.31 ([64]). Any static-LS+ refutation of Tseitin tautologies on a d-regular

(r, d, e)-expander G with n vertices, r = n/2, d constant and e > 2, has size exp(Ω(n)).

Yet another weaker measure of size, for dynamic proof systems like LS, is tree-like size.

In this case, the usual refutation DAG is restricted to be a tree and the size of a refutation is

the number of nodes in the tree. Pitassi and Segerlind [77] obtained the following (tree-like)

size vs. rank trade-offs for LS and LS+ refutations.

Theorem 2.1.32. Let P be a polytope in Rn containing no integer point. The LS rank

r of any refutation is related to the tree-like size ST of that refutation as follows: r ≤

2
√

2n · lnST . The same relationship also holds for LS+ refutations.

The above implies that the linear lower bounds on the rank of LS and LS+ refutations

may also be viewed as exponential lower bounds on the tree-like size of those refutations.

2.2 Examples of Integrality Gap Constructions

In this section our goal is to demonstrate known integrality gaps for MAX 3-LIN in the SA

and Lasserre hierarchies. First, we will provide the instructive example of proving integrality
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gaps for MAX 3-LIN in the SA hierarchy. Note that the result follows as a special case of the

general result in [19]. We state their result at the end of the next subsection.

2.2.1 Sherali-Adams Lower Bounds

A 3-LIN instance Φ consists of a system of linear equations in F2, where each equation has

three variables. If Φ is unsatisfiable then Φ can be proved to be unsatisfiable using Gaussian

elimination over F2.

Gaussian Elimination (GE) may be thought of as a weak proof system [17]. The proof

lines correspond to linear equations in F2, and the only inference rule is:

l1 = 0 l2 = 0

l1 + l2 = 0
,

where l1 = 0, l2 = 0 are linear equations in F2. A valid refutation shows 1 = 0.

The width of a line in a GE refutation is the number of distinct variables in the line. The

width of a refutation is the maximum width of any line in the refutation.

The following result is due to Ben-Sasson and Impagliazzo [17] (also see [86]).

Theorem 2.2.1. For every ε > 0, there exists a constant ∆, such that any GE refutation of

a random instance Φ of 3-LIN, requires width Ωε(n) with probability 1−o(1) over the choices

of Φ.

We will use this theorem to contruct our integrality gap for MAX 3-LIN.

Let S ⊆ [n] and let mS be a (discrete) probability measure/distribution on the set

{0, 1}S . For β ∈ {0, 1}S , let β|T denote the restriction of β to the variables in T , for T ⊆ S.

Given a partial assignment α ∈ {0, 1}T , T ⊆ S, we let mS(α) :=
∑
β∈{0,1}S ,β|T=αmS(β). 5

Definition 2.2.2. A family of probability measures (distributions) {mS} is t-locally consis-

5. In more formal terms this is known as taking the pushfoward of measure mS . For readability, we abuse
notation slightly and denote the pushforward here by the same name.
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tent if

∀T ⊆ S ⊆ [n], |S| ≤ t, ∀α ∈ {0, 1}T , mS(α) = mT (α).

Our goal is to prove the following theorem.

Theorem 2.2.3. Let Φ be a random instance of MAX 3-LIN, then the rank r, for r = Oε(n),

SA relaxation of Φ has integrality gap 2− ε, with probability 1− o(1) over the choices of Φ.

Proof. We start by showing that the rank r SA LP relaxation has optimum value 1 for

r = ε · n. To this end, we need to construct a feasible (fractional) point where the LP

objective has value 1.

Suppose {mS} is a family of r-locally consistent distributions. Further, let us set the

rank r SA LP variables (see Table 2.1) as follows: x(S,α) = mS(α). Observe that all the LP

constraints will be satisfied by the definition of {mS}. Therefore, any r-locally consistent

family {mS} gives a feasible solution to the rank r SA LP.

Let SC be the set of variable indices in constraint C and ⊕−1
C (1) denote the set of

accepting assignments of C. Therefore, if the objective function has value 1 for the above

LP solution then mSC (α) > 0 if and only if α ∈ ⊕−1
C (1). Hence, our goal is to construct

r-locally consistent distributions, which have the above property.

If Φ does not have a GE refutation of width r then let Lr be the set of lines that are

derivable using width r GE, starting from Φ. For a set S of variable indices, let C(S) denote

the set of equations in Lr consisting only of variables from S i.e., supported on S. Let

A(S) denote the set of satisfying assignments of C(S). If |S| ≤ r then |A(S)| ≥ 1 (by the

completeness of GE). Define mS(·) to be the uniform distribution on the assignments in

A(S).

We need to show that {mS} gives a feasible solution to our LP i.e. {mS} is r-locally

consistent. Let T = S\i and α ∈ {0, 1}T . We have to verify: mS(α◦0)+mS(α◦1) = mT (α).

This can be shown by analysing the set of linear equations in D := C(S)\C(T ). If D does not

have equations containing i then each assignment in A(T ) can be extended to an assignment
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in A(S) by appending bi ∈ {0, 1}. Hence,

mS(α ◦ 0) = mS(α ◦ 1) =
mT (α)

2
.

Otherwise, any assignment in A(S) can be contracted to an assignment in A(T ) by dropping

the bit for i. Moreover, both α◦0 and α◦1 can not be in A(S), since D contains an equation

with i. Hence, mS(α ◦ 0) + mS(α ◦ 1) = mT (α). Furthermore, Lemma 2.2.1 allows us to

choose any r ≤ Oε(n).

Since, for every constraint C ∈ Φ, mSC is positive only on the accepting assignments of

Φ, the rank r SA LP solution corresponding to point {mS} has objective value 1.

On the other hand, it is known that the random instance Φ has 0-1 optimum at most

1/2− ε with probability 1− o(1) [86]. Hence, the statement follows.

Remark 2.2.4. The proof of Theorem 2.2.3 essentially shows that a lower bound on the GE

width implies an equal lower bound on SA rank for MAX 3-LIN. More general versions of

this result appear in [86] and [96].

A couple of intuitive remarks, which aim to capture the “philosophy” behind such proofs,

follow.

Remark 2.2.5. The proof of Theorem 2.2.3 constructed a “hard distribution”, like {mS}

above, over assignments to all small sets of variables. This intuition is shared among all

lower bounds for SA rank (and even for other hierarchies).

Remark 2.2.6. Intuitively, suppose one were to restrict the hard distribution for Remark 2.2.5

to variables in a single canonical constraint i.e., the predicate f(x) itself, then the distribu-

tion would just be the uniform distribution over accepting assignments to f . Therefore,

(informally) the uniform distribution is hard for MAX 3-LIN.

Remark 2.2.7. Given any constraint C ∈ Φ, the hard distribution mSC in Theorem 2.2.3

is positive only on the accepting assignments of C. Such distributions are known as perfectly

satisfying or perfectly complete.
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Remark 2.2.8. The hard distributions are not required to be perfectly satisfying in order to

prove a 1− o(1) vs ρ(f) + o(1) integrality gap. Raghavendra and Steurer [82] and Khot and

Saket [61], show that it is possible to transform an almost locally consistent family of hard

distributions into an exactly locally consistent family of hard distributions by sacrificing only

a little bit in the objective function of the SA hierarchy (also the mixed hierarchy) relaxation

for MAX k-CSPs.

We now define a more general class of predicates for which the above SA lower bound

holds. A predicate f is said to support a probability distribution µ : {0, 1}k → [0, 1] if µ is

non-zero only on the set f−1(1). A balanced pairwise independent probability distribution

µ : {0, 1}k → [0, 1] on f−1(1) has the properties:

∀i ∈ [k], b ∈ {0, 1}, µ(xi = b) = 1/2

and

∀i 6= j ∈ [k], b1, b2 ∈ {0, 1}, µ(xi = b1, xj = b2) = 1/4.

Definition 2.2.9. A pairwise uniform predicate on k variables is a predicate f : {0, 1}k →

{0, 1}, which supports a balanced pairwise independent distribution µ : {0, 1}k → [0, 1] on

f−1(1).

Since the solution mS , in Theorem 2.2.3, was defined using a linear space, counting the

number of satisfying assignments was easy. However, Georgiu et al. [43] use more complicated

counting to prove the following result.

Theorem 2.2.10. Let Φ be a random instance of MAX k-CSP(f), where f is a pairwise

uniform predicate with density ρ(f). For all small enough and positive ε, any rank Oε(n)

SA relaxation of Φ has an integrality gap of 1−ε
ρ(f)

, with probability 1− o(1) over the choices

of Φ.

Benabbas et al. [19], improved the above result to the mixed hierarchy, which augments
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the SA hierarchy with one round of the LS+ SDP constraints.

Similar integrality gap constructions are known in the SA hierarchy for optimization

problems like MAX-CUT, Minimum Vertex Cover, Maximum Matching and so on [34, 24]. We

state one such result (for MAX-CUT) [24], because sometimes MAX-CUT is the natural

starting point before moving to more general predicates.

Theorem 2.2.11. For all ε > 0 there exists a graph G on n vertices and a constant δ > 0,

such that an integrality gap of 2− ε remains for MAX-CUT for the rank Ω(nδ) SA polytope.

2.2.2 Lasserre Lower Bounds

A semidefinite program can be thought of as a LP but with the real valued variables replaced

by vectors. Given a MAX 3-LIN instance Φ, let SC denote the set of variable indices in

constraint C. We may obtain a SDP relaxation by associating with every C and assignment

α ∈ {0, 1}3, a vector v(SC ,α) [96, 86, 27]. The ideal situation, corresponding to the case

of IPs over 0-1 variables, being that we will have
∥∥∥v(SC ,α)

∥∥∥
2

= 1, if the variables in SC

are assigned α ∈ ⊕−1
C (1), otherwise the length of that vector is 0. We also enforce basic

consistency conditions on the vector solutions, just like in the case of IPs and LPs.

To obtain a stronger SDP relxation, we enforce more consistency conditions over larger

sets of variables [27]. In particular, the rank r Lasserre SDP relaxation has consistency

conditions on vectors v(S,α), for all |S| ≤ r and α ∈ {0, 1}|S|.

Intuitively, for any set S ⊆ [n] with |S| ≤ r and α ∈ {0, 1}S , the vectors v(S,α) induce

a probability distribution over {0, 1}S such that the assignment α appears with probability∥∥∥v(S,α)

∥∥∥2
. The constraints can be understood by thinking of valid solution as coming from a

distribution of assignments for all the variables and of
〈
v(S1,α1),v(S2,α2)

〉
as the probability

of the event that variables in S1 get value according to α1 and those in S2 according to α2.

Recall that ◦ denotes concatenation of assignment tuples. For two assignments α1 ∈

{0, 1}S1 and α2 ∈ {0, 1}S2 , which agree on S1∩S2, we use α1◦α2 to denote the concatenation

of both assignments to S1 ∪ S2. Following Tulsiani [96] (see also [86]), we write the rank r
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Lasserre SDP relaxation for MAX 3-LIN in Table 2.2.

max
1

m

∑
C∈Φ

∑
α∈⊕−1

C (1)

∥∥v(SC ,α)

∥∥2

s.t.
〈
v(S1,α1),v(S2,α2)

〉
= 0 ∀ α1(S1 ∩ S2) 6= α2(S1 ∩ S2)〈

v(S1,α1),v(S2,α2)

〉
=
〈
v(S3,α3),v(S4,α4)

〉
∀ S1 ∪ S2 = S3 ∪ S4, α1 ◦ α2 = α3 ◦ α4∑

bi∈{0,1}

∥∥v({i},bi)
∥∥2

= 1 ∀i ∈ [n]

〈
v(S1,α1),v(S2,α2)

〉
≥ 0 ∀S1, S2, α1, α2∥∥v(∅,∅)

∥∥ = 1

Table 2.2: Lasserre SDP for MAX 3-LIN instance Φ

Laurent [67] shows that the integrality gap of the rank r Lasserre relaxation is no larger

than that of the rank r SA or LS+ or mixed hierarchy relaxations of any combinatorial

optimization problem. Moreover, it is possible to optimize (upto arbitrary accuracy) a linear

objective function over the rank r Lasserre SDP relaxation in time nO(r) [67] (see also [27]).

Hence, integrality gaps for the Lasserre relaxations subsume integrality gaps for SA and

LS+ relaxations and at the same time they are more difficult to construct. However, a few

integrality gap constructions are known for the Lasserre hierarchy and we mention them

below. Schoenebeck [86], showed the following lower bound for MAX k-LIN in the Lasserre

hierarchy.

Theorem 2.2.12. Let Φ be a random instance of MAX k-LIN, k ≥ 3, any rank Oε(n)

Lasserre SDP relaxation of Φ has integrality gap 2 − ε, with probability 1 − o(1) over the

choices of Φ.

Schoenebeck [86] also proves integrality gaps for the MAX-CUT and Minimum Vertex Cover

problems for the Lasserre hierarchy.

Remark 2.2.13. The rank r Lasserre SDP relaxation has a smaller integrality gap than
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the rank r SA or LS+ relaxations [67]. Therefore, the results in [86] subsume corresponding

results for SA and LS+ (for example [87]).

Schoenebeck [86] explicitly constructs the vector solution, which exhibits the optimum

integrality gap. In particular, for MAX 3-LIN, the square of the length of the constructed

vector v(S,α) coincides with mS(α) in Theorem 2.2.3, as can be expected. Hence, the con-

struction in [86] is perfectly satisfying.

Note, that Grigoriev [46] had also shown that refutations in the Positivstellensatz for

Tseitin Tautologies on n variables require degree Ω(n). The Positivstellensatz is a gener-

alization of the Nullstellensatz, which allows for addition of sums of squares of multilinear

polynomials. The main ideas for dealing with sums of squares in [46] closely resemble the

definition of SDP vectors in [86] 6. Although the Positivstellensatz deals with polynomial

equalities, the sums of squares strucutre is common to both Lasserre SDPs and the Posi-

tivstellensatz. It is plausible that further connections between the Positivstellensatz lower

bounds and Laserre lower bounds will arise due to this shared structure [12].

We now turn to more general predicates than MAX k-LIN.

Definition 2.2.14. A linear predicate L : {0, 1}k → {0, 1} corresponds to set of assignments

L−1(1), which form a affine subspace of Fk2.

Definition 2.2.15. A linear predicate L is well distributed if the uniform distribution on

L−1(1) is a balanced pairwise independent distribution on {0, 1}k.

In fact, well distributed linear predicates correspond to linear predicates with the under-

lying linear subspace being a code of distance at least 3 (Claim 4.3.8). Tulsiani [96], shows

the following theorem.

Theorem 2.2.16. Let Φ be a random instance of MAX k-CSP(f), where f is a well dis-

tributed linear predicate. For all small enough ε > 0, any rank Oε(n) Lasserre SDP relaxation

of Φ has integrality gap 1−ε
ρ(f)

, with probability 1− o(1) over the choices of Φ.

6. The result in Schoenebek [86] was proved independently of [46].
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Tulsiani [96], also shows integrality gaps for several graph optimization problems like

Chromatic Number, Maximum Independent Set and Minimum Vertex Cover for many rounds of

Lasserre SDP hierarchy. Intuitvely, the proofs in [96] construct the integrality gap instances

for various NP-complete problems in the Lasserre hierarchy by closely following the respective

NP-completeness reductions.

2.3 The Hardness Preserving Reductions

In this section our goal is to establish a different context in which one may see the lower

bounds in this thesis. Even though we do not construct reductions in the spirit of [16, 53,

84, 22] and others, the results in this thesis do indirectly imply such NP-hardness results

under the Unique Games Conjecture (UGC), due to the work of Raghavendra [80]. On

the other hand, simulating NP-completeness reductions can lead to optimal integrality gap

constructions for the Lasserre SDP hierarchy via the work of Tulsiani [96], mentioned above.

Therefore, we now give an overview of some of the relevant NP-hardness and also UGC based

lower bounds. The reader is also referred to the surveys [95, 59, 69, 54] and the book [3] for

more detailed information.

Recall that P is the class of languages in which membership can be decided in polynomial

time and NP is the class of languages in which a positive answer to the membership question

can be verified in polynomial time. A language L1 ⊆ {0, 1}∗ many-one reduces to a language

L2 ⊆ {0, 1}∗ if there exists a polynomial time computable function R such that x ∈ L1 if

and only if R(x) ∈ L2. A language L is said to be NP-complete if every language in NP

can be reduced to L. As mentioned before, Cook and Levin showed that the language of

satisfiable boolean formulas corresponding to 3-SAT is NP-complete, and thus they started

the exploration of the phenomenon of NP-completeness.

One shortcoming of the Cook-Levin result was that it simply stated that no (worst case)

polynomial time algorithm for deciding the satisfiabilty of 3-SAT instances exists, unless

P=NP. However, a 3-SAT instance maybe very close to satisfiable i.e., the corresponding
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MAX 3-SAT instance has value 1 − o(1), or it maybe far from satisfiable i.e., a constant

fraction of the clauses remain unsatisfiable for all assignments. The Cook-Levin result did

not distinguish between the two cases. The analog of the Cook-Levin theorem, which makes

the above distinction was the PCP theorem, which we proceed to state next, after introducing

a little more formalism.

Definition 2.3.1. A Probabilistically Checkable Proof (PCP) system, with completeness c

and soundness s, for a language L ⊆ {0, 1}∗, is a randomized polynomial time computable

function V : L × {0, 1}∗ → L with access to r random bits, which on input (x, π) makes q

queries to the string π, such that:

• Completness: For every x ∈ L there exists a π such that V(x, π) = 1 with probability

at least c,

• Soundness: For every x 6∈ L and for every π, V(x, π) = 1 with probability at most s.

A series of papers culminating with the three papers [38, 6, 5] showed that the languages

L captured by the PCP system, with completeness c bounded away from the soundness

s, which on a input x of length n, reads a constant number of bits from π and uses at

most O(log n) random bits is equivalent to the class NP. There are several equivalent formal

statements for the above, for different NP-complete languages, and we state the version

from [69], which is closest to the questions in this thesis.

Theorem 2.3.2. There exists a constant ε > 0 and a polynomial time reduction R, from

SAT7 to 3-SAT, such that:

• If Φ is satisfiable then R(Φ) as an instance of MAX 3-SAT has value 1 i.e., all con-

straints are simultaneously satisfiable.

• Otherwise, R(Φ) as an instance of MAX 3-SAT has value at most 1 − ε i.e., at most

1− ε fraction of the constraints are simultaneously satisfiable.

7. SAT is the family of satifiable CNF formulae.
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We will encounter statements similar to Theorem 2.3.2 for other k-CSP(f)s also, as we

proceed further.

Remark 2.3.3. We will usually refer to the case when Φ is satisfiable (or 1−o(1) satisfiable),

as in Theorem 2.3.2, as the YES case of the statement. Conversely, the case when Φ is far

from satisfiable, will be referred to as the NO case of the statement.

Equivalently, let GAP 3-SAT1,1−ε denote the following decision problem. Given a 3-SAT

instance Φ with the promise that either Φ is at least 1-satisfiable or at most (1−ε)-satisfiable,

for ε > 0. The answer to GAP 3-SAT1,1−ε is 1 if Φ is satisfiable and 0 if Φ is at most (1− ε)-

satisfiable i.e., the output is 1 in the YES case and 0 in the NO case.

Remark 2.3.4. For every small enough ε > 0, that GAP k-CSP(f)1−ε,ρ(f)+ε is NP-complete,

is equivalent to saying MAX k-CSP(f) is approximation resistant.

The PCP theorem may be restated as follows, to make its connection with the Cook-Levin

theorem clearer.

Theorem 2.3.5. There exists an absolute constant ε > 0 such that the decision problem

GAP 3-SAT1,1−ε is NP-complete.

Subsequently a large number of NP-completeness results showing lower bounds against

approximation algorithms for various combinatorial optimization problems were proven via

reductions from the PCP theorem (see the surveys [69, 95]). The one most relevant to us is

by H̊astad [53], which we state below.

Theorem 2.3.6. MAX 3-LIN is approximation resistant.

Motivated by questions related to the query complexity of PCPs, the papers [84, 37]

extended H̊astad’s results to other (linear) predicates. The most general of these is the

recent result by Chan [22]. Chan [22] proves several lower bounds, including ones for

Maximum Independent Set on bounded degree graphs and Approximate Graph Coloring, the

most relevant part of Chan’s result, from our perspective, is stated below.
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Theorem 2.3.7. Well distributed linear predicates are approximation resistant.

The above is the current limit of our knowledge as long as we only use the assumption

P 6=NP. Khot [59], has conjectured a far reaching generalization of the PCP theorem, known

as the Unique Games Conjecture (UGC).

Definition 2.3.8. A Unique Games instance L(G(V,E), [L], {πv,w}(v,w)∈E) consists of a

graph G(V,E), a set of labels [L] and a set of permutations πv,w : [L] 7→ [L], one for

each edge of the graph (the edges have an implicit direction). A labeling is an assignment

A : V 7→ [L]. The labeling satisfies an edge (v, w) if πv,w(A(v)) = A(w). OPT(L) is the

maximum fraction of edges satisfied by any labeling.

Let GapUG1−δ,δ denote the gap version of the Unique Games problem where the instance

L is promised to have either OPT(L) ≥ 1 − δ or OPT(L) ≤ δ. Khot [59] conjectures

that for an arbitrarily small constant δ > 0, GapUG1−δ,δ is NP-complete on instances with

L labels where L = L(δ) may depend on δ.

Definition 2.3.9. A decision problem is said to be UG-hard if for a sufficiently small con-

stant δ > 0, there is a polynomial time reduction from GapUG1−δ,δ (with the number of labels

L = L(δ)) to the problem under consideration.

We state below a consequence of the UGC for 2-LIN for boolean constraints, since it

allows us a direct comparison of what can be shown assuming the UGC as opposed to just

assuming P 6=NP.

Theorem 2.3.10 ([60]). For all small enough ε > 0, it is UG-hard to distinguish between

(1− ε)-satisfiable instances and (1−
√
ε)-satisfiable instances of boolean 2-SAT formulae.

Assuming the UGC, there has been some success in obtaining lower bounds beyond well

distributed linear predicates. Recall that, from the previous section, the class of pairwise

uniform predicates subsumes the class of well distributed linear predicates. Austrin and

Mossel [11] showed the following result.
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Theorem 2.3.11. Pairwise uniform predicates are approximation resistant, assuming the

UGC.

Based on the above result, Austrin and H̊astad [8] proved the following statement.

Theorem 2.3.12. Any k-ary boolean predicate with density at least 32
33 is approximation

resistant, assuming the UGC.

Recently, Austrin and Khot [10] obtained a rather technical characterization of approxi-

mation resistant predicates (modulo the UGC), in the special case, when the instances have a

partite structure. The above short survey essentially sums up the current state of knowledge

about approximation resistant predicates.

Finally, we state a result of Raghavendra [80] about MAX k-CSPs, The theorem is re-

markable as it seems to suggest that proving integrality gaps for a canonical SDP suffices

to show approximation resistance for MAX k-CSP(f), as well as existence of integrality gaps

for stronger hierarchies, assuming the UGC.

For MAX k-CSP(f), let uδ denote the supremum over all instances for the optimal fraction

of satisfied constraints that can be computed by any polynomial time algorithm, assuming

the UGC, when the integral optimum value is 1−δ. Similarly, let sδ denote the infimum over

all instances for the optimal fraction of satisfied constraints for a canonical SDP relaxation8,

when the SDP optimum value is 1−δ. A specialized version of the result of Raghavendra [80]

is stated below.

Theorem 2.3.13. For every ε > 0, δ > 0, and every MAX k-CSP(f): uδ ≤ sδ+ε + ε. Con-

versely, for every δ > 0 and small enough ε > 0, there exists a polynomial time SDP rounding

algorithm which outputs an assignment of value uδ−ε−ε, whenever the SDP optimum is 1−δ.

Intuitively, the theorem states that if an integrality gap of θ exists for the above men-

tioned canonical SDP relaxation for MAX k-CSP(f) instances then there is no polynomial

8. The canonical SDP relaxation is subsumed by the rank k SA relaxation augmented with the semidef-
initeness constraint from the first level of LS+ hierarchy i.e., the rank k mixed hierarchy relaxation for
MAX k-CSP(f), which was mentioned earlier. We provide the exact SDP relaxation in Chapter 5.
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time approximation algorithm with an approximation factor better than θ (assuming the

UGC). Conversely, if there is a polynomial time θ-approximation algorithm then there is a

polynomial time rounding algorithm, based on the above mentioned SDP relaxation, which

has an approximation factor of θ (assuming the UGC). The importance of the result from

the approximation resistance perspective can be summed up by the following remark.

Remark 2.3.14. If there exists a 1−o(1) vs ρ(f)+o(1) integrality gap for the rank k mixed

hierarchy relaxation for MAX k-CSP(f), then the predicate f is approximation resistant,

assuming the UGC.

Note that Raghavendra’s result above, does not give an explicit characterization of ap-

proximation resistant predicates in the sense that we desire.
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CHAPTER 3

PAIRWISE UNIFORM PREDICATES

3.1 Introduction

In this chapter we prove lower bounds for the MAX k-CSP(f) problem in the context of the

semidefinite programming (SDP) hierarchy of Lovász and Schrijver (LS) [70]. We prove that

pairwise uniform predicates are approximation resistant, in the above mentioned hierarchy.

We recall the definition of pairwise uniform predicates below.

Definition 3.1.1. A pairwise uniform predicate on k variables is a predicate f : {0, 1}k →

{0, 1}, which supports a balanced pairwise independent distribution µ : {0, 1}k → [0, 1] on

f−1(1).

This class of predicates was defined by Austrin and Mossel [11]. They proved that

assuming the Unique Games Conjecture any pairwise uniform predicate is approximation

resistant. Unconditional analogues of the result by Austrin and Mossel [11] amount to

proving for any pairwise uniform predicate f , the relaxations to MAX k-CSP(f) obtained

by several rounds of LP/SDP hierarchies, have integrality gap at least 1/ρ(f). As already

mentioned in the previous chapter, some gaps are known in the stronger Lasserre SDP

hierarchy for the well distributed linear predicates. These were proved by Tulsiani [96] using

an argument by Schoenebeck [86]. However, these arguments rely heavily on the linear

structure of the subspace and do not generalize to an arbitrary pairwise uniform predicate.

The only integrality gap results for all pairwise uniform predicates are by Benabbas

et al. [19], who proved that for any pairwise uniform predicate f , the integrality gaps is

at least 1/ρ(f) after Ω(n) rounds of the mixed hierarchy, which is the same as the SA

hierarchy augmented with the constraints from the basic (one round) SDP relaxation. More

importantly, their result also gives candidate “hard distributions” over small sets of variables,

which is often an important step in proving such integrality gap results.
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3.2 Our Results

We prove the following statement.

Theorem 3.2.1. Let f be a pairwise uniform predicate on k variables and let δ > 0 be

given. Then there exists γ = Ok,δ(1) such for that a random instance Φ of MAX k-CSP(f)

on n variables and γn constraints, with probability Ωk,δ(1) over the choice of Φ, any LS+

refutation of Φ requires rank Ωk,δ(n). Equivalently, the rank r LS+ SDP has an integrality

gap of 1 vs (1 + δ) · ρ(f) for Φ, even for r = Ωk,δ(n).

Pairwise uniform predicates have not been studied specifically in the context of LS+ or

in propositional proof complexity. However, there are several similar lower bound results for

expanding instances of k-CSPs in other proof systems. For example, [18, 17, 2] and [64]. In

all such lower bounds the following meta-theorem was true:

High enough expansion + Property X =⇒ Lower bound for Proof system Y,

where we can replace the pairs X and Y in the above with sensitivity and Resolution [18],

binomial ideals and Polynomial Calculus [17], and immunity and Polynomial Calculus [2].

Our results for LS+ can be thought of as a similar meta-theorem:

High enough expansion + Pairwise Uniform predicates =⇒ Lower bound for LS+.

We use the techniques in Theorem 3.2.1 to prove the following statement for static-LS+.

Theorem 3.2.2. Let f be a pairwise uniform predicate on k variables. There exists γ =

Ok(1) such that for a random instance Φ of MAX k-CSP(f) on n variables and γn con-

straints (for sufficiently large n), with probability Ωk(1) over the choice of Φ, any static-LS+

refutation of Φ requires size exp(Ωk(n)).

We remind the reader that the definition of size for static-LS+ (see Definition 2.1.28)

is more closely related to the notion of rank than to the traditional notion of size for LS+
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(cf. [77]). Also, note that Theorem 3.2.2 implies rank bounds similar to those in Theo-

rem 3.2.1. This is because the size lower bound from Theorem 3.2.2 implies exponential

tree-like size lower bounds for LS+ [64] and therefore a Ω̃(n) lower bound on the rank of

LS+ refutations. The main results in this chapter also appear as [98].

3.3 Overview of Proof Techniques

In order to show our lower bounds we need to exhibit candidate fractional solutions which

survive many rounds of the LS+ hierarchy.

Proofs of lower bounds in the LS+ hierarchy can often be viewed as strategies for a

prover-adversary game, where in the candidate fractional solution, the adversary “fixes” the

value of a variable at each step and the prover is required to provide a new fractional solution

consistent with this fixing [1, 21, 88, 87]. The solutions for the fixings of all the variables

can be viewed as columns of a matrix (called the protection matrix ) and LS+ lower bounds

require proving that such matrices that arise in the proof are positive semidefinite (PSD).

We derive these matrices by considering the locally consistent distributions defined over

subsets of variables by Benabbas et al. [19]. The entries of the protection matrix Y at the

first round (without any fixing) are then simply given by Yij = P
[
xi = 1, xj = 1

]
, where the

probability is according to the local distribution on the variables xi and xj . As the adversary

conditions on a variable, say xl, we consider the distribution on {xi, xj , xl} to compute this

entry and condition it according the value of xl. The local consistency of these distribution

allows us to prove that the matrix after conditioning is “consistent” with the matrix at the

previous round.

We however need to prove that such matrices, even after conditioning on many variables,

are positive semidefinite (recall that proving positive semidefiniteness is also the key problem

in trying to prove integrality gaps for the Lasserre hierarchy). For the matrices arising here,

we prove this by decomposing the n×n matrix into a rank-one PSD matrix and a few small

matrices. This uses an argument similar to the one used by Alekhnovich et al. [1]. However,
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in their case, the smaller matrices arising out of such a decomposition could be proved PSD

simply by diagonal dominance. However, we need to use consistency properties of the local

distributions for proving this. Thus, we manage to reduce proving positive semidefiniteness,

which is a “global” property of the matrix, to a few “local” problems about each of the

smaller matrices.

We also need to exploit a somewhat subtle property of the distributions defined by

Benabbas et al. [19] that was not required in their case. These distributions are derived using

the fact that for the instances of MAX k-CSP(f) in question, the associated constraint graph

(with constraints on one side and variables on the other) is a bipartite vertex expander. To

define the distribution for a set S, we consider a set Cl(S) (called the closure of S) such that

the graph obtained by removing Cl(S) and all constraints contained in it is still an expander.

We then define the distribution for S using all the constraints contained in Cl(S). Such a

procedure was also used by Alekhnovich et al. [1] and was formalized in the above form by

Bennabbas et al. [19]. The algorithm for computing Cl(S) uses an ordering of all the variables

and working with any arbitrary ordering sufficed for [19]. In our case however, we need to use

several different orderings based on the order in which the adversary conditions the variables.

Our argument highlights some elementary properties of the expansion correction algorithm,

the foremost being that it is online, which were not written down previously and might be

useful in future results.

Our size bound for static-LS+ proof systems also requires proving certain related matrices

are positive semidefinite and crucially uses the tools developed in the rank lower bound

argument. We think that our techniques may be useful for (as yet elusive) more general

lower bounds for the stronger Lasserre hierarchy, where one is essentially required to show

that even larger matrices are positive semidefinite.
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3.4 Some Preliminaries

We will need to use an alternate formalism for the Lovász-Schrijver hierarchy, also due

to [70], which represents lifted points in Rn+(n2) as (n + 1)× (n + 1) matrices. Recall that,

starting with a polytope corresponding to the LP relaxation for a 0-1 IP problem, the LS

hierarchy generates progressively tighter LP relaxations. For a polytope K, let K̃ denote

the homogenized cone, defined as K̃ := {(λ, λx1, . . . , λxn) | λ > 0, (x1, . . . , xn) ∈ K}. The

polytope K corresponding to the homogenized cone K̃ is simply obtained by intersecting it

with the hyperplane x0 = 1.

Definition 3.4.1 ([70]). Given a convex cone K̃ in Rn+1 define the cone M(K̃1) (the lifted

LS+ cone) as the cone consisting of all (n + 1) × (n + 1) matrices Y in R satisfying the

conditions:

1. Y is symmetric and positive semidefinite.

2. ∀i, Y (i, i) = Y (i, 0).

3. Yi ∈ K̃, Y0 − Yi ∈ K̃ ∀1 ≤ i ≤ n.

Here Yi denotes the ith column of the matrix Y . Let N+(K̃) denote the projection Y e0 of

M(K̃). Define N+(K̃) (or simply N+(K) = N+(K̃) ∩ (x0 = 1)) as the cone (polytope)

obtained after a single LS+ lift and project step.

The rank of a polytope in LS+ hierarchy (using Definition 3.4.1) is the number of times

the operator N+ has to be applied to obtain that polytope.

Note that Definition 3.4.1 specifies the points, for the LS+ polytope, while Definition 2.1.6

specifies the facets for the LS+ polytope. The two definitions are equivalent, in that they

provide a characterization of the same converging sequence of polytopes, and a detailed

discussion in this regard can be found in Dash’s PhD thesis [33] (see also [70, 97]).
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3.5 Rank Lower Bounds and Integrality Gaps

In order to show our lower bounds we use the same family of instances used in Benabbas et

al. [19]. Before describing the proofs we first recap some of the already known results and

provide some useful extensions of our own.

3.5.1 Expansion Correction

In this subsection we mainly recap some of the concepts from Alekhnovich et al. [1] and

Benabbas et al. [19] which will prove useful later.

Definition 3.5.1. Given a k-CSP formula Φ we define its constraint graph G as the bipartite

(multi)graph or bigraph G = (L,R,E) formed by variables on the right side and constraints

on the left side. An edge in E connects variable xi to constraint C if xi ∈ C.

Let N(L′) denote the set of neighbors of vertex set L′ ⊆ L in the constraint bigraph G

then ∂L′ := {v ∈ G : |N(v) ∩ L′| = 1} denotes the boundary of L′.

Definition 3.5.2. We say a constraint bigraph G is (r, e) expanding if for any set L′ of

vertices with |L′| ≤ r, |N(L′)| ≥ e·|L′|. Similarly, we call the graph (r, e) boundary expanding

if for any set L′ of vertices corresponding to constraints with |L′| ≤ r, |∂L′| ≥ e · |L′|.

Given a pairwise uniform predicate f , let Φ denote a random instance of MAX k-CSP(f),

as in Definition 2.1.22. The satisfiability of the formula is measured by the quantity OPT(Φ),

which is the maximum fraction of constrains satisfied by any assignment to the variables of

the formula.

Theorem 3.5.3 ([19]). Given ε, δ > 0 and a predicate f then there exist γ = O(2k/δ2),

η = Ω( 1
γ10/ε ) and N0 ∈ N such that with probability at least exp(−O(k4γ2)) a random

instance Φ of k-CSP(f) with number of variables n ≥ N0 and m = γn constraints is:

1. Very unsatisfiable: OPT(Φ) ≤ (1 + δ)ρ(f).
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2. A good expander: The constraint graph is (ηn, k − 1− ε) expanding.

3. Has large girth: The constraint graph has girth at least 5. Hence, no two constraints

share more than one variable.

Following Alekhnovich et al. [1], Benabbas et al [19] define the closure operation on

expanders which allows one to preserve expansion and boundary expansion in the presence

of deletion of vertices (and edges). Given a constraint graph G and a set of variables X, let

C(X) := {C ∈ G : N(C) ⊆ X} denote the constraints supported on the variables in X. Let

G−X denote the constraint graph obtained by removing all the variables in X and all the

constraints in C(X) from G.

Algorithm Closure

The input is an (r1, e1) expanding bipartite graph G = (L,R,E), some e2 ∈ (0, e1), and
some S ⊆ R, |S| < (e1 − e2)r1, with some arbitrary order S = {x1, . . . , xt}. The output is
the closure of S i.e. Cl(S).

Initially set Cl(S)← ∅ and ξ ← r1
For j = 1, . . . , |S| do

Cl(S)← Cl(S) ∪ {xj}
If G− Cl(S) is not (ξ, e2) expanding then

Find a maximal set Mj ⊆ L in G− Cl(S) such that
|Mj | ≤ ξ and |N(Mj)| ≤ e2|Mj |.
Cl(S)← Cl(S) ∪N(Mj)

ξ ← ξ − |Mj |
Return Cl(S)

Definition 3.5.4 ([19]). The Closure or Advice set Cl(X) of a set of variables X in the

(r1, e1) expanding constraint bigraph G is a superset of X obtained by Algorithm Closure,

when started with the set X.

Note that Cl(X) is unique upto some arbitrary ordering of the constraints and variables

and we say that a set of variables is closed if it is a closure of some set of variables X. Unlike

[19], which uses the operation with an arbitrary ordering, we will have to choose the ordering
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somewhat carefully. We also note that Definition 3.5.4 is very similar to that in Benabbas

et al [19] with boundary expansion replaced by expansion.

Lemma 3.5.5. If a constraint bigraph H is (r, k− 1− ε) expanding then it is (r, k− 2− 2ε)

boundary expanding.

Proof. For a set of constraints of size s ≤ r, let b be the number of boundary variables.

Since the total number of variable occurrences is k ·s and each of the non-boundary variables

occur at least twice, we have by expansion b + (k · s − b)/2 ≥ (k − 1 − ε) · s which gives

b ≥ (k − 2− 2ε) · s.

In this chapter we will need to perform alternate closure and variable restriction as part

of our proofs. Therefore, we will use the notation that X and S are sets of k-CSP variables

as opposed to their sets of indices. Although, for readability, we may write the arguments

of the Closure operation as sets of indices and not variables. For example, this will allow

us to write Cl(xij ) as Cl(ij). For similar reasons, we will abbreviate C({xij}) as C({ij}).

Moreover, we will also abbreviate (((G−Cl(i1))−Cl(i2))..−Cl(ir)) as G−
⋃
i∈I Cl(i) for

the ordered set I = {i1, ..., ir}. 1

The following lemmata are essentially restatements of Theorem 3.1 a,b from [19] with

boundary expansion replaced by expansion.

Lemma 3.5.6 ([19]). If G is (r1, e1) expanding then G−Cl(X) is (r2, e2) expanding, where

X is a set of variables with |X| ≤ (e1 − e2)r1, r2 ≥ r1 −
|X|
e1−e2

and |Cl(X)| ≤ e1
e1−e2

|X|.

Proof. The proof is similar to the one in [19]. For completeness we give the argument below.

In algorithm Closure let ξS be the value of ξ when iteration |S| = t terminates. We

prove the loop invariant: G−Cl(S) is (ξS , e2) expanding. Clearly the invariant holds in the

beginning as ξ > ξS and e1 > e2. Suppose G−Cl(S)−{xj} is not expanding after iteration

j. Therefore there must exist a M ′ ⊆ L, disjoint from Mj , such that |N(M ′)| ≤ e2|M ′| and

1. The ordering itself will be clear from the context.
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|M ′| ≤ ξ − |Mj |, so |N(Mj ∪M ′)| ≤ e2|Mj ∪M ′|. But this contradicts the maximality of

Mj in the algorithm. Hence the invariant holds.

Next let M =
⋃t
j=1Mj so |M | =

∑t
j=1 |Mj | = r1 − ξS . Then by expansion of G:

e1(r1 − ξS) ≤ |N(M)|. Also since the Mj are disjoint and ∀j ≤ t, |N(Mj)| ≤ e2|Mj |, we

have |N(M)| ≤ |S| + e2(r1 − ξS). Combining the two previous bounds for |N(M)| we get

our bound on ξS ≥ r1 −
|S|

e1−e2
.

Also,

|Cl(S)| ≤ |S|+
t∑

j=1

|N(Mj)| ≤ |S|+ e2

∑
j

|Mj | ≤ |S|+
e2|S|

(e1 − e2)
=

e1|S|
(e1 − e2)

as required.

Finally, placing S = X and ξS = r2 in the above we get the desired result in the required

form.

Throughout this chapter we will set e1 = k − 1 − ε and e2 will be set very close to e1

in Algorithm Closure. So we will typically use the following kind of instantiation of the

previous lemma.

Lemma 3.5.7 ([19]). Suppose G is a (s, k − 1 − ε) expander and R =
⋃
i∈IR Cl(i) for an

ordered set of variables IR with |IR| ≤ r, then G − R is a (s′, k − 1 − 2ε) expander for

s′ ≥ s− Ωk(rε).

We end this subsection with an important remark about the definition of closure.

Remark 3.5.8. Algorithm Closure is an online algorithm in the following sense. Given a

set Xk = {x1, . . . , xk} where the elements are in increasing order, for each j < k, it first

computes the closure of Xj = {x1, . . . , xj} without looking at Xk \Xj. It then extends this

to the closure of Xk.
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3.5.2 Locally Consistent Measures

One can visualize successive rounds of LS+ as contracting the initial polytope until we reach

the empty polytope since our k-CSP has no 0-1 solution. Therefore it is reasonable to expect

that points which survive many rounds of LS+ will be highly symmetric in some way with

respect to our initial constraints. In order to capture this symmetry Benabbas et al. [19]

define a family of measures mS for small subsets S of variables in the constraint bigraph

by “symmetrizing” the pairwise independent measure µ supported on f−1(1), where f is

underlying predicate for the k-CSP under consideration.

Let X be a set of variables. Given a partial assignment β ∈ {0, 1}X , let µC(β) be the

value of µC after restricting β to the support of constraint C and summing over all possible

values for variables in the support which are not assigned by β. In other words, µC(β) is

the probability that a µ-random assignment is consistent with β. In particular, µC(β) = 1

if X does not contain any variables in the support of the constraint C. On the other hand,

if β is an assignment that violates the constraint C, then µC(β) = 0. Also for S ⊆ X let β|S

denote the restriction of β to the variables in S.

We now define the family of “local distributions” that we will use. For each S, we can

first consider a distribution on Cl(S) and then for α ∈ {0, 1}S , assign it the probability

equal to the sum of probabilities for β ∈ {0, 1}Cl(S) for which β|S = α. The distribution for

Cl(S) is defined by assigning β ∈ {0, 1}Cl(S) a probability proportional to the product of

the probabilties given by each µC to the appropriate restriction of β to variables in C, for

all constraints C contained in Cl(S). This is captured by the definition below.

Definition 3.5.9 ([19]). For a constraint C := f(xi1 + b1, ..., xik + bk) where bj ∈ {0, 1}, let

µC(xi1 , . . . , xik) be the pairwise independent distribution

µC(xi1 , . . . , xik) := µ(xi1 + b1, ..., xik + bk)

supported on the satisfying assignments of C. For a subset of variables S let α ∈ {0, 1}S
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be an assignment to S. Define the measure mS supported on the satisfying assignments of

constraints in C(Cl(S)) as

mS(α) :=
1

ZS
·


∑

β∈{0,1}Cl(S)

β|S=α

∏
C∈C(Cl(S))

µC(β)

 where ZS =
∑

β∈{0,1}Cl(S)

∏
C∈C(Cl(S))

µC(β)

Note that the definition of the measure mS depends on Cl(S), which in turn depends on

the ordering the variables according to which the closure is computed. The measures above

can formally be defined for all sets S (as long as ZS > 0), but our notion of consistency

will only apply to measures mS from this family where the size of S is bounded by some

parameter t. We recall the definition of locally consistent measures from Chapter 2.

Definition 3.5.10. A family of measures (distributions) {mS} is t-locally consistent if

∀T ⊆ S, |S| ≤ t, ∀α ∈ {0, 1}T , mS(α) = mT (α),

where mS(α) =
∑
β∈{0,1}S ,β|T=αmS(β).

The existence of a t-locally consistent measure family implies the existence of feasible

Sherali-Adams solutions from the measures [19, 24]. In the case of pairwise uniform pred-

icates, Benabbas et al [19] show that the measures mS are well defined i.e., have ZS > 0

(Lemma 3.2) and are t-locally consistent for |S| ≤ t = Ωk,ε,δ(n).

Lemma 3.5.11 (Claim 4.2 from Benabbas et al [19]). Let Φ be a random instance of

MAX k-CSP(f) as in Theorem 3.5.3 chosen for given ε, δ > 0. Let S1 ⊆ S2 be sets of

variables with |S2| ≤ ηεn/4k. Then mS1
and mS2

are equal on S1.

In this chapter we will need to work with conditional probabilities of the form mS(·|X =

α) so for clarity we define them below.
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Definition 3.5.12. Let X,S be disjoint sets of variables. Let α ∈ {0, 1}X and β ∈ {0, 1}S.

We then define

mS(S = β|X = α) :=
mX∪S(S = β,X = α)

mX∪S(X = α)
.

Note that we are effectively conditioning each µC involved in defining mX∪S(·) on the

variables that it shares with X. Such a conditional measure is well defined for all α such

that mX∪S(X = α) > 0.

For the remainder of this subsection let X denote a closed set of variables i.e., X :=⋃
i∈IX Cl(i) for some ordered set of variables IX . As mentioned before, we set e1 = k−1−ε

and e2 close to e1 (say k−1−2ε) in Algorithm Closure. We now show that if the the family

of measures{mS} is t-locally consistent, then {mS(·|X = α)} is also t′-locally consistent for

t′ = t− |X|.

Lemma 3.5.13 (Local Consistency of Conditional Measures). Let X be a subset of variables

and let α ∈ {0, 1}X be such that µC(α) > 0 for all C ∈ Φ. Let {mS} be a t-locally consistent

family for t ≥ |X|. Then the family of measures {mS(·|X = α)} defined for sets S such that

S ∩ X = ∅ and S with |S ∪ X| ≤ t is (t − |X|)-locally consistent. More formally, for any

T ⊆ S, and |S ∪X| ≤ t,

∀β ∈ {0, 1}T mS(T = β|x = α) = mT (T = β|X = α) .

Proof. By local consistency of the (unconditioned) measures mS , we have that mT∪X(X =

α) = mS∪X(X = α). Also, both of these are positive by the assumption on α. Thus, we

have for any β ∈ {0, 1}T

mS(T = β|X = α) =
mS∪X(T = β)

mS∪X(X = α)
=

mT∪X(T = β)

mT∪X(X = α)
= mT (T = β|X = α),

where the second equality used the consistency of the (unconditioned) family {mS}.

In this chapter we will have to deal with expanding constraint graphs which arise out of
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expanding k-CSP instances due to conditioning i.e., graphs of the form G −X, where X is

a set of variables whose values have been fixed (conditioned on).

Definition 3.5.14. Given a set X of variables, we say that a constraint C is uncompromised

in G−X if it has no neighbors in X. Otherwise we say that it is compromised.

Note that one can write mS(xi = 1) as EmS

[
1{i}

]
, where 1{i} is an indicator random

variable. The latter notation requires slightly more effort to parse (initially). However, it

makes large expressions involving conditional probabilities more manageable and so improves

the readability of the proofs in this chapter. Also, for reasons of readability, we will think of

S, when used as in mS , as the set of indices corresponding to variables in S. This will allow

us to write m{xi,xj} as simply mij .

The matrices Y that we construct in the proof of our rank lower bound for the LS+

hierarchy will be of the form Yij = Emij(·|X=α)

[
1{i}1{j}

]
, where the set X and the assign-

ment α will change with the number of rounds of the LS+ hierarchy. Here 1{i}(β) is is the

indicator function, which is 1 if and only if the variable xi is set to 1 in the 0-1 assignment

β. The following lemma will be extremely useful as it lets us explicitly calculate (most of)

the entries of such matrices.

Lemma 3.5.15 (Explicit Evaluation of Conditional Expectations). Let G−X be (r, k−1−ε)

expanding for r > 2 and ε < 0.1. Let α ∈ {0, 1}X be an assignment to X with µC(α) > 0

for all constraints C and let the family mS(·|X = α) be defined as before. Then:

• for any variable xi /∈ X, we have Emi(·|X=α)

[
1{i}

]
= 0.5.

• for any xi, xj /∈ X which do not belong to the same compromised constraint in G−X,

we have Emij(·|X=α)

[
1{i}1{j}

]
= 0.25

Proof. We first prove that the graph remains expanding after removing the variables xi and

xj .
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Claim 3.5.16. If the constraint bigraph G − X is (r, k − 1 − ε) expanding with ε ≤ 0.1,

girth at least 5, and variables i and j do not belong to the same compromised constraint then

G−X − {xi, xj} is (r − 2, k − 2− ε′) boundary expanding for some ε′ < 0.9.

Proof. Let S be a set of constraints in bigraph G−X−{xi, xj}. We can check for expansion

by considering the following cases based on the size of S:

1. If |S| = 1 then |∂S| = |N(S)| ≥ k− 2 since G−X is a k− 1− ε expander and so even

a compromised constraint in G−X −{xi, xj} has at least k− 2− ε neighbors as long

as xi and xj both do not belong to that same compromised constraint.

2. If |S| = 2 then |∂S| ≥ 2(k− 1− ε)− 1− 2 = 2(k− 2− (1/2 + 2ε)) since two constraints

in G share at most one variable (since G has girth at least 5).

3. If |S| ≥ 3 then by Lemma 3.5.5

|∂S| ≥ (k − 2− 2ε))|S| − 2 = (k − 2− (2ε+
2

|S|
))|S|

and so for ε ≤ 1/10 we have 2ε+ 2
|S| ≤ 9/10.

The previous lemma allows us to decompose the expression for Emij(·|X=α)

[
1{i}1{j}

]
using the following result from [19].

Claim 3.5.17 ([19]). Let H be a constraint bigraph and S1 and S2 be sets of variables

with S1 ⊆ S2, S2 = Cl(S′2) for some S′2 and |C(S2)| ≤ r such that H and H − S1 are

(r, k− 2− ε′) boundary expanding for some ε′ < 1. Let C(S2) \ C(S1) := {Ci1 , ..., Cis} be the

set of constraints supported on variable sets Ti1 , ..., Tis respectively. There exists an ordering

of the constraints Ci1 , ..., Cis and a partition of S2 \ S1 into F1, ..., Ft, Fs+1 such that for all

j ≤ t, Fj ⊆ Tij , |Fj | ≥ k − 2 and Fj ∩ (∪l>jTil) = ∅.
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To summarize, given a sum
∑
γ∈{0,1}S2\S1

∏
C∈C(S2) µC(γ), Claim 3.5.17 will give an

ordered partition of S2 \ S1 into Fis such that in this ordering each successive constraint

C ∈ C(S2) \ C(S1) has at most 2 of its variables shared with the constraints following it in

the ordering. This will allow us to use pairwise independence and find a numerical value of

such terms.

More precisely, observe that

E
mij(·|X=α)

[
1{i}1{j}

]
= mij(xi = 1, xj = 1|X = α),

and the LHS term equals

∑
β∈{0,1}Cl(X∪{i,j}),β|X=α,β|i,j=1,1

∏
C∈C(Cl(X∪{i,j})) µC(α ◦ β)∑

β∈{0,1}Cl(X∪{i,j})
∏
C∈C(Cl(X∪{i,j})) µC(α ◦ β)

.

Here α◦β denotes the concatenation of the two assignments α and β. Note thatmX∪{i,j}(X =

α) > 0 by local consistency of mCl(X∪{i,j})(·) and the definition of α. Furthermore, X is

closed, xi, xj do not belong to the same compromised constraint, and k ≥ 3 imply that

C(X) = C(X ∪ {i, j}).

Any terms of the form µC(α · β) for C ∈ C(X) = C(X ∪ {i, j}) then appear both in the

numerator and denominator. Also, since we are looking at C ∈ C(X), these terms depend

only on α and can be cancelled from the numerator and denominator. We are then left with

a product of terms for C ∈ C(Cl(X ∪ {i, j})) \ C(X ∪ {i, j}). Therefore we can reduce the

fraction by cancelling terms of the form
∏
C∈C(X∪{i,j}) µC . Now we evaluate the numerator

and denominator of this reduced fraction separately using Claim 3.5.17. We set H = G,

S1 = X ∪ {i, j} and S2 = Cl(X ∪ {i, j}) in Claim 3.5.17. Observe that Claim 3.5.17 gives

us an ordered partition i.e. F1, . . . , Fs+1s for the variables in Cl(X ∪ {i, j}) \ (X ∪ {i, j}).

58



Let α ∈ {0, 1}X∪{i,j} = α · {1, 1}. Then the numerator equals

∑
βs+1∈{0,1}Fk+1

· · ·
∑

β1∈{0,1}F1

µCi1
(α ◦ β) · · ·µCis (α ◦ β)

When we sum over variables in F1, the term µC1
(α ◦ β) disappears since we are summing

over at least k − 2 variables from Ci1 and µ is balanced and pairwise independent (and also

none of the other constraints share variables with F1). Summing over variables in F1 reduces

the first term to 1/2k−|F1|. Proceeding similarly for the rest of the summation, we reduce

the expression to 1/2R for some R ∈ N. The denominator reduces in exactly the same way,

except it has two extra variables i and j which we sum over. This gives the denominator as

1/2R−2 and the ratio as 0.25.

Note that we did not use the fact that we set j = 1 in the denominator. Thus, the same

proof also shows that Emij(·|X=α)

[
1{i}(1− 1{j})

]
= 0.25 and hence Emij(·|X=α)

[
1{i}

]
=

Emi(·|X=α)

[
1{i}

]
= 0.5 by doing the above calculation with a j such that xi and xj are not

in the same compromised constraint.

Before we begin the actual lower bound proofs in the next two subsections we make the

following remark about the proofs in this subsection.

Remark 3.5.18. Lemma 3.5.13 (Local Consistency Lemma) and Lemma 3.5.15 (Explicit

Evaluation Lemma) are proven with respect to some fixed but arbitrary variable ordering as

far as the computation of closures is concerned. In fact, we have not assumed anything about

variable ordering thus far, a freedom we will use in the next two subsections.

The reason we made Remark 3.5.18 is because from the next section onwards we will need

to assume that for our restricted formula ΦX , the variables in X are ordered before other

variables when computing the Closure. This is equivalent to saying that for every additional

variable that is fixed in ΦX , we now compute the closure in the graph G−X. This was also

used in the previous works on the LS+ hierarchy. In absence of this assumption, we may not
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have Cl(X) ⊆ Cl(X ∪ A), which will be needed to bound the number of variables fixed by

the closure operations over different rounds.

3.5.3 Rank Bounds for LS+

Recall that, from Subsection 2.1.1 in Chapter 2, any k-CSP(f) instance can be encoded as a

polytope in Rn by encoding the constraints as linear inequalities on the k-CSP variables (see

also [1, 21]). The same polytope can also be associated with a cone, as in Definition 3.4.1.

Therefore, given the above initial cone specified by our unsatisfiable k-CSP(f) instance, we

want to show that the cone obtained after many rounds of LS+ lift and project is non-

empty i.e., there exists a satisfying (fractional) assignment. To this end we describe a

Prover-Adversary game from Schoenebeck et al. [87] that was originally introduced by Buresh-

Oppenheim et al. [21]. The game has two players a Prover and an Adversary. In round r,

starting from a point y(r) ∈ [0, 1]n+1 the Prover constructs a lifted point / protection matrix

Y (r) and a set of vectors Or with each element in Rn+1 such that

1. Each element of Or satisfies all initial constraints,

2. Y (r) satisfies the conditions 1 and 2 in Definition 3.4.1,2

3. ∀i the column vectors Y
(r)
i and Y

(r)
0 − Y

(r)
i can be expressed as a positive linear

combination of elements in Or.

The Adversary chooses a vector z ∈ Or, sets y(r+1) as z and the game continues as long as

the Prover can construct the protection matrices.

Theorem 3.5.19 ([87]). Suppose, starting from a point y that satisfies all our initial con-

straints, the Prover has a strategy that lasts r + 1 rounds against any Adversary, then y

survives r rounds of LS+ lift and project.

2. The underlying initial cone is the homogenized cone associated with the initial polytope of our k-CSP
(see Subsection 2.1.1).
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We now describe a Prover strategy which allows us to establish our required integrality

gap and rank lower bounds. The Prover initially starts with the point y = y(1) ∈ Rn+1 such

that y(1)(0) = 1 and ∀i ∈ [n],

y(1)(i) = mi(xi = 1) = E
mi(·)

[
1{i}

]
.

Note that by Lemma 3.5.15, we in fact have y(1)(i) = 1/2 for all i ∈ [n]. The protection

matrix Y (1) corresponding to y(1) is given by

Y (1)(i, j) = E
mij(·)

[
1{i}1{j}

]
.

To describe the set O1, we first observe that the constraints Y (1)(i, i) = Y (1)(i, 0) = y(1)(i)

imply that the vectors
Y

(1)
i

y(1)(i)
and

Y
(1)
0 −Y (1)

i

1−y(1)(i)
correspond to fractional solutions with the ith

variable set to 1 and 0 respectively. The vectors in the set O1 are defined by setting additional

variables in Cl(i) so that the constraint graph on the variables with fractional values still

remains expanding.

Define the set R1,j as the set of variables Cl(j) for j ∈ [n] and define the set A1,j

as possible {0, 1} assignments to R1,j i.e. α ∈ {0, 1}Cl(j). Here we only consider α ∈

{0, 1}Cl(j) such that for any constraint Ci ∈ C(Cl(j)) we have µCi(α) > 0. Let R1

be the set of sets R1 = {R1,j : j ∈ [n]}. The set O1 consists of vectors y
(1)
R1,j=α

with

y
(1)
R1,j=α

(i) = Emi(·|R1,j=α)

[
1{i}

]
, where mi(·|R1,l = α) stands for the measure mi condi-

tioned on fixing the variables in R1,j to an assignment α from A1 (A1 := {A1,j : j ∈ [n]}).

Before we describe the Prover strategy for higher number of rounds we make an assump-

tion about the ordering of variables in Algorithm Closure from here onwards for the rest

of this section. This is an important subtlety in our application of the closure algorithm,

as opposed to [19] where the ordering on the variables could be chosen arbitrarily. In our

setting, when we consider a sequence of variables x1, . . . , xr which has been fixed by the

adversary, we want these variables to occur first in the ordering, before any other variables
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for which we are computing the conditional distributions. Thus, at round r, we want the

distributions {mS} to be defined according to an ordering which has x1, . . . , xr in that order

and before any other variables. However, at round r + 1, when the adversary conditions on

an additional variable xr+1, we define the measures according to the new ordering which

puts x1, . . . , xr+1 first (in that order). We now want this to be consistent with the measure

at round r, even though we did not know xr+1 at round r. This is where the online nature

of the closure algorithm (see Remark 3.5.8) is useful for proving consistency.

Assumption 3.5.20. Given an ordered set of variables X = {xi1 , .., xis} which have been

conditioned by the adversary in the same order we assume that these variables are ordered in

the same fashion when computing Cl(X). Furthermore, for any set of variables S, S∩X = ∅

we assume that the variables in X are ordered before those in S when computing closure.

Remark 3.5.21. The ordering of variables and thus the family of locally consistent measures

that we construct after r rounds of adversary moves may differ across various adversary fix-

ings / moves which is allowed by the online nature of Algorithm Closure (cf. Remark 3.5.8.)

We now describe the Prover strategy for round r + 1 for r ≥ 1. At the end of round r,

the Adversary would have chosen a vector z ∈ Or such that z = y
(r)
X=α for X ∈ Rr. So in

round r + 1 the Prover has input y(r+1) = z and the Prover outputs a matrix with entries

Y (r+1)(i, j) = Emij(·|X=α)

[
1{i}1{j}

]
. We then define Rr+1 as

Rr+1 := {X ∪ Cl(j) : xj 6∈ X} . (3.1)

We let Rr+1,j denote the jth member of Rr+1. The allowed assignments for Rr+1,j in Ar+1

are α′ ∈ {0, 1}X ′ such that for any constraint C ∈ C(X ′) we have µC(α′) > 0. We define

the set

Or+1 := {y(r+1)
Rr+1,j=α′

∈ Rn+1 : α′ ∈ Ar+1}, (3.2)

where y
(r+1)
Rr+1,j=α′

(i) = Emi(·|Rr+1,j=α′)

[
1{i}

]
.
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Finally, the game continues as long as the measure mij(·|Rr,l = α) is well defined for

all allowed assignments α ∈ Ar to members of Rr. Hence we need to prove the following

statements based on the Prover strategy. For the statements below, let ΦX,αX (abbreviated

to ΦX when αX is irrelevant) denote the formula obtained by a {0, 1} assignment αX to

variables in X.

Lemma 3.5.22. Let ΦX,α be a formula obtained by fixing variables in X, for an instance

of MAX k-CSP(f) for a pairwise uniform predicate f . Let the constraint graph G − X be

(3, k − 1 − ε)-expanding. Then for any 0-1 assignment to a given variable xi ∈ G − X

there exists an assignment α′ ∈ {0, 1}X∪Cl(i) such that α′|X = α and µC(α′) > 0 for any

constraint C in Φ.

Proof. The proof is an immediate corollary of Lemma 3.5.15 since we know

E
mi(·|X=α)

[
1{i}

]
= E
mi(·|X=α)

[
1− 1{i}

]
= 0.5 > 0.

Hence, there must exist an extension to the assignment α to X ∪ Cl(i) with the required

property.

Lemma 3.5.23. The measure mij(·|X = α) for allowed assignments α ∈ Ar to X for any

X ∈ Rr is well defined, and therefore the protection matrices Y (r) are also well defined i.e.

the entries of Y (r) lie in [0, 1], for all r ≤ r0 where r0 = Ωk,ε,δ(n) rounds.

Proof. There are two scenarios which can lead to mij(·|X = α) being undefined. First, it

is possible that some X itself is undefined since the closure is larger than the parameter t

for which we have t-consistency. However, we know from Lemma 3.5.6 that |X ∪ Cl(i)| ≤

O(kr/ε) (cf. Remark 3.5.18). Thus, since t = Ωk,ε,δ(n), the sets X are well defined for

r = Ωk,ε(n) rounds.

Second, it is possible that for some value of variable xi i.e. 0 or 1, in round r we may not

be able to extend a 0-1 assignment αi over Cl(X ∪ {i}) such that all C ∈ C(Cl(X ∪ {i}))
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have µC(αi) > 0. However, we can discount this possibility due to Lemma 3.5.22. Hence

the statement follows.

Note that we have used the assumption about ordering of variables (Assumption 3.5.20)

in the previous two Lemmas, but the rest of the proofs in this subsection will continue to

hold without Assumption 3.5.20 as long as the conditioning set is closed and of small enough

size i.e. Ok,ε,δ(n).

Lemma 3.5.24. The matrices Y (r) i.e. Y (r)(i, j) = Emij(·|X=α)

[
1{i}1{j}

]
, are positive

semidefinite for all X ∈ Rr, α ∈ Ar and for some r = Ωk,ε,δ(n).

Proof. Observe that both G and G − X are k − 1 − ε expanding and so any constraint

C ∈ G − X has at least k or k − 1 neighbors in G − X. Given variables xi and xj , recall

that a constraint C is uncompromised if it has at least k − 2 neighbors in G−X − {xi, xj}.

Otherwise, we say that C is compromised. If the variables xi and xj do not belong to the

same compromised constraint then by Lemma 3.5.15:

E
mij(·|X=α)

[
1{i}1{j}

]
= 0.25,

where X ∈ Rr, α ∈ {0, 1}X . To take care of the remaining case i.e. if both variables xi and

xj belong to some compromised constraint C, we decompose Y (r) into a single base matrix

B and a series of “correction” matrices MC . The protection matrix Y (r) has the following

properties:

• Y (r)(i, i) = Y (r)(0, i) = Y (r)(i, 0) = 0.5 and Y (r)(0, 0) = 1 for all i ∈ [n].

• Else, Y (r)(i, j) = Emij(·|X=α)

[
1{i}1{j}

]
for both xi, xj ∈ C and the constraint C is

compromised.

• Otherwise Y (r)(i, j) = 0.25.
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Let B = bbT where b ∈ Rn+1, b0 = 1, bi = 0.5 for xi 6∈ X and bi = α|i for xi ∈ X. For every

compromised constraint C we define the (k − 1)× (k − 1) matrix

MC(i, j) :=

[
E

mij(·|X=α)

[
1{i}1{j}

]
− 0.25

]
,

for xi, xj ∈ C. Since a variable can not belong to two compromised constraints due to

high expansion, observe that Y (r) = B +
∑
CMC . Hence it suffices to prove that each

MC is positive semidefinite. Let us consider a specific matrix MC from the LHS of the

decomposition for Y (r). As long as |Cl(X)| is small enough so that G − X is (k − 1 − ε)

expanding and Lemma 3.5.15 applies, we get

E
mij(·|X=α)

[
1{i}1{j}

]
− 0.25 = E

mij(·|X=α)

[
(1{i} − 0.5)(1{j} − 0.5)

]
.

Let S denote the union over all xi, xj ∈ C of Cl(X∪{i, j}). As long as |S| is small enough to

meet the local consistency requirement of Lemma 3.5.13, which is true for |X| = Ok,ε,δ(n), we

can rewrite the matrix MC as an expectation over measures so that the underlying measure

no longer depends on i and j, i.e.

MC(i, j) = E
mS(·|X=α)

[
(1{i} − 0.5)(1{j} − 0.5)

]
.

Therefore, we have expressed the matrix MC as an expectation over rank one matrices of

the form (
−−−−−−→
1{i} − 0.5)(

−−−−−−→
1{i} − 0.5)T . Since each matrix in the expectation will be positive

semidefinite, the expectation itself will be positve semidefinite. Hence, each MC is positive

semidefinite and so is Y (r).

Lemma 3.5.25. Y
(r)
i and Y

(r)
0 −Y (r)

i can be expressed as a convex combination of elements

in Or for all r ≤ r0 where r0 = Ok,ε,δ(n).

Proof. We give the argument for Y
(r)
i below. The argument for the column Y

(r)
0 − Y

(r)
i .

is identical. Let y
(r)
X=α (or simply y(r)) be obtained by fixing X = α for some X ∈ Rr−1.
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Also, note that X is a closed set and hence y(r)(i) = 0.5 for any xi /∈ X by Lemma 3.5.15.

Consider the column vector Y
(r)
i /y(r)(i). For xj ∈ X, we have Y (r)(i, j) = y(r)(i) · αj and

hence the corresponding entry in Y
(r)
i /y(r)(i) is just αj . For xj 6∈ X ∪ Cl(i), xi and xj can

not be in the same compromised constraint and hence Y (r)(i, j) = 0.25 by Lemma 3.5.15

which gives
Y (r)(i,j)

y(r)(i)
= 0.5.

Thus, we only need to bother about xj ∈ Cl(i) \X. For such a j, we have

Y (r)(i, j)

y(r)(i)
=

Emij(·|α)

[
1{i}1{j}

]
Emi(·|α)

[
1{i}

] =

∑
β∈{0,1}X∪Cl(i),β|X=α,βi,j=1,1

∏
C∈C(X∪Cl(i)) µC(β)∑

β∈{0,1}X∪Cl(i),β|X=α,βi=1

∏
C∈C(X∪Cl(i)) µC(β)

.

Let the product in the above terms be denoted by pβ . Then we have

Y (r)(i, j)

y(r)(i)
=

∑
β∈{0,1}X∪Cl(i),β|X=α,βi=1 pβ · βj∑
β∈{0,1}X∪Cl(i),β|X=α,βi=1 pβ

=

∑
β∈{0,1}X∪Cl(i),β|X=α,βi=1 pβ · βj

Z
,

where Z =
∑
pβ . Since this holds for all xj ∈ Cl(i) \X, we can write the column vector

Y
(r)
i =

y(r)(i)

Z
·

∑
β∈{0,1}X∪Cl(i),
β|X=α,βi=1

pβ · zβ ,

where the jth coordinate of vector zβ is βj for xj ∈ X ∪ Cl(i) and 0.5 otherwise. Since all

the vectors zβ for which pβ is non-zero correspond to elements of Or, this completes the

proof.

So far, we have exhibited a prover startegy for r = Ωk,ε,δ(n) rounds against any adversary.

The strategy ensures that elements of Or satisfy all initial constraints (Lemma 3.5.13 and

Definition 3.5.9), that the matrices Y (r) are symmetric positive semidefinite (Lemma 3.5.24),

and that the vectors Y
(r)
i , Y

(r)
0 − Y

(r)
i can be expressed as positive linear combinations

of elements of Or (Lemma 3.5.25). Finally, we can fix the expansion parameter ε to a

suitable constant (say 0.1) and conclude the main theorem for this chapter (below) from
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Theorem 3.5.19.

Theorem 3.5.26. Let f be a pairwise uniform predicate on k variables, δ > 0 and Φ be

a random instance of MAX k-CSP(f) on n variables for sufficiently large n. Then with

probability exp(−O(k422k/δ4)) over the choice of Φ, the LS+ hierarchy has an integrality

gap of 1 vs ρ(f) + δ for Φ even after Ωk,δ(n) rounds. Also, with the above probability, any

LS+ refutation of Φ requires rank Ωk,δ(n).

3.5.4 Further Lower Bounds

In this subsection we use the techniques developed in the previous section, esp. Lemma 3.5.24,

for proving rank lower bounds and ideas similar to [64, 47] (see also [77]) to prove a size

lower bound for pairwise uniform predicates in static-LS+. We continue to assume that the

variables in the ordered set X are ordered before all other variables when computing closure

i.e. Assumption 3.5.20 holds. Given a formula Φ for a MAX k-CSP(f) with pairwise uniform

predicate f we let ΦX denote the formula obtained by fixing variables in a set X and since

the actual assignment to variables in X will not be important we do not include it in the

notation. Note that the constraint graph G−X naturally corresponds to ΦX .

Theorem 3.5.27 (Degree Lower Bound). Let Φ be an unsatisfiable instance of MAX k-CSP(f)

on n variables, for a pairwise uniform predicate f . Let X be a subset of variables such that the

formula ΦX with the constraint graph G−X is (r, k−1−ε) expanding for some r = Ωk,ε,δ(n).

Then ΦX has degree3 Ωk,ε,δ(n) for any valid static-LS+ refutation.

Proof. Observe that any static-LS+ refutation of Φ, with degree ≤ d, has the form (Equa-

tion 2.4): ∑
l

αl · ϕIl,Jl = −1,

where ϕIl,Jl = sl ·
∏
i∈Il xi ·

∏
j∈Jl(1 − xj) for an axiom sl ≥ 0 or sl is the square of some

linear form, and αl ∈ R+. Let V ar(sl) denote the set of variables in the axiom sl ≥ 0 and

3. Note that degree refers to multilinear degree as in Subsection 2.1.1 of Chapter 2.
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let Sl := Il ∪ Jl ∪ V ar(sl). We evaluate ϕIl,Jl at ~y ∈ R( n≤d), where

yS = E
mS(·|X=α)

∏
i∈S

1{i}

 ,
so that

ϕIl,Jl(y) = E
mSl

(·|X=α)

sl(1)
∏
i∈Il

1{i}
∏
j∈Jl

(1− 1{j})

 , (3.3)

where sl(1) denotes the axiom sl evaluated by setting xi ∈ sl to 1{i}. Note that this

evaluation at ~y defines a R-valued linear map on the set of multilinear polynomials of degree

at most d. The idea of this proof is to show that under this evaluation, which is well defined

for d = Ok,ε,δ(n), the LHS of any refutation maps to some non-negative quantity while the

RHS maps to −1 - a contradiction.

If sl is just an initial linear constraint then to show ϕIl,Jl(y) ≥ 0 we simply check that

mSl(·|X = α) is Ωk,ε(n) locally consistent and supported only on satisfying assignments to

C(Sl ∪X), both of which are true as long as |Sl ∪X| ≤ Ok,ε,δ(n) (Lemma 3.5.13).

In the remaining case sl is the square of a linear form, say sl = (cTl x)2. Let Al be the set

of variables in Il ∪ Jl. Observe that the evaluation for ϕIl,Jl = sl ·
∏
i∈Il xi ·

∏
j∈Jl(1− xj)

can be viewed as an expectation where all variables in Al are fixed to some 0-1 values i.e.,

Al = β for β ∈ {0, 1}Al such that each variable in Il is 1 and each variable in Jl is 0. So

to prove that ϕIl,Jl(y) ≥ 0 it suffices to prove that the following n × n matrix is positive

semidefinite:

Ml(i, j) := m{i,j}∪Al(xi = 1, xj = 1, Al = β|X = α), ∀i, j ∈ [n] , (3.4)

since ϕIl,Jl(y) = cTl Mlcl. However by local consistency (Lemma 3.5.13) we have,

m{i,j}∪Al(xi = 1, xj = 1, Al = β|X = α) =
m{i,j}∪Al∪X(xi = 1, xj = 1, Al = β,X = α)

mX(X = α)
.
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Local consistency also allows us to write

m{i,j}∪Al∪X(xi = 1, xj = 1, Al = β,X = α)

=
∑

β∈{0,1}Cl(Al)

β|Al
=β

m{i,j}∪Cl(Al)∪X(xi = 1, xj = 1, Cl(Al) = β,X = α) . (3.5)

Consider each term in the RHS of Equation 3.5, they represent the following matrix as i and

j vary over [n]:

Ml,β(i, j) := m{i,j}∪Cl(Al)∪X(xi = 1, xj = 1, Cl(Al) = β,X = α).

It suffices to show that all Ml,β are positive semidefinite. If mCl(Al)∪X(Cl(Al) = β,X = α)

is positive i.e. matrix Ml,β is not all-zero, then we divide Ml,β by mCl(Al)∪X(Cl(Al) =

β,X = α) and use local consistency to obtain:

Ml,β(i, j) := m{i,j}(xi = 1, xj = 1|Cl(Al) = β,X = α).

Two cases arise in this process:

1. xi ∈ Cl(Al) or xj ∈ Cl(Al). Assume without loss of generality that i ∈ Cl(Al). This

case can be divided into two further cases:

(a) β|i = 0 then the entire row and column for i in Ml,β is 0 and we simply ignore

the variable as far as the positive semidefiniteness of Ml,β is concerned.

(b) β|i = 1 then two cases arise:

i. xj ∈ Cl(Al) then βj = 1 otherwise we can ignore j. Moreover Ml,β = 1.

ii. xj 6∈ Cl(Al) then Ml,β = 0.5 by Lemma 3.5.15.

2. xi, xj 6∈ Al then matrix Ml,β is the same as the matrix Y , restricted to unfixed vari-

ables, in Lemma 3.5.24.
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So the matrix Ml,β looks exactly like the matrix Y (r) in Lemma 3.5.24, where the fixed

variables in Y (r) correspond to the variables in X ∪Cl(Al). Therefore an argument exactly

as in Lemma 3.5.24 can be used to show Ml,β is positive semidefinite and finish the proof.

Given the degree lower bound it is now easy to prove the size lower bound (cf. Grigoriev

et al [47], Itsykson and Kojevnikov [64]) which implies Theorem 3.2.2.

Theorem 3.5.28. Let f be a pairwise uniform predicate on k variables and Φ be a ran-

dom instance of MAX k-CSP(f) on n variables for sufficiently large n. Then with proba-

bility exp(−O(k422k)) over the choice of Φ, any static-LS+ refutation of Φ requires size

exp(Ωk(n)).

Proof. By Theorem 3.5.3 the underlying constraint bigraph G, of Φ, is Ωk,ε,δ(n)-expanding

with pairwise independent support, with the required probability. So it suffices to consider

only such instances for this proof. Moreover, we assume that ε and δ are fixed to some small

constants for the purposes of this proof.

Let N(d) be the number of degree ≥ d terms of the form ϕIl,Jl in the static-LS+ refutation

of Φ. By pigeon-hole principle there exists a variable xi and a {0, 1} assignment bi to xi

which sets to 0 i.e. “kills”, at least
N(d)d

2n of the ϕIl,Jls with degree d.

Ideally, we would like to use the previous idea repeatedly and “kill” all high degree

inequalities and derive a low degree refutation of a smaller instance, where the constraint

graph G is expanding with pairwise independent support and then use Theorem 3.5.27 to

prove our statement. However, we may end up with a G which is not expanding or we

may end up with a G where some constraints do not support distributions that meet our

conditions. We may even end up falsifying a constraint when fixing the variables. In all the

previously mentioned cases we will not obtain a valid static-LS+ refutation of some instance

of a formula which is Ωk,ε,δ(n) expanding with pairwise uniform predicates. We can remedy

the above problem by repeated expansion correction as used in the previous subsection (or

see [47, 64]).
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Starting with constraint graphGnew := G we alternately fix a variable xi to “kill”≥
N(d)d

2n

constraints of degree ≥ d and then fix variables in Cl(i) to ensure that Gnew ← G − Cl(i)

is expanding with pairwise independent support. The variables in Cl(i) \ {xi} can be fixed

according to Lemma 3.5.22 to obtain a valid static-LS+ refutation of the formula ΦXt , where

Xt is the set of fixed variables in t steps of the form
⋃
j≤tCl(ij) (xij is the variable fixed at

step j).

From Theorem 3.5.27, we know that there exists constants δ1 and δ2, such that for

t ≤ δ2n, any static LS+ refutation of ΦXt must require degree at least d = δ1n. We continue

the above process for δ2n steps. At each step we kill at least a d
2(n−|Xt|) ≥

d
2n fraction of

terms of degree at least d. After t0 = δ2n steps, we are left with a static LS+ refutation of

ΦXt0
which has at most N(d) ·

(
1− d

2n

)δ2n
terms of degree at least d. But a refutation of

ΦXt0
must still require degree d. Hence, there should be at least one term of degree at least

d remaining and we should have

N(d) ·
(

1− d

2n

)δ2n
= N(d) ·

(
1− δ1

2

)δ2n
≥ 1

which gives the required bound.

3.6 Conclusion

We have shown that pairwise uniform predicates are approximation resistant in the LS+

and static-LS+ hierarchies. An interesting next step could be to prove rank lower bounds

for many consecutive rounds of positive semidefinite lift steps without intermediate projec-

tion steps. Like prior work on Resolution [18] and Polynomial Calculus [2], we need high

expansion (in fact higher) and it would be interesting to get the same bounds with moder-

ately expanding instances of k-CSPs. Of course, the most interesting open problem is to get

matching lower bounds in the Lasserre hierarchy.
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CHAPTER 4

SOMEWHAT APPROXIMATION RESISTANT PREDICATES

4.1 Introduction

In this chapter we investigate a weaker, and more general, notion of approximation resis-

tance, originally defined by H̊astad [54]. As mentioned in the introductory chapter, Schae-

fer [85] was able to explicitly classify all boolean predicates into two categories i.e., either

the problem of satisfiability checking of k-CSP(f) is NP-hard, or it is in P. So far, there is no

such characterization of predicates, which can tell us whether a predicate is approximation

resistant or not. Moreover, there are no such results even in the unconditional setting of

optimization hierarchies and proof systems. In this chapter we solve a more modest (in hind-

sight) question. We give a quantitative characterization of all boolean predicates depending

on whether or not they are “somewhat” approximation resistant.

Definition 4.1.1. For a predicate f : {0, 1}k → {0, 1} and a constant τ > ρ(f), the predicate

is said to be τ -resistant if for an arbitrarily small constant ε > 0, it is NP-hard to distinguish

instances of MAX k-CSP(f) where a τ − ε fraction of constraints can be simultaneously

satisfied from those where at most ρ(f) + ε fraction of the constraints can be simultaneously

satisfied.

A τ -resistant predicate with τ = 1 is better known as approximation resistant. The

following notion of somewhat approximation resistance was defined by H̊astad [54].

Definition 4.1.2. A predicate f : {0, 1}k → {0, 1} is said to be somewhat approximation

resistant if there exists some constant τ > ρ(f) such that the predicate is τ -resistant.

Definition 4.1.3. A predicate f : {0, 1}k → {0, 1} is said to be always approximable if

for every constant τ > ρ(f), there is a constant ν > ρ(f) and a polynomial time (possi-

bly randomized) algorithm that given an instance of MAX k-CSP(f) where a τ fraction of
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constraints can be simultaneously satisfied, finds an assignment satisfying ν fraction of the

constraints.

Clearly, the terms somewhat approximation resistant and always approximable are mutu-

ally exclusive (assuming P 6= NP and NP6⊆ BPP). We recall that any predicate f : {0, 1}k →

{0, 1} has a Fourier representation:

f(x) =
∑
S⊆[k]

f̂(S)χS ,

where χS are characters in the Fourier basis (defined later). The Fourier degree of f is

the maximum size of S such that f̂(S) 6= 0. We say that f depends on a variable xi if

that variable appears in the above representation (i.e. if there exists S ⊆ [k] such that

i ∈ S, f̂(S) 6= 0). H̊astad [54] shows the following result1.

Theorem 4.1.4. A predicate f is always approximable if its Fourier degree is at most 2 and

somewhat approximation resistant otherwise. Moreover, a function of Fourier degree at most

2 can depend on at most 4 variables.

In this chapter, we focus our attention to the case when f has Fourier degree at least 3

and hence is somewhat approximation resistant.

Definition 4.1.5. Let f : {0, 1}k → {0, 1} be a predicate with Fourier degree at least 3.

Define τ(f) to be the supremum over all τ such that f is τ -resistant.

The parameter τ(f) − ρ(f) may be considered as the hardness gap. Our goal is to

characterize this gap as closely as possible. Our main result is a characterization of this

gap up to a multiplicative factor of O(k5). H̊astad’s result [54] gives a lower bound of(
max|S|≥3 |f̂(S)|

)
on the gap τ(f)− ρ(f).2 However we show that this bound is too weak

1. H̊astad provides only a sketch of the proofs. The proof for the second statement, namely that a function
of Fourier degree at most 2 can depend on at most 4 variables, follows from [74] (also see Section 3.1 in [75]).

2. This is the bound that can be inferred from H̊astad’s proof sketch.
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for some predicates and a stronger lower bound is Ω
(

1
k2 ·

∑
|S|≥3 f̂(S)2

)
(clearly there are

predicates where the maximum Fourier coefficient at/above level 3 is exponentially far off

from the total Fourier mass at/above level 3). However, even this bound is not the correct

one for some predicates and the situation turns out to be a bit subtle. We show that the

gap is characterized by two factors:

1. Whether f is close to or far from the class of functions with Fourier degree at most 2.

Not surprisingly, this is related to whether the Fourier mass of f at level 3 and above

is low or high.

2. When f is close to some function g with Fourier degree at most 2, whether f is

monotonically below g.

Note that the upper and lower bound on the gap τ(f)−ρ(f) correspond to an algorithm

and a NP-hardness result respectively. We show that our upper and lower bounds also hold in

the Lasserre SDP hierarchy in the following sense: The algorithmic upper bound is achieved

by a simple SDP relaxation with one round of the natural Lasserre relaxation. On the other

hand, for all lower bound results, there is a Ω(n)-level Lasserre integrality gap construction

with integrality gap similar to the NP-hardness gap.

4.2 Our Results

Let Q denote the set of boolean functions on k variables which are of Fourier degree at most

2. From Theorem 4.1.4, if f ∈ Q then f is always approximable and otherwise it is somewhat

approximation resistant. We are interested in the case that f 6∈ Q. Let ∆(f,Q) denote the

minimum Hamming distance (normalized by a factor 2k so that it is in the range [0, 1]) of f

from any function in Q. We now state our main result.

Theorem 4.2.1. Let k ≥ 2215
and f : {0, 1}k → {0, 1} be a predicate with Fourier degree at

least 3 (and hence ∆(f,Q) > 0). 3

3. The current lower bound on k for Theorem 4.2.1 is large, but it seems to be an artifact of our proof
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1. If ∆(f,Q) ≥ 1/k3, then τ(f) ≥ ρ(f) + Ω(1/k5).

2. If ∆(f,Q) = δ ≤ 1/k3, then let g ∈ Q denote the unique function such that ∆(f, g) = δ.

(a) If ∃x ∈ {0, 1}k such that f(x) = 1 ∧ g(x) = 0 then τ(f) ≥ ρ(f) + Ω(1/k).

(b) Otherwise, g is monotonically above f . In this case, there is an absolute constant

C and a polynomial time (randomized) algorithm that for any ε ≥ Ck3δ, given

a ρ(f) + ε satisfiable instance of MAX k-CSP(f), finds a
(
ρ(f) + Ω( ε

k2 log(1/ε)
)
)

-

satisfying assignment. In particular,

τ(f) ≤ ρ(f) +O(k3δ).

Moreover, τ(f) ≥ ρ(f) + Ω
(
δ
k2

)
.

Remark 4.2.2. We always have the trivial upper bound τ(f) − ρ(f) ≤ 1. Hence in all the

cases, τ(f) − ρ(f) is characterized up to a multiplicative factor of O(k5) as claimed. Note

that characterizing τ(f) precisely would in particular completely characterize approximation

resistant predicates (with τ(f) = 1) which is open even for the case k = 4 [52, 54].

Remark 4.2.3. Whenever Case (1) applies, we have ρ(f) ≥ 1
k3 (otherwise f would be 1

k3 -

close to the zero-function which is in Q). The functions g ∈ Q depend on at most 4 variables

and thus ρ(g) ∈ { `16 |` ∈ {0, 1, . . . , 16}}. Whenever Case (2) applies ρ(f) is 1
k3 -close to one

of these 17 values.

We can also prove unconditional lower bounds without much extra effort. In this context

the notion of NP-hardness is replaced by the notion of the integrality gap which persists

even after many levels of Lasserre relaxations.

Definition 4.2.4. Given MAX k-CSP(f), we say that f is τ∗-resistant for the Lasserre hi-

erarchy if for all constant ε > 0, there exists a constant c = c(ε) > 0 and instances with n

technique and we expect it to hold for smaller values of k. The condition k ≥ 22
15

arises only in our argument
relating ∆(f,Q) to the Fourier mass of f above level 2 (Section 4.6).
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variables and m constraints, for infinitely many values of n, such that the Lasserre relaxation

after bcnc rounds has value at least τ∗ but the integral optimum is at most ρ(f) + ε.

Definition 4.2.5. Let f : {0, 1}k → {0, 1} be a predicate with Fourier degree at least 3.

Define τ∗(f) to be the supremum over all τ∗ such that f is τ∗-resistant.

The two notions of τ -resistance (namely Definition 4.2.5 and 4.1.5) are very closely re-

lated and so we have chosen to use a similar notation for both. Our main result regarding

integrality gap mimics the result regarding NP-hardness gap:

Theorem 4.2.6. Let k ≥ 2215
and f : {0, 1}k → {0, 1} be a predicate with Fourier degree at

least 3 (and hence ∆(f,Q) > 0).

1. If ∆(f,Q) ≥ 1/k3, then τ∗(f) ≥ ρ(f) + Ω(1/k5).

2. If ∆(f,Q) = δ ≤ 1/k3, then let g ∈ Q denote the unique function such that ∆(f, g) = δ.

(a) If ∃x ∈ {0, 1}k such that f(x) = 1 ∧ g(x) = 0 then τ∗(f) ≥ ρ(f) + Ω(1/k).

(b) Otherwise, g is monotonically above f . Then, SDP rounding of the natural

Lasserre relaxation, after just one round, finds a
(
ρ(f) + Ω( ε

k2 log(1/ε)
)
)

-satisfying

assignment, if the instance is ρ(f) + ε satisfiable for any ε ≥ Ck3δ and C is an

absolute constant. In particular,

τ∗(f) ≤ ρ(f) +O(k3δ).

Moreover, τ∗(f) ≥ ρ(f) + Ω
(
δ
k2

)
.

4.3 Some Preliminaries

In this section we briefly remind the reader of some necessary preliminaries about spectra of

boolean functions and linear codes. The survey [35] and the book [36] are good sources of

detailed information on the two topics above.
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Fourier Analysis on the Boolean Hypercube

Given a function f : {0, 1}k → {0, 1} we can express it in the Fourier basis, comprising of

characters χS for S ⊆ [k] and χS(x) = Πi∈S(−1)xi , as follows:

f(x) =
∑
S⊆[k]

f̂(S)χS(x).

Definition 4.3.1. Given f : {0, 1}k → {0, 1}, the influence of coordinate i, denoted as

Infi(f), is defined as:

Infi(f) :=
∑
S:i∈S

f̂(S)2.

Definition 4.3.2. Given f : {0, 1}k → R, The Noise Operator Tε is defined as follows:

Tε(f) :=
∑
S⊆[k]

ε|S|f̂(S)χS .

Lemma 4.3.3. Given f : {0, 1}k → R, 1 ≤ p ≤ q and ε ≤
√

p−1
q−1 the Bonami-Beckner

inequality states:

||Tεf ||q ≤ ||f ||p.

Let eS denote the incidence vector of a set S ⊆ [k]. In particular ei is the unit vector,

which is 1 on coordinate i and 0 otherwise.

Definition 4.3.4. Given f : {0, 1}k → {0, 1}, we define the difference along coordinate i as

fi(x) := f(x)− f(x+ ei).

Observe that fi is {−1, 0, 1} valued and that fi = 2
∑
S:i∈S f̂(S)χS . Therefore, for any

p 6= 0

E [|fi|p] = E
[
|fi|2

]
= 4Infi(f).
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We will let Υr(f) denote the Fourier mass of predicate f at level r or more i.e.

Υr(f) :=
∑
|S|≥r

f̂(S)2 .

MAX k-CSP(f) and SDP Relaxations

Recall, from our discussion for MAX 3-LIN, that the rank r Lasserre SDP relxation for a

MAX k-CSP(f) instance Φ introduces a vector v(S,α) for each subset S ⊆ [n], |S| ≤ r and

each α ∈ {0, 1}S . For any constraint fC , also denoted C when f is implicit, SC denotes

the set of variable indices in C. For two assignments α1 ∈ {0, 1}S1 and α2 ∈ {0, 1}S2

which agree on S1 ∩ S2, we use α1 ◦ α2 to denote the concatenation of both assignments to

S1 ∪ S2. The final form of the rank r Lasserre SDP relxation for MAX k-CSP(f) is given in

Table 4.1 [96, 27, 86].

max
1

m

∑
C∈Φ

∑
α∈f−1

C (1)

∥∥v(SC ,α)

∥∥2

s.t.
〈
v(S1,α1),v(S2,α2)

〉
= 0 ∀ α1(S1 ∩ S2) 6= α2(S1 ∩ S2)〈

v(S1,α1),v(S2,α2)

〉
=
〈
v(S3,α3),v(S4,α4)

〉
∀ S1 ∪ S2 = S3 ∪ S4, α1 ◦ α2 = α3 ◦ α4∑

bi∈{0,1}

∥∥v({i},bi)
∥∥2

= 1 ∀i ∈ [n]

〈
v(S1,α1),v(S2,α2)

〉
≥ 0 ∀S1, S2, α1, α2∥∥v(∅,∅)

∥∥ = 1

Table 4.1: Lasserre SDP for MAX k-CSP(f) instance Φ

Linear Codes

A linear code over Fk2 is simply a subspace of Fk2 . We will identify Fk2 with {0, 1}k in the

natural fashion and use the two interchangeably.
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Definition 4.3.5. The dual space V ⊥ of a linear space V ⊆ Fk2 is defined as:

V ⊥ := {x ∈ Fk2 : x · y = 0, ∀y ∈ V } .

Also, for a linear code V , we define its distance as min{|x| : x ∈ V, x 6= 0}.

We will need the existence of low dimensional subspaces V such that V ⊥ has distance at

least 3. In particular, for k, which is a power of 2, V corresponds to the Hadamard code.

Claim 4.3.6. For all t ≥ 3, there exists a subspace V ⊆ {0, 1}t such that |V | ≤ 2t and V ⊥

is a linear code with distance at least 3.

Proof. Let r be such that 2r−1 − 1 < t ≤ 2r − 1. Then each element of [t] can be identified

with non-empty subset of [r]. Let F ⊆ 2[r] be the family of subsets which corresponds to the

elements of [t], such that ∀i ∈ [r], {i} ∈ F . Consider the space V defined by the solutions

of the following set of linearly independent equations over F2

xT =
∑
i∈T

x{i} ∀T ∈ F , |T | > 1 .

Since the number of equations is t − r, the size of V is 2r = 2dlog2(t+1)e ≤ 2t. Also, since

any non-trivial linear combination of the above equations gives an equation with at least 3

variables, V ⊥ has distance at least 3.

We will also need to count the number of d-dimensional subspaces of Fk2 , which is given

by the Gaussian binomial coefficients
(k
d

)
2 defined as

(
k

d

)
2

:=
Πd−1
i=0 (2k − 2i)

Πd−1
i=0 (2d − 2i)

for 0 ≤ d ≤ k and 0 otherwise.

79



Boolean Predicates

Definition 4.3.7. We say that a predicate f : {0, 1}k → {0, 1} τ -correlates with a predicate

g : {0, 1}k → {0, 1} if

|f−1(1) ∩ g−1(1)|
|g−1(1)|

≥ τ.

Equivalently Ex∈g−1(1) [f(x)] ≥ τ .

The following is an alternate characterization of well distributed linear predicates, Defi-

nition 2.2.15.

Claim 4.3.8. Let L : {0, 1}k → {0, 1} be a linear predicate such that L−1(1) = V + z for a

subspace V of Fk2 and z ∈ Fk2. Then L is well distributed if and only if V ⊥ forms a (linear)

code of distance at least 3 over {0, 1}k.

Proof. Since translation by z does affect the balance and pairwise independence of a distri-

bution, L is well distributed if and only if the uniform distribution on V is balanced and

pairwise independent. This is equivalent to the condition that Ex∈V [χS(x)] = 0 for all S

such that 0 < |S| ≤ 2. Also, Ex∈V [χS(x)] is 1 for eS ∈ V ⊥ and 0 otherwise, which implies

that the above condition is equivalent to saying V ⊥ does not contain any eS with 0 < |S| ≤ 2

i.e., it is a code with distance at least 3.

4.4 Overview of Proof Techniques

In this section, we provide a brief sketch of proof of Theorem 4.2.1, hiding many details

however. Our starting point is a recent result of Chan [22] showing that a predicate L :

{0, 1}k 7→ {0, 1} is 1-resistant (i.e. approximation resistant) if L−1(1) is an affine translate

of the orthogonal complement of a distance (at least) 3 code. We will call such a predicate a

good predicate for this section. A useful fact is that sparse good predicates exist (i.e. |L−1(1)|

is O(k2)) and are numerous in the sense that an affine translate of the orthogonal complement

of a random linear subspace of dimension k − 2 log2 k −O(1) works with probability 99%.
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A predicate f : {0, 1}k → {0, 1} is said to be τ -correlated with a good predicate L if

a uniformly random satisfying assignment for L is also a satisfying assignment for f with

probability at least τ (i.e. |L−1(1)∩f−1(1)|/|L−1(1)| ≥ τ). Given a predicate f : {0, 1}k 7→

{0, 1}, we observe that if f is τ -correlated with a good predicate, then f is τ -resistant. The

reason is rather straightforward. Chan [22] gives a reduction showing that L is 1-resistant.

We take the same reduction but pretend that the predicate used for every constraint is f

instead of L and this minor modification suffices to show that f is τ -resistant.4 For the

sake of future reference, we note that any predicate f , not identically zero, always Ω
(

1
k2

)
-

correlates with some good predicate. This is simply because we pick an arbitrary good

predicate L with |L−1(1)| ≤ O(k2) and translate it to ensure that L−1(1) ∩ f−1(1) 6= ∅.

This gives correlation of at least 1/|L−1(1)|.

With these observations at hand, our first task is to (approximately) characterize the

best possible correlation that a given predicate f : {0, 1}k 7→ {0, 1} can have with a good

predicate. We show that this is related to the Fourier mass of f at level 3 and above,

denoted Υ3(f), which in turn is related to the distance ∆(f,Q). In the range of parameters

of interest, we show that f is τ -correlated with a good predicate (and hence τ -resistant) with

τ ≥ ρ(f) + Ω

(
Υ3(f)

k2

)
,

and moreover that

Υ3(f) = Θ(∆(f,Q)).

The first claim uses a (somewhat novel) probabilistic argument showing that a random good

predicate works. The second claim uses Fourier analytic techniques from the works of Kahn

Kalai and Linial [57], and Friedgut [41]5. Our lower bound on τ(f) in Case (1) and Case

4. One however needs to use some strong uniformity properties of Chan’s reduction. Firstly, that in the
YES Case, all satisfying assignments to L occur almost equally often. And secondly, that in the NO Case,
for any global assignment, the local view at a randomly chosen constraint is almost uniformly random.

5. This result is similar, though quantitatively incomparable, to a result of Friedgut, Kalai and Naor [42]
which relates the Fourier mass above level 1 to the distance from dictator (and constant) functions.
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(2b) of Theorem 4.2.1 now follow immediately.

We are left with the Case (2a) and the upper bound in Case (2b) of Theorem 4.2.1. Note

that we are in the scenario where there is a function g ∈ Q with ∆(f, g) = δ for some tiny δ.

We illustrate Case (2a) first. For the sake of illustration, assume that g ≡ 0, which

amounts to saying that ρ(f) = δ. As we noted, f always Ω
(

1
k2

)
-correlates with a good pred-

icate and hence is Ω
(

1
k2

)
-resistant. Since ρ(f) = δ is tiny, we have τ(f) ≥ ρ(f) + Ω(1/k2)

as desired (this is a bit weaker than the bound we actually get/state in Theorem 4.2.1). The

proof for Case (2a) in general is a bit tricky and we refer the reader to Section 4.7.1. We

note that this is the case where the gap τ(f)− ρ(f) is large (i.e. Ω(1/k2)) even though the

Fourier mass at level 3 and above is at most δ which could be as low as 2−k.

Finally, we arrive at the upper bound in Case (2b). Here the algorithm is designed by

using an algorithm of Charikar and Wirth [25] as a black-box. Note that we are in the

scenario where there is a function g ∈ Q with ∆(f, g) = δ for a tiny δ and moreover that

f implies g. Given an instance of MAX k-CSP(f) that is (ρ(f) + ε)-satisfiable, we begin by

pretending that it is an instance of MAX k-CSP(g) with the predicate f on every constraint

replaced by g. Since f implies g and they are close in Hamming distance, the instance

remains (ρ(g) + ε/2)-satisfiable as an instance of MAX k-CSP(g). For the predicate g of

Fourier degree at most 2, the algorithm of Charikar and Wirth yields an assignment that is

(ρ(g)+Ω(ε/ log(1/ε)))-satisfying. This assignment, by itself, might be quite bad when viewed

as an assignment for MAX k-CSP(f). To correct this, we re-randomize each variable with

probability 1− 1
2k and show that it now serves as a (ρ(g) + Ω(1/k2 · ε/ log(1/ε)))-satisfying

assignment to MAX k-CSP(f) (and ρ(g) ≥ ρ(f)).

In the context of Lasserre integrality gaps and Theorem 4.2.6, our starting point is

the result of Tulsiani [96] that is analogous to Chan’s NP-hardness result. The hardness

reductions are now replaced by integrality gap constructions, but they are identical in spirit

with the same bounds. This completes the proof overview.
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4.5 A Relation to Level 3 Fourier Mass

The following theorem shows that a predicate f with high Fourier mass at level 3 and above

(i.e. high value of Υ3(f)) has a high correlation, say τ , with a well distributed linear predicate.

Since a well-distributed linear predicate is 1-resistant, it will imply that f is τ -resistant. This

argument is used to prove the lower bound on τ(f) in Case (1) and Case (2b) in Theorem

4.2.1.

Theorem 4.5.1. Let k ≥ 16 and f : {0, 1}k → {0, 1} be a predicate. There exists

τ ≥
√
ρ(f)2 +

Υ3(f)

100k2
(4.1)

such that f τ -correlates with some well distributed linear predicate (and hence is τ -resistant

as well as τ -resistant for the Lasserre hierarchy).

Proof. Note that ρ(f) = f̂(∅) and our statement is equivalent to showing that there exists a

subspace V of Fk2 and z ∈ Fk2 such that V ⊥ is a distance (at least) 3 code and

E
x∈V+z

[f(x)] ≥
√
f̂(∅)2 +

Υ3(f)

100k2
. (4.2)

We prove that choosing V, z at random works. Specifically, we show that when V, z are

chosen at random appropriately, the square of above inequality holds in expectation. For

now fix V, z so that V is a subspace and V ⊥ is a distance (at least) 3-code. Let d be the

dimension of V ⊥. Then, for a basis α1, . . . , αd of V ⊥, V + z can be uniquely specified as the

set of points satisfying the equations αi · x = bi ∀i ∈ [d] over Fk2 , where bi = αi · z. Observe
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that:

E
x∈V+z

[f(x)] =
2k

|V |
· E
x∈{0,1}k

[
1{V+z}(x) · f(x)

]

= 2d · E
x∈{0,1}k

 d∏
i=1

(
1 + (−1)αi·x+bi

2

)
· f(x)


= E

x∈{0,1}k

 d∏
i=1

(1 + (−1)αi·x+bi) · f(x)


=

∑
eS∈V ⊥

(−1)eS ·z · f̂(S).

Squaring both sides and taking expectation over a uniformly random choice of z gives (V is

still fixed and V ⊥ has distance at least 3)

E
z

[
E

x∈V+z
[f(x)]2

]
=

∑
eS∈V ⊥

f̂(S)2 = f̂(∅)2+
∑

eS∈V⊥,
S 6=∅

f̂(S)2 = f̂(∅)2+
∑

S:|S|≥3

f̂(S)2·1{eS∈V ⊥} .

Now we consider the expectation over the choice of V which is same as the choice of V ⊥.

We choose V ⊥ to be a random code of dimension d = bk − 2 log2 k − 2c and distance (at

least) 3. Since
|V ⊥|
2k
≈ 1

4k2 and a random choice of V ⊥ behaves as a random subset of {0, 1}k

with this density, it follows that over the choice of V ⊥, every α with |α| ≥ 3 is in V ⊥ with

probability Ω(1/k2) (i.e. EV ⊥
[
1{α∈V ⊥}

]
≥ Ω(1/k2)). This proves the theorem.

Formally, let Cd denote the set of linear codes in Fk2 of dimension d and Cd3 ⊆ C
d denote

the set of codes with distance at least 3. We will assume d = bk− 2 log2 k− 2c and suppress

it for brevity. Choosing V ⊥ to be a random code in C3, for any α with |α| ≥ 3, we get

E
V ⊥

[
1{α∈V ⊥}

]
= P
H∈C3

[α ∈ H] = P
H∈C

[α ∈ H|H ∈ C3] ≥ P
H∈C

[α ∈ H,H ∈ C3] .

The number of d dimensional codes H is X =
(k
d

)
2. The number of d dimensional codes

H with α ∈ H is Y =
(k−1
d−1

)
2
, which is obtained by pre-including α and then choosing the
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basis for H. The number of d dimensional codes H with α ∈ H and distance at most 2 is at

most Z = k2 ·
(k−2
d−2

)
2
, which is obtained by pre-including α and some non-zero vector with

Hamming weight at most 2 in choosing a basis of H. Thus the probability above is at least

Y − Z
X

=

2k−1−1
2d−1−1

(k−2
d−2

)
2
− k2 ·

(k−2
d−2

)
2

(2k−1)(2k−2)
(2d−1)(2d−2)

(k−2
d−2

)
2

≥ 1

2
· 2k−d − k2

22(k−d)
≥ 1

100k2
,

where we used 2 log2 k + 2 ≤ k − d ≤ 2 log2 k + 3.

4.6 Fourier Spectrum and Closeness to Q

In this section we show that if Υ3(f) is sufficiently small then f is close in Hamming distance

to a quadratic function g ∈ Q. In fact the distance ∆(f,Q) is proportional to Υ3(f) whenever

Υ3(f) ≤ 1/k3 (note that we are interested in the case when Υ3(f) is polynomially small in

1
k which is somewhat atypical situation). This is similar, though incomparable to a result of

Friedgut, Kalai and Naor [42] which shows that if Υ2(f) is a sufficiently small constant, then

f is close to a constant function or a dictator (Boolean functions of Fourier degree at most

1). Though our result works for functions of higher Fourier degree, it requires the Fourier

mass at higher levels to be polynomially small in 1/k.

Lemma 4.6.1. Let f : {0, 1}k 7→ {0, 1} be a predicate such that Υ3(f) ≤ 1/k3 and k ≥ 2215
.

Then

Υ3(f) ≤ ∆(f,Q) ≤ C ·Υ3(f),

for an absolute constant C and C = 128 works.

We note that the lower bound above holds because a function g ∈ Q has no non-zero

Fourier coefficient of degree 3 or more and hence

∆(f, g) = ‖f − g‖22 =
∑
S

(f̂(S)− ĝ(S)2) ≥
∑
|S|≥3

f̂(S)2 = Υ3(f).
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The proof of the upper bound above is similar to those in the papers by Kahn, Kalai, Linial

[57] and Friedgut [41]. We will work in the general setting when for some integer r ≥ 2,

Υr(f) ≤ 1/k3 and prove the following theorem (thus proving the above lemma when r = 3).

Theorem 4.6.2. Let r ≥ 2 and f : {0, 1}k → {0, 1} be a predicate such that Υr(f) ≤ 1/k3

and k ≥ 225r
. Then there exists g : {0, 1}k → {0, 1} such that

• ∆(f, g) ≤ 2r+4Υr(f).

• deg(g) ≤ r − 1.

• g depends on at most 25r variables.

Proof. The proof proceeds in three steps. First we show that under the premise of the

theorem, the influences are either too small or too large. Denoting the set of coordinates with

high influence by I(f), we note that |I(f)| is bounded since the total influence is bounded.

We next show that most of the Fourier mass of f is contained inside I(f). Truncating from

the Fourier representation of f terms not contained in I(f) yields a multilinear polynomial

h. Though h is close to f in `2-norm, it is non-boolean in general. Finally, we let g to be the

indicator function of the event h ≥ 1
2 . These steps are more or less standard as we noted.

We set the parameter θ = Υr(f) for ease of notation. We begin by showing that:

∀i ∈ [k], Infi(f) ≤ 2θ or Infi(f) ≥ 1

23r+2
. (4.3)

Let Tε be the noise operator with ε = 1√
2
. We recall that the difference function along ith

coordinate is fi(x) := f(x)− f(x+ ei). The Bonami-Beckner inequality implies

∥∥∥∥T 1√
2

fi

∥∥∥∥2

2
≤ ‖fi‖23/2 = E

[
|fi|3/2

]4/3
= 28/3 Infi(f)4/3. (4.4)
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On the other hand (using
∑
|S|≥r f̂(S)2 ≤ θ),

∥∥∥∥T 1√
2

fi

∥∥∥∥2

2
=
∑
S:i∈S

4f̂(S)2

2|S|
≥ 4

2r−1

∑
S:i∈S,
|S|≤r−1

f̂(S)2 ≥ 4

2r−1
· (Infi(f)− θ).

Combining the above two inequalities we get,

Infi(f)− θ
2r−1/3

≤ Infi(f)4/3.

If Infi(f) ≥ 2θ, we get Infi(f)4/3 ≥ Infi(f)

2r+2/3 and hence Infi(f) ≥ 1
23r+2 . This proves the claim

in Equation 4.3. Let I(f) denote the set of coordinates with high influence, i.e.

I(f) :=

{
i | Infi(f) ≥ 1

23r+2

}
.

Now we observe that the total influence and hence |I(f)| is bounded. Indeed,

∑
i∈[k]

Infi(f) =
∑
S

|S| · f̂(S)2 ≤ r
∑

|S|≤r−1

f̂(S)2 + k
∑
|S|≥r

f̂(S)2 ≤ r + kθ ≤ r + 1,

and therefore |I(f)| ≤ (r + 1) · 23r+2 ≤ 25r. We next prove that most of the Fourier mass

of f is contained inside I(f). Since the Fourier mass at level r or above is already bounded

by θ, we only need to consider the mass below r and not contained in I(f). Specifically, we

prove: ∑
S:S∩I(f)6=∅,
|S|≤r−1

f̂(S)2 ≤ 2r+1kθ4/3. (4.5)

We use Equation 4.4 again and sum over all i ∈ I(f). Note that

∑
i∈I(f)

∥∥∥∥T 1√
2

fi

∥∥∥∥2

2
=
∑
S

1

2|S|
· 4f̂(S)2 · |S ∩ I(f)| ≥ 4

2r−1

∑
S:S∩I(f)6=∅,
|S|≤r−1

f̂(S)2.
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Since Infi(f) ≤ 2θ for i ∈ I(f) and |I(f)| ≤ k, we immediately obtain

4

2r−1

∑
S:S∩I(f)6=∅,
|S|≤r−1

f̂(S)2 ≤
∑
i∈I(f)

28/3 Infi(f)4/3 ≤ k · 28/3 · (2θ)4/3,

proving the claim in Equation 4.5. Finally, we let

h :=
∑

S⊆I(f)

f̂(S)χS

and let g : {0, 1}k → {0, 1} be defined as g := 1{h≥1/2}. Clearly g depends only on the

co-ordinates in I(f). We will prove that ∆(f, g) ≤ 2r+4θ and deg(g) ≤ r − 1. Equation 4.5

and the bound
∑
|S|≥r f̂(S)2 ≤ θ together imply that

||f − h||22 ≤ θ + 2r+1kθ4/3 ≤ 2r+2θ,

where we used θ ≤ 1/k3 in the second step. For x ∈ {0, 1}k, f(x) 6= g(x) only when h(x) <

1/2 and f(x) = 1, or when h(x) ≥ 1/2 and f(x) = 0. In both cases (f(x) − h(x))2 ≥ 1/4

and so

∆(f, g) = P [f 6= g] ≤ 4||f − h||22 ≤ 2r+4θ.

We finish the proof by showing that deg(g) ≤ r−1. Suppose on the contrary that there exists

a Fourier coefficient in g of degree at least r. Since g depends only on |I(f)| coordinates,

this coefficient has magnitude at least 1
2|I(f)| . Since 2r+4θ ≥ ∆(f, g) = ‖f − g‖22, the same

Fourier coefficient in f has value at least

1

2|I(f)| − 2(r+4)/2
√
θ ≥ 1

2|I(f)| − 2(r+4)/2 1

k3/2
≥ 1

k
− 1

2k
=

1

2k
,

contradicting the premise that the Fourier mass of f at or above level r is at most 1/k3.

Noting that |I(f)| ≤ 25r, it is enough to have k ≥ 225r
for our argument to work.
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4.7 Proof of Theorem 4.2.1

In this section, we collect the rest of the pieces required in the proof of Theorem 4.2.1.

We first show the hardness of approximating MAX k-CSP(f) when f has good correlation

with a well distributed linear predicate (Lemma 4.7.2). Next, we show that MAX k-CSP(f)

is hard to approximate when f is close to a junta g which is not monotonically above f

(Lemma 4.7.3). These two statements suffice to prove the required lower bounds on τ(f) in

Theorem 4.2.1 since we can show that f must have the appropriate correlation with a well

distributed linear predicate in cases (1) and (2b), and must be close to a g ∈ Q in case (2a).

Finally, we give an SDP based approximation algorithm for the case when f is close to a

g ∈ Q and g ≥ f .

4.7.1 Reductions from Well Distributed Linear Predicates

We now give the reductions from Chan’s result [22] on the hardness of approximating well

distributed linear predicates. His result shows that a well distributed linear predicate L :

{0, 1}k → {0, 1} is 1-resistant, even on MAX k-CSP(L) instances with certain uniformity

properties. These properties concern how the assignments to n variables look when restricted

to the k variables in a randomly chosen constraint from the instance. Recall that for an

instance Φ of MAX k-CSP(L), a constraint C ∈ Φ is of the form L(xi1 + bi1 , . . . , xik + bik).

Let xC denote the tuple (xi1 , . . . , xik) of the variables in the constraint C and Let bC

denote the tuple (bi1 , . . . , bik). Also, for an assignment A : [n] → {0, 1}, let A(xC) denote

(A(xi1), . . . , A(xik)). The following follows easily from the statement of Theorem 5.4 and

the proof of Theorem 1.1 in [22].

Theorem 4.7.1 ([22]). Let k ≥ 3 and let η, ε > 0 be arbitrarily small constants. L :

{0, 1}k → {0, 1} be a well distributed linear predicate. Then, given an instance Φ of

MAX k-CSP(L) on variables x1, . . . , xn, it is NP-hard to distinguish between the following

two cases:
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Yes: There exists an assignment A : [n]→ {0, 1} satisfying 1−η fraction of the constraints.

In fact, for any z ∈ L−1(1)

1− η
|L−1(1)|

≤ P
C∈Φ

[A(xC) + bC = z] ≤ 1 + η

|L−1(1)|
.

No: For all assignments A : [n]→ {0, 1} and all z ∈ {0, 1}k, we have

1− ε
2k

≤ P
C∈Φ

[A(xC) + bC = z] ≤ 1 + ε

2k
.

Thus, the theorem states that in the Yes case, not only are most constraint satisfied,

but the tuple A(xC) + bC looks almost uniformly distributed over L−1(1), over the choice

of a random constraint C ∈ Φ. On the other hand, in the No case, A(xC) + bC looks

almost uniformly distributed over all of {0, 1}k. In particular, this means that the fraction

of satisfied constraints is at most
∣∣L−1(1)

∣∣ /2k + ε.

Given the above theorem, it is easy to prove that a predicate f which correlates with

some well distributed linear predicate must also be hard to approximate.

Lemma 4.7.2. Let k ≥ 3 and let η, ε > 0 be arbitrarily small constants. Let f : {0, 1}k →

{0, 1} be a predicate which τ -correlates with some well distributed linear predicate L. Then,

given an instance Φ of MAX k-CSP(f) on variables x1, . . . , xn, it is NP-hard to distinguish

between the following cases:

Yes: There exists an assignment A : [n] → {0, 1} satisfying (1 − η) · τ fraction of the

constraints.

No: All assignments A : [n]→ {0, 1} satisfy at most (1+ε) ·ρ(f) fraction of the constraints.

Proof. The proof is by a simple reduction from the hardness of approximating L. Let ΦL be

any instance of MAX k-CSP(L). We can then create an instance of MAX k-CSP(f) such that

if one can distinguish between the two cases for Φ, then one can distinguish between the Yes
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an No cases for ΦL in Theorem 4.7.1, which is known to be NP-hard. To construct Φ from

ΦL, we simply replace each constraint C ∈ ΦL of the form L(xC + bC) by the constraint

f(xC + bC).

We first argue that if we are in the Yes case for ΦL, then we must be in the Yes case for

Φ. Let A be the optimal assignment for ΦL. We consider the fraction of constraints in Φ

satisfied by A.

E
C∈Φ

[f(A(xC) + bC)] = E
C∈Φ

 ∑
z∈{0,1}k

f(z) · 1{A(xC)+bC}(z)


≥ E

C∈Φ

 ∑
z∈L−1(1)

f(z) · 1{A(xC)+bC}(z)


=

∑
z∈L−1(1)

f(z) · E
C∈Φ

[
1{A(xC)+bC}(z)

]
≥

∑
z∈L−1(1)

f(z) · 1− η∣∣L−1(1)
∣∣

≥ τ ·
∣∣∣L−1(1)

∣∣∣ · 1− η∣∣L−1(1)
∣∣

= τ · (1− η).

A similar argument gives that when we are in the No case for ΦL, we must also be in the

No case for Φ. For any assignment A, we consider the fraction of satisfied constraints:

E
C∈Φ

[f(A(xC) + bC)] = E
C∈Φ

 ∑
z∈{0,1}k

f(z) · 1{A(xC)+bC}(z)


≤
(
ρ(f) · 2k

)
· 1 + ε

2k

≤ (1 + ε) · ρ(f) .

Thus, the fraction of satisfied constraints is at most (1 + ε) · ρ(f).

Now we consider the case when f : {0, 1}k → {0, 1} is close to a function g with Fourier
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degree at most 2, but is not monotonically dominated by it i.e., when f−1(1) ∩ g−1(0) 6= ∅.

We show that such an f is (ρ(f) + Ω(1/k))-resistant. In fact we prove the statement below

for any function g which is a junta depending only on s variables. This is sufficient because

H̊astad’s result (Theorem 4.1.4) implies that a Boolean function g of degree 2 must depend

on at most 4 of the k variables and hence the required result will follow easily.

Lemma 4.7.3. Let k, s be such that k−s ≥ 3 and let ε > 0 be an arbitrarily small constant.

Let g : {0, 1}k → {0, 1} be an s-junta and let f : {0, 1}k → {0, 1} be a predicate such

that ∆(f, g) = δ ≤ 1/(2s+2 · k) and f−1(1) ∩ g−1(0) 6= ∅. Then, given an instance Φ of

MAX k-CSP(f) on variables x1, . . . , xn, it is NP-hard to distinguish between the following

two cases:

Yes: There exists an assignment A : [n] → {0, 1} satisfying ρ(f) + 1/(2s+3 · k) fraction of

the constraints.

No: All assignments A : [n]→ {0, 1} satisfy at most (1+ε) ·ρ(f) fraction of the constraints

in Φ.

Proof. We assume for notational convenience that g depends on the first s of the k variables.

For y ∈ {0, 1}s, let fy : {0, 1}k−s → {0, 1} denote the function on k − s variables obtained

by setting the first s variables in f according to y. Note that since g depends only on the

first s variables, for each y gy is either identically 1 or 0.

We will need to use well distributed linear predicates with very few accepting assignments.

Let V be the subspace on {0, 1}k−s (of size at most 2(k − s)) given by Claim 4.3.6 and let

L be the predicate such that L−1(1) = V . Since V ⊥ has distance at least 3, L is well

92



distributed. For each y ∈ {0, 1}s we have

E
z∈{0,1}k−s

E
z′∈V+z

[
fy(z′)

]
= E

z∈{0,1}k−s
E

z′∈V

[
fy(z + z′)

]
= E

z′∈V
E

z∈{0,1}k−s

[
fy(z + z′)

]
= ρ(fy) .

Thus, for each y, there exists zy such that Ez′∈V+zy

[
fy(z′)

]
≥ ρ(fy). Also, let x0 = (y0, z0)

be such that g(x0) = 0 and f(x0) = 1. Then V + z0 is an affine subspace of size at most

2(k− s) that contains z0. Using these, we can now describe the reduction. Since L is a well

distributed linear predicate, we know that it is NP-hard to distinguish between the two cases

in Theorem 4.7.1 for a given instance ΦL of MAX-CSP(L). We describe how to transform

an instance of MAX-CSP(L) to an instance of MAX k-CSP(f) such that the two cases of

Theorem 4.7.1 correspond to the two cases in the statement of the lemma.

Let ΦL be an instance of MAX-CSP(L) as in Theorem 4.7.1, with parameter η to be

chosen later and ε as given. Recall that each constraint C ∈ ΦL is of the form L(xC + bC).

We introduce s fresh variables for each constraint C and denote the s-tuple by wC . We

replace each constraint C by 2s new constraints. For each y ∈ {0, 1}s, we add a constraint

Cy defined as

Cy := f(wC + y,xC + bC + zy)

where zy is such that Ez′∈V+zy

[
fy(z′)

]
≥ ρ(fy) for y 6= y0 and zy = z0 for y = y0.

We first prove that the Yes case of Theorem 4.7.1 corresponds to the Yes case of the

lemma. Let A be the optimal assignment to the variables in ΦL. We extend A to an

assignment A′ for Φ which is the same as A for all the x variables in Φ and assigns all the

new variables we introduced (wC for each C ∈ ΦL) to 0. We show that A′ satisfies the

required number of constraints.

Claim 4.7.4. For η = 1/(2s+3 · k), the fraction of constraints satisfied by A′ is at least
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ρ(f) + 1/(2s+3 · k).

Proof. The fraction of constraints satisfied is given by

E
C∈ΦL

E
y∈{0,1}s

[
f(A′(wC) + y, A′(xC) + bC + zy)

]
= E
C∈ΦL

E
y∈{0,1}s

[
f(y, A(xC) + bC + zy)

]
= E
C∈ΦL

E
y∈{0,1}s

[
fy(A(xC) + bC + zy)

]
= E
C∈ΦL

E
y∈{0,1}s

 ∑
z∈{0,1}k−s

1{A(xC)+bC+zy}(z) · fy(z)


≥ E
C∈ΦL

E
y∈{0,1}s

 ∑
z∈V+zy

1{A(xC)+bC+zy}(z) · fy(z)


= E
y∈{0,1}s

∑
z∈V

E
C∈ΦL

[
1{A(xC)+bC}(z)

]
· fy(z + zy)


≥ E
y∈{0,1}s

[
(1− η) · E

z∈V

[
fy(z + zy)

]]
.

Note that Ez∈V
[
fy(z + zy)

]
= Ez∈V+zy

[
fy(z)

]
is at least ρ(fy) for y 6= y0 and at least

1/|S| ≥ 1/2(k − s) ≥ 1/2k for y = y0. Thus the fraction of satisfied constraints is at least

(1− η) ·

{
E

y∈{0,1}s
[
ρ(fy)

]
− 1

2s
·
(
ρ(fy0)− 1

2k

)}

where we added and subtracted (1/2s) · ρ(fy0) to obtain the term Ey∈{0,1}s
[
ρ(fy)

]
which

is equal to ρ(f). Since gy0 ≡ 0 and ∆(f, g) = δ, we must have ρ(fy0) ≤ 2s · δ. Thus, the

fraction of satisfied constraints is at least

(1− η) ·
{
ρ(f)− δ +

1

2s+1 · k

}

By the assumption on δ and η, the above is at least ρ(f) + 1/(2s+3 · k).
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Next, we consider an instance ΦL that corresponds to the No case of Theorem 4.7.1. We

show that any assignment A to the variables of the instance Φ obtained by our reduction

satisfies at most (1 + ε) · ρ(f) fraction of the constraints.

Claim 4.7.5. Let Φ be as above. Then the fraction of constraints satisfied by any assignment

A is at most (1 + ε) · ρ(f).

Proof. As before, we consider the fraction of satisfied constraints given by

E
C∈ΦL

E
y∈{0,1}s

[
f(A(wC) + y, A(xC) + bC + zy)

]
= E
C∈ΦL

E
y∈{0,1}s

[
fA(wC)+y(A(xC) + bC + zy)

]
= E
C∈ΦL

E
y∈{0,1}s

 ∑
z∈{0,1}k−s

fA(wC)+y(z) · 1{A(xC)+bC+zy}(z)


= E
C∈ΦL

 ∑
z∈{0,1}k−s

E
y∈{0,1}s

[
fy(z)

]
· 1{A(xC)+bC+zy}(z)

 ,

where we used the fact that Ey∈{0,1}s
[
fA(wC)+y(z)

]
= Ey∈{0,1}s

[
fy(z)

]
. Since we are in the

No case of Theorem 4.7.1, we have that EC∈ΦL

[
1{A(xC)+bC+zy}(z)

]
is at most (1+ε)/2k−s.

Hence, the above expression is at most

(1 + ε) · E
y∈{0,1}s

E
z∈{0,1}k−s

[
fy(z)

]
= (1 + ε) · ρ(f) .

This gives that the fraction of satisfied constraints is at most (1 + ε) · ρ(f)

Using the above two claims, we prove the lemma by choosing η = 1/(2s+3 · k).

4.7.2 Proofs of Lower Bounds on τ(f)

Using the previous section, we can now prove the lower bounds on τ(f) in Theorem 4.2.1.
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• Case 1: ∆(f,Q) ≥ 1/k3 implies by Lemma 4.6.1 that Υ3 ≥ 1/(12k3). Theorem 4.5.1

then gives that f is τ -correlated with some well distributed linear predicate for

τ ≥

√
ρ(f)2 + Ω

(
1

k5

)
≥ ρ(f) + Ω(1/k5) .

Lemma 4.7.2 then implies that f must be τ -resistant and hence τ(f) ≥ ρ(f)+Ω(1/k5).

• Case 2b: In this case, Lemma 4.6.1 again gives Υ3 ≥ Ω(δ) and the Theorem 4.5.1 again

gives that f must τ -correlate with a well distributed linear predicate for

τ ≥

√
ρ(f)2 + Ω

(
δ

k2

)
≥ ρ(f) + Ω(δ/k2)

As before, an application of Lemma 4.7.2 completes the proof.

• Case 2a: In this case ∆(f, g) = δ ≤ 1/k3 for some g ∈ Q, which must be a 4-junta

by Theorem 4.1.4. Then, if f−1(1) ∩ g−1(0) 6= ∅, Lemma 4.7.3 gives that τ(f) ≥

ρ(f) + Ω(1/k).

The remaining part i.e., the upper bound in case (2b) of Theorem 4.2.1 will follow from

the algorithm in Section 4.7.4.

4.7.3 Integrality Gaps in the Lasserre Hierarchy

We now show how to obtain lower bounds on τ∗(f) i.e. Theorem 4.2.6. To obtain the

required lower bounds, we need to prove integrality gap results (for Ω(n) rounds of the

Lasserre hierarchy) analogous to the NP-hardness results in Section 4.7.1. We start with the

following analogue of Theorem 4.7.1.

Theorem 4.7.6 ([96]). Let k ≥ 3 and ε > 0. Let L : {0, 1}k → {0, 1} be a well distributed

linear predicate. Then there exists a constant c = c(ε) such that for every large enough n,

there is an instance Φ of MAX k-CSP(L) on n variables, with the following properties:
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1. The value of the SDP relaxation obtained by bcnc rounds of the Lasserre hierarchy is

equal to 1. In fact, for each C ∈ Φ and α ∈ {0, 1}SC such that L(α + bC) = 1, we

have that
∥∥∥v(SC ,α)

∥∥∥2
= 1/

∣∣L−1(1)
∣∣.

2. For all assignments A : [n]→ {0, 1} and all z ∈ {0, 1}k, we have

1− ε
2k

≤ P
C∈Φ

[A(xC) + bC = z] ≤ 1 + ε

2k
.

The second property, which is identical to the No case in Theorem 4.7.1, is not explicitly

stated in [96] but it is easy to prove. The version of Theorem 4.7.6 in [96] is for random

instances of MAX k-CSP(L) where each tuples xC and string bC is chosen uniformly at

random, and the second property is easy to verify for such instances.

To prove an analogue of Lemma 4.7.2 in the Lasserre hierarchy, we need to construct

an instance Φf of MAX k-CSP(f), given that f τ -correlates with L, for which the values

of the SDP relaxation is at least τ and property 2 (Theorem 4.7.6) holds for the instance.

We start with an instance ϕ of MAX k-CSP(L) as given by Theorem 4.7.6 and replace each

constraint L(xC + bC) in Φ by the constraint f(xC + bC) to obtain Φf (as in the proof of

Lemma 4.7.2). Moreover, we use the same vectors which form an optimal SDP solution for

Φ to give a solution for Φf . The value of this SDP solution for Φf is equal to

E
C∈Φf

 ∑
α∈{0,1}SC

f(α + bC) ·
∥∥∥v(SC ,α)

∥∥∥2

 = E
C∈Φf

 ∑
α∈L−1(1)+bC

f(α + bC)

|L−1(1)|

 = τ .

Therefore we get the following statement analogous to Lemma 4.7.2.

Lemma 4.7.7. Let k ≥ 3 and let ε > 0 be an arbitrarily small constant. Let f : {0, 1}k →

{0, 1} be a predicate which τ -correlates with some well distributed linear predicate L. Then

there exists a constant c = c(ε), such that for every large enough n there is an instance Φ of

MAX k-CSP(f) on n variables satisfying the following:
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• The value of the relaxation obtained by bcnc rounds of the Lasserre hierarchy is at least

τ .

• All assignments A : [n]→ {0, 1} satisfy at most (1+ε) ·ρ(f) fraction of the constraints.

Theorem 4.5.1 and Lemma 4.7.7 together imply the lower bounds in case (1) and case

(2b) of Theorem 4.2.6.

To prove an analogue of Lemma 4.7.3, we start with an instance Φ of MAX k-CSP(L) for

L as chosen in Lemma 4.7.3. We use the same reduction and replace each constraint C ∈ Φ

by 2s constraints of the form Cy := f(wC + y,xC + bC + zy) for a fresh set of variables wC

for each C, for y ∈ {0, 1}s and zy as chosen in Lemma 4.7.3. We now need to define the

SDP vectors for any set S of variable indices and α ∈ {0, 1}S . Let S = S1 ∪ S2, where S1 is

the set of original variable indices from Φ and S2 corresponds to the set of variables coming

from wc, which we added during the reduction. Let α = α1 ◦α2. Since the intended solution

is to assign all the wC variables to 0, we take v(S,α) = v(S1,α1) if α2 = 0|S2| and v(S,α) = 0

otherwise. It is easy to verify that all SDP constraints are satisfied and that the SDP value

is at least ρ(f) + Ω(1/k), thereby proving the lower bound in case (2a) of Theorem 4.2.6.

4.7.4 An SDP Rounding Algorithm

We now provide an SDP rounding algorithm based on the algorithm by Charikar and

Wirth [25] to prove the upper bound in case (2b) of Theorem 4.2.1. For f and δ as in case

(2b), and Φ which is a (ρ(f) + ε)-satisfiable instance of MAX k-CSP(f), the algorithm below

yields a non-trivial approximation when ε = Ω(k3 · δ). This gives τ(f) ≤ ρ(f) +O(k3 · δ).

H̊astad [54] observed that algorithm of Charikar and Wirth [25], which rounds an SDP

relaxation for maximizing a homogeneous quadratic objective function, can in fact be used

for approximating MAX k-CSP(g) for any g : {0, 1}k → {0, 1} which has Fourier degree at

most 2 (by rounding the standard SDP relaxation). This observation gives the following

lemma for which we provide a proof in the last section of this chapter.
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Lemma 4.7.8. Let g ∈ Q. Then there exists a randomized polynomial time algorithm for

rounding the standard SDP relaxation of MAX k-CSP(g), which given an instance Φ with

SDP value ρ(g) + ε, outputs an assignment A satisfying at least ρ(g) + c·ε
log(1/ε)

fraction of

the constraints in expectation. Here c is an absolute constant.

We now proceed to the main theorem for this section. The proof will essentially replace

an instance Φ of MAX k-CSP(f) by an appropriate instance Φg of MAX k-CSP(g) and use

the algorithm in Lemma 4.7.8 to find an assignment Ag for Φg. Our assignment for Φ will

be obtained from Ag by a simple transformation which trades-off the approximation factor

to avoid the bad situation where Ag ends up falsifying many constraints in Φ while still

satisfying many constraints in Φg. We show the following:

Theorem 4.7.9. Let f : {0, 1}k → {0, 1} be a predicate such that there exists another

predicate g ∈ Q satisfying g ≥ f and ∆(f, g) = δ ≤ 1/k3. Then there exists a randomized

polynomial time algorithm, which given an instance of MAX k-CSP(f) in which ρ(f) + ε

fraction of constraints can be satisfied for ε = Ω(k3 · δ), finds an assignment such that

EA [satΦ(A)] ≥ ρ(f) + c·ε
8k2 log(1

ε )
. Here satΦ(A) is the fraction of constraints of Φ satisfied

by A.

Proof. Given Φ, we first construct an instance Φg of MAX k-CSP(g) as follows. For each

constraint C ∈ Φ of the form f(xC + bC), we simply replace it by a constraint C ′ of

the form g(xC + bC). Let A0 be any assignment which satisfies ρ(f) + ε fraction of the

constraints in Φ. Since we have g ≥ f , the same assignment also satisfies at least ρ(f) + ε ≥

ρ(g) + (ε− δ) ≥ ρ(g) + ε/2 fraction of the constraints in Φg.

We now use the algorithm from Lemma 4.7.8 to find an assignment Ag which in expecta-

tion satisfies at least ρ(g)+ c·ε
log(1/ε)

fraction of the constraints in Φg. We use this to construct

a random assignment Af as follows. For each variable xi, we independently set (with α to
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be chosen later)

Af (xi) :=


Ag(xi) with probability α

0 with probability 1−α
2

1 with probability 1−α
2

We will show that Af still satisfies a good fraction of the constraints in Φg and that

for each constraint C ′ ∈ Φg, the probability that Af satisfies C ′ but does not satisfy the

corresponding C ∈ Φ is small. Together, these will complete the proof.

Before we analyze the fraction of constraints in Φg satisfied by Af , we will need an

assumption on the starting assignment Ag. For each variable xi ∈ {0, 1}, let yi denote

(−1)xi ∈ {−1, 1} and for an assignment A, let A(yi) = (−1)A(xi). Since g has Fourier

degree at most 2, the fraction of constraints in Φg satisfied by an assignment to the variables

can be written as a quadratic polynomial in the variables yi as

E
C ′∈Φg

[g(xC ′ + bC ′)] = ρ(g) +
∑
i

ai · yi +
∑
i,j

bij · yiyj .

We will assume that Ag is such that the degree 1 part of the above expression is non-negative

i.e.,
∑
i ai · A(yi) ≥ 0. If this is not the case, we can flip all the bits in Ag to ensure this.

Since the value of the degree-0 and degree-2 terms remain unchanged by this, it can only

increase satΦg(Ag). We can now prove the following claim.

Claim 4.7.10. Let Ag and Af be as above. Then EAf
[

satΦg(Af )
]
≥ ρ(g) + α2 · c·ε

log(1/ε)
.

Proof. We know that satΦg(Ag) equals

satΦg(Ag) = ρ(g) +
∑
i

ai · Ag(yi) +
∑
i,j

bij · Ag(yi) · Ag(yj) ≥ ρ(g) +
c · ε

log(1/ε)
.

Also, from the definition of Af , it is easy to see that for all i 6= j

E
Af

[
Af (yi)

]
= α · Ag(yi) and E

Af

[
Af (yi) · Af (yj)

]
= α2 · Ag(yi) · Ag(yj) .
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Thus,

E
Af

[
satΦg(Ag)

]
= ρ(g) + α ·

∑
i

ai · Ag(yi) + α2 ·
∑
i,j

bij · Ag(yi) · Ag(yj)

Using the assumption
∑
i ai ·Ag(yi) ≥ 0, we get that EAf

[
satΦg(Af )

]
≥ ρ(g) +α2 · c·ε

log(1/ε)
.

Next we argue that the probability that Af satisfies a constraint C ′ ∈ Φg but does not

satisfy the corresponding constraint C ∈ Φ is small. Let C be of the form f(xC +bC) which

means C ′ is of the form g(xC +bC). We will show that the probability that Af (xC) +bC ∈

g−1(1) ∩ f−1(0) is small.

Consider the random string z = Af (xC) + Ag(xC). Each bit of z is 1 with probability

(1− α)/2 and 0 with probability (1 + α)/2. Let BC denote the set g−1(1)∩ f−1(0) + bC +

Ag(xC). Then Af (xC) + bC ∈ g−1(1) ∩ f−1(0) if an only if z ∈ BC . Also, |BC | ≤ δ · 2k by

assumption. For a set B, Let µp(B) denote the probability that a random string zp where

each bit is independently 1 with probability p and 0 with probability 1 − p, lands inside

B. Then, we know that µ1/2(BC) ≤ δ and are interested in bounding µ1/2−α(BC). The

following claim gives the required bound.

Claim 4.7.11. Let B ⊆ {0, 1}k be such that µ1/2(B) ≤ δ. Then, for α ≤ 1/2k, we have

that µ1/2−α(B) ≤ 3δ.

Proof. For any string w ∈ {0, 1}k, we have that

µ1/2−α(w) = (1/2− α)|w| · (1/2 + α)k−|w| ≤ (1/2k) · (1 + 2α)k .

Since α ≤ 1/2k, we have that (1 + 2α)k ≤ e ≤ 3. Thus, for any w, µ1/2−α(w) ≤ 3 · µ1/2(w)

which gives µ1/2−α(B) ≤ 3δ.

Choosing α = 1/2k, the expected fraction of constraints C ∈ Φ for which Af (xC)+bC ∈
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g−1(1) ∩ f−1(0) is at most 3δ. Combining this with Claim 4.7.10, we get that

E
Af

[
satΦ(Af )

]
≥ E

Af

[
satΦg(Af )

]
− 3δ ≥ ρ(g) +

1

4k2
· c · ε

log(1/ε)
− 3δ .

The above is at least ρ(g) + 1
8k2 · c·ε

log(1/ε)
if 3δ ≤ 1

8k2 · c·ε
log(1/ε)

, which if true when ε ≥ C ·k3δ

for some appropriately large constant C.

4.8 Additional Results and Proofs

In this section we prove some additional results, which are related to the main result of this

chapter, but may also be of independent interest.

Charikar-Wirth SDP Rounding

Charikar and Wirth [25] gave a semidefinite programming based algorithm to approximate

the value of quadratic programs of the form

max
y∈{−1,1}n

∑
i,j

Bij · yiyj .

We show how to modify their algorithm to obtain an approximation algorithm for MAX k-CSP(g)

for g ∈ Q. For a quadratic program of the above form, they solve the standard SDP relax-

ation which can be written as

maximize
∑
i,j

Bij ·
〈
ui,uj

〉
subject to ‖ui‖2 = 1 ∀i ∈ [n]

They use the following rounding algorithm which we will need to modify appropriately for

MAX k-CSP(g). We can assume that ui ∈ Rn ∀i. The parameter T > 0 will be chosen later.
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• Sample a random Gaussian vector g ∼ N(0, 1)n.

• For each i, set zi = (1/T ) · 〈g,ui〉 if (1/T ) · 〈g,ui〉 ∈ [−1, 1] and sign(〈g,ui〉) otherwise.

• Set yi = 1 independently with probability (1 + zi)/2 and yi = −1 otherwise.

They show that under this rounding scheme, for each i, j and value Bij

E
[
Bij · yiyj

]
≥ (1/T 2) ·Bij ·

〈
ui,uj

〉
− 8e−T

2/2 ·
∣∣Bij∣∣ . (4.6)

Choosing an appropriate value for T then gives the required approximation guarantee. We

will use a slight modification of their algorithm to prove the following.

Lemma 4.8.1. Let g ∈ Q. Then there exists a randomized polynomial time algorithm for

rounding the standard SDP relaxation of MAX k-CSP(g), which given an instance Φ with

SDP value ρ(g) + ε, outputs an assignment A satisfying at least ρ(g) + c·ε
log(1/ε)

fraction of

the constraints in expectation. Here c is an absolute constant.

Proof. Given an instance Φ of MAX k-CSP(g) in variables x1, . . . , xn, we can write the frac-

tion of satisfied constraints as

E
C∈Φ

[g(xC + bC)] = ρ(g) +
∑
i

ai · yi +
∑
i,j

bij · yiyj ,

where yi = (−1)xi and we used the fact that g ∈ Q. We can introduce a variable y0 which

is intended to be equal to 1 and consider the following semidefinite relaxation

maximize ρ(g) +
∑
i

ai · 〈u0,ui〉+
∑
i,j

bij ·
〈
ui,uj

〉
subject to ‖ui‖2 = 1 ∀i ∈ {0} ∪ [n]

We (randomly) round all the variables including an extra variable corresponding to u0 to

obtain values w0, w1, . . . , wn ∈ {−1, 1} exactly as in the Charikar-Wirth algorithm. Finally,
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we set yi = w0 · wi for each i. By equation 4.6 we have that for each i and j

E [ai · yi] = E [ai · w0wi] ≥ (1/T 2) · ai · 〈u0,ui〉 − 8e−T
2/2 · |ai|

E
[
bij · yiyj

]
= E

[
bij · wiwj

]
≥ (1/T 2) · bij ·

〈
ui,uj

〉
− 8e−T

2/2 ·
∣∣bij∣∣ .

Let ROUND denote the fraction of constraints satisfied by the assignment given by the above

algorithm and let FRAC denote the value of the SDP relaxation. Then, using the above we

have

E [ROUND− ρ(g)] ≥ (1/T 2) · E [FRAC− ρ(g)]− 8e−T
2/2 ·

∑
i

|ai|+
∑
ij

∣∣bij∣∣
 .

To obtain a bound on the second term, we note that

∑
i

|ai|+
∑
ij

∣∣bij∣∣ ≤ E
C∈Φ

[∑
S

|ĝ(S)|

]
≤ 16 ,

Since g has Fourier degree at most 2 and can depend on at most 4 variables by Theorem

4.1.4. Choosing T =
√

4 · loge(1/ε) and using that FRAC− ρ(g) ≥ ε, we get that

E [ROUND] ≥ ρ(g) +
ε

4 · loge(1/ε)
− 128 · ε2

which is at least ρ(g) + ε
8 loge(1/ε)

for sufficiently small ε.

An improved version of Theorem 4.6.2

In this section we prove an improved version of Theorem 4.6.2, which is perhaps more directly

comparable to the results of Friedgut et al. [42]. Theorem 4.6.2 shows that a a function

f : {0, 1}k → {0, 1} for which the Fourier mass at level r and above (Υr(f)) is small, is close

to a function g with Fourier degree at most r−1. There we require Υr(f) to be polynomially

small in k (Υr(f) ≤ 1/k3). Here, we prove that even if Υr(f) is a sufficiently small constant
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(depending on r), then f is close to a function g with Fourier degree at most r−1. However,

the distance ∆(f, g) is no longer Or(Υr(f)). Formally, we prove the following.

Theorem 4.8.2. Let r ≥ 2. Then there exist constants cr and Cr such that for any f :

{0, 1}k → {0, 1} with Υr(f) ≤ cr, there exists g : {0, 1}k → {0, 1} satisfying

• ∆(f, g) ≤ Cr

log
(

1
Υr(f)

) .

• deg(g) ≤ r − 1.

• g depends on at most 24r variables.

Proof. As before, we will proceed by showing that all influences are either too small or too

large, and use I(f) to denote the set of coordinates with high influence. However, since we

can no longer use Υr(f) to obtain a bound on the total influence (and hence the size of

I(f)), we will need to work with degree bounded influences. For f : {0, 1}k → {0, 1}, the

degree d bounded influence of a coordinate i is defined as

Inf≤di (f) :=
∑
i∈S
|S|≤d

f̂(S)2 .

It is easy to see that the total degree d bounded influence equals
∑
|S|≤d |S| · f̂(S)2, which

is at most d. Taking I(f) to be the set of coordinates with high degree bounded influences,

where degree is (r − 1), will give the required bound on |I(f)|.

Again as before, we will take h to be the function obtained by dropping the terms not

contained in I(f) from the Fourier expansion of f , and g to be the indicator for h ≥ 1
2 .

However, to show that the Fourier mass of f is mostly contained in I(f) (and hence g is

close to f), it will no longer be sufficient to use a simple union bound as in the proof of

Theorem 4.6.2. Instead, we will need to use the invariance principle of Mossel et al. [73] and

tail estimates for polynomials of Gaussian variables by Lata la [66].
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As before, we set θ = Υr(f) and begin by showing:

∀i ∈ [k], Inf
≤(r−1)
i (f) ≤ θ or Inf

≤(r−1)
i (f) ≥ 1

23r+3
. (4.7)

Let Tε be the noise operator with ε = 1√
2

and recall that fi is the difference function along

ith coordinate defined as fi(x) := f(x)− f(x+ ei). The Bonami-Beckner inequality implies

∥∥∥∥T 1√
2

fi

∥∥∥∥2

2
≤ ‖fi‖23/2 = E

[
|fi|3/2

]4/3
= 28/3 · (Infi(f))4/3

≤ 28/3 ·
(

Inf
≤(r−1)
i (f) + θ

)4/3

On the other hand (using
∑
|S|≥r f̂(S)2 ≤ θ),

∥∥∥∥T 1√
2

fi

∥∥∥∥2

2
=

∑
S:i∈S

4f̂(S)2

2|S|
≥ 4

2r−1

∑
S:i∈S,
|S|≤r−1

f̂(S)2 =
4

2r−1
· Inf

≤(r−1)
i (f) .

Combining the above two inequalities we get,

Inf
≤(r−1)
i (f)

2r−1/3
≤
(

Inf
≤(r−1)
i (f) + θ

)4/3
.

If Inf
≤(r−1)
i (f) ≥ θ, we get

Inf
≤(r−1)
i (f)

2r−1/3 ≤
(

2 · Inf
≤(r−1)
i (f)

)4/3
and hence Inf

≤(r−1)
i (f) ≥

1
23r+3 .

Let I(f) denote the set of coordinates with high influence, i.e.

I(f) :=

{
i : Inf

≤(r−1)
i (f) ≥ 1

23r+3

}
.

Since the total degree r−1 influence is at most r−1, we have that |I(f)| ≤ (r−1)·23r+3 ≤ 24r.

The following lemma proves that most of the Fourier mass of f is contained in I(f). The
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proof of the lemma is where the argument differs significantly from the one used in the proof

of Theorem 4.6.2.

Lemma 4.8.3. There exists a constant Cr such that for Υr(f) = θ and the set I(f) defined

as above, ∑
S:S∩I 6=∅

f̂(S)2 ≤ Cr/ log(1/θ) .

Proof. For ease of notation, we denote the set I(f) simply as I. For z ∈ {0, 1}I , let fI→z

denote the function obtained by fixing the inputs of f in I according to z. We will fix the

bits in I so that the function fI→z has variance equal to
∑
S:S∩I(f)6=∅ f̂(S)2 and the degree

r− 1 influence of all the unfixed variables is small. We will then bound the variance of fI→z

using the invariance principle.

Claim 4.8.4. There exists z ∈ {0, 1}I such that for the function F = fI→z, we have

• Var(F) ≥
∑
S:S∩I(f)6=∅ f̂(S)2.

• For all i ∈ I, Inf
≤(r−1)
i (F ) ≤ 2|I| · θ.

•
∑

T⊆I
|T |≥r

F̂ (T )2 ≤ 2|I| · θ.

Proof. We first consider the expected variance of fI→z over the choice of a random z ∈

{0, 1}I .

E
z∈{0,1}I

[Var(fI→z)] = E
z∈{0,1}I

 ∑
T⊆I,T 6=∅

f̂I→z(T )2


= E

z∈{0,1}I

 ∑
T⊆I,T 6=∅

∑
T ′⊆I

f̂(T ∪ T ′) · χT ′(z)

2


=
∑

S:S∩I 6=∅

f̂(S)2 .

Thus, there exists a z ∈ {0, 1}I such that Var(fI→z) ≥
∑
S:S∩I 6=∅ f̂(S)2. We fix such a z

and let F denote the function fI→z on {0, 1}I . By a calculation as above, it is easy to check
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that for any i ∈ I, Ez∈{0,1}I
[
Inf
≤(r−1)
i (fI→z)

]
= Inf

≤(r−1)
i (f). Since Inf

≤(r−1)
i (f) ≤ θ for

all i ∈ I, we must have that Inf
≤(r−1)
i (F ) ≤ 2|I| · θ for each i ∈ I. Similarly, we also have

that

E
z∈{0,1}I

 ∑
|T |≥r

f̂I→z(T )2

 = E
z∈{0,1}I

 ∑
|T |≥r

 ∑
T ′∈{0,1}I

f̂(T ∪ T ′) · χT ′(z)

2


=
∑
|S∩I|≥r

f̂(S)2 ≤ θ .

Hence,
∑
|T |≥r F̂ (T )2 ≤ 2|I| · θ.

By the invariance principle of Mossel et al. [73], we will get that F is close to a functionF̃

on Gaussian variables obtained by replacing each (−1)xi by a standard normal variable Gi in

the Fourier expansion of F . Since F is Boolean, it takes values only in the interval [0, 1]. By

the invariance principle, F̃ must also take values only in this interval, except for very small

probability. By the results of Lata la [66], this will lead to a bound on Var(F̃ ) = Var(F ). The

actual proof is a little more complicated since we will actually apply the invariance principle

to the “low-degree” part of F , which is not Boolean (but will take large values only with a

small probability).

We now consider the low-degree part of F . Let ν denote the quantity
∑

T⊆I
0<|T |≤r−1

F̂ (T )2.

Note that it is sufficient to upper bound ν since we already know that
∑

T⊆I
|T |≥r

F̂ (T )2 ≤ 2I ·θ.

We define the following (normalized) polynomial P on variables Z1, . . . , Z|I|, corresponding

to the low-degree part in the Fourier expansion of F .

P :=
1√
ν
·
∑
T⊆I
|T |≤r−1

F̂ (T ) ·
∏
i∈T

Zi =
∑
T⊆I
|T |≤r−1

cT ·
∏
i∈T

Zi ,
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where cT = F̂ /
√
ν. By definition of P , we have that

∑
T 6=∅

c2T = 1 and ∀i ∈ I,
∑
i∈T

c2T =
1

ν
· Inf

≤(r−1)
i (F ) ≤ 2|I| · θ

ν
.

Let $ = 2|I|·θ
ν . Then by the invariance principle (Theorem 2.1) of [73], we get that

sup
t

∣∣∣P [P(X1, . . . , X|I|) ≥ t
]
− P

[
P(G1, . . . , G|I|) ≥ t

]∣∣∣ ≤ O(r ·$1/(8(r−1))) , (4.8)

where X1, . . . , XI are independent random variables taking values in {−1, 1} and G1, . . . , GI

are independent random variables with each Gi ∼ N(0, 1). By estimates on the tails of

polynomials in Gaussian variables Lata la [66], we get that there exists a constant C(r) such

that for any t ≥ 0 and polynomial P of degree r as above

P
[
P(G1, . . . , G|I|) ≥ t

]
≥ 1

C(r)
exp

(
−C(r) · t2

)
(4.9)

We now want to upper bound the probability that P(X1, . . . , X|I|) > t. In the calculation

below, for x ∈ {0, 1}I , we abuse the notation P(x) to denote P((−1)x1 , . . . , (−1)
x|I|). We

then want to bound the probability over x ∈ {0, 1}I that P(x) ≥ t.

P [P(x) ≥ t] = P
[√
ν · P(x) ≥ t ·

√
ν
]
≤ P

[∣∣F (x)−
√
ν · P(x)

∣∣ ≥ t
√
ν − 1

]
≤ ‖F − ν · P‖

2
2

(t ·
√
ν − 1)2

=

∑
|T |≥r F̂ (T )2

(t ·
√
ν − 1)2

≤ 2|I| · θ
(t ·
√
ν − 1)2

(4.10)

Combining the bounds from equations (4.8), (4.9) and (4.10), and substituting t = 2/
√
ν

gives

1

C(r)
· exp (−2 · C(r)/ν)− 2|I| · θ ≤ O

(
r ·
(

2|I| · θ/ν
)1/(8(r−1))

)
.
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If ν ≤
√

2|I| · θ, then we are done. Else, the above inequality gives

1

C(r)
· exp (−2 · C(r)/ν) ≤ O

(
r ·
(

2|I| · θ
)1/(16(r−1))

)
.

Since |I| ≤ 24r, this implies ν ≤ C ′(r)/ log(1/θ) for some constant C ′(r).

Finally, we get

∑
S:S∩I 6=∅

f̂(S)2 ≤ Var(F ) =
∑

0<|T |≤r−1

F̂ (T )2+
∑
|T |≥r

F̂ (T )2 ≤ C ′(r)
log(1/θ)

+2|I|·θ ≤ Cr
log(1/θ)

,

for some constant Cr.

Given the above lemma, we again take

h :=
∑

S⊆I(f)

f̂(S)χS and g := 1{h≥1/2} .

Again, g depends only on the variables in I(f). Also, from Lemma 4.8.3, we have that

‖f − h‖22 =
∑

S:S∩I(f)6=∅

f̂(S)2 ≤ Cr/ log(1/θ) .

Also, for each x, |f(x)− g(x)| ≤ 2 · |f(x)− h(x)| and hence

∆(f, g) = P [f 6= g] = ‖f − g‖22 ≤ 4 · Cr/ log(1/θ) .

Finally, we show deg(g) ≤ r − 1 as before. If this is not the case then we must have

a Fourier coefficient in g with degree at least r and magnitude at least 1/2|I(f)|. Since

‖f − g‖22 ≤ 4 · Cr/ log(1/θ), this Fourier coefficient in f must have magnitude at least

1/2|I(f)| −
√

4 · Cr/ log(1/θ). Since the Fourier mass above level r − 1 is θ, we must have
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that

1

2|I(f)| −

√
4 · Cr

log(1/θ)
≤
√
θ .

If θ is sufficiently small so that
√

4 · Cr/ log(1/θ) ≤ (1/2) · (1/224r
) ≤ (1/2) · (1/2|I(f)|) and

√
θ < (1/2) · (1/224r

) ≤ (1/2) · (1/2|I(f)|), then this leads to a contradiction.

4.9 Conclusion

We have shown τ -resistance as well as corresponding integrality gaps in the Lasserre SDP

hierarchy for all predicates. However, τ(f)− ρ(f) still depends on k, where k is very large.

First, it would be nice to remove the technicality that k has to be very large. Second, short

of completely classifying all approximation resistant predicates, it would be a nice result to

remove the dependence on k in τ(f)− ρ(f).
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CHAPTER 5

STRONGLY APPROXIMATION RESISTANT PREDICATES

5.1 Introduction

One of the major questions mentioned in the introductory chapters was to characterize which

boolean predicates are approximation resistant and which are not. In other words, the goal is

to obtain a “dichotomy theorem” which characterizes all k-ary boolean predicates f such that

it is “computationally hard” to beat a random assignment for MAX k-CSP(f). In Chapter

4, we worked with a weaker notion of hardness (introduced by H̊astad) and obtained one

such characterization for all k-ary boolean predicates. In this chapter we define a (slightly)

stronger notion of hardness, which we call strong approximation resistance, and we obtain a

characterization for all k-ary boolean predicates, which are strongly approximation resistant

in various conditional and unconditional settings.

Although the results in this chapter and the previous chapter aim towards the same goal,

characterizing approximation resistant boolean predicates, the techniques involved in the

two characterizations are completely different. In particular, it will be (much) more natural

to state our characterization for strong approximation resistance over ±1 valued boolean

variables as opposed to 0-1 valued boolean variables. Note that, we sacrifice none of the

intuition in this linear translation. We restate the definition of k-CSP(f) instances, over ±1

valued boolean variables, for clarity.

Definition 5.1.1. Given a k-ary boolean predicate f : {−1, 1}k → {0, 1}, an instance Φ of a

constraint satisfaction problem k-CSP(f) is a conjunction of boolean constraints on variables

x1, ..., xn. Each constraint Ci, 1 ≤ i ≤ m, is supported on a k-tuple of variables. The

variables in a constraint C are denoted by xC and each constraint has the form f(xC · bC),

where bC ∈ {−1, 1}k and the · product corresponds to negation of the variables according to
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the signs in bC . Therefore, Φ has the form:

∧
C∈Φ

f(xC · bC). (5.1.1)

The objective is to decide if Φ is satisfiable.

We may also define the optimization problem, MAX k-CSP(f), similarly. As for 0-1

predicates, for an assignment A : {x1, . . . , xn} → {−1, 1}, let sat(A) denote the fraction

of constraints satisfied by A. The MAX k-CSP(f) instance Φ is called α-satisfiable if there

exists an assignment A such that sat(A) ≥ α. The maximum fraction of constraints in Φ

that can be simultaneously satisfied is once again denoted by OPT(Φ) i.e.,

OPT(Φ) = max
A:{x1,...,xn}→{−1,1}

sat(A).

In summary, all our definitions for predicates over 0-1 variables carry over for predicates over

±1 valued variables.

Recall that, for a (reasonable) instance Φ of MAX k-CSP(f), a naive algorithm that

assigns random {−1, 1} values to its variables yields an assignment, such that the frac-

tion of constraints satisfied is ρ(f) in expectation and with high probability is in the range

[ρ(f)− o(1), ρ(f) + o(1)]. Suppose that Φ is (1−o(1))-satisfiable. An algorithm is considered

non-trivial if it finds an assignment, in polynomial time, that satisfies at least ρ(f) + Ω(1)

fraction of the constraints. If such an efficient algorithm does not exist, then the predicate

f is called approximation resistant and approximable, otherwise. To motivate the definition

of strong approximation resistance, we relax the notion of a non-trivial algorithm. An algo-

rithm is considered non-trivial if it finds an assignment in polynomial time, such that the

fraction of satisfied constraints of Φ is outside the range [ρ(f)− Ω(1), ρ(f) + Ω(1)] i.e., the

algorithm has to do something substantially more clever than using a random assignment.

If such an efficient algorithm exists, we call the predicate weakly approximable and strongly

approximation resistant, otherwise.
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An approximable predicate is also weakly approximable and as a contrapositive, a strongly

approximation resistant predicate is also approximation resistant. We also mention here that

most prior works (known to the author) which show approximation resistance (in various

contexts) of specific predicates, with possibly one exception1, in fact also show strong ap-

proximation resistance either implicitly or explicitly. Also, observe that for an odd predicate

i.e., f(z) = 1 − f(z) ∀z ∈ {−1, 1}k, the two notions are equivalent. For an odd predicate,

the non-constant part of its Fourier representation has only odd degree monomials and the

constant term (as always) is ρ(f). Moreover, for any assignment which has value below

ρ(f) − Ω(1), we can flip the signs of all variables to obtain an assignment that has value

above ρ(f)+Ω(1). Therefore, a weak approximation is easily turned into a standard approx-

imation and so strong approximation resistance and approximation resistance are equivalent

for odd predicates.

5.2 Some Preliminaries

In this section, we present some formal definitions and a preliminary background on mathe-

matical tools used.

Constraint Satisfaction Problems

We begin by defining the notion of weak approximability.

Definition 5.2.1. A predicate f : {−1, 1}k → {0, 1} is called approximable if there exists

a constant ε > 0 and a polynomial time algorithm, possibly randomized, that given an (1 −

ε)-satisfiable instance Φ of MAX k-CSP(f), concludes that Φ is (ρ(f) + ε)-satisfiable and

outputs an assignment A such that EA [ sat(A) ] ≥ ρ(f) + ε.2 The predicate is called weakly

approximable if the algorithm concludes that there exists an assignment A that deviates from

1. See the example in Appendix B in [9].

2. The expectation is over the randomness used by the algorithm.
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ρ(f) in expectation i.e., EA [ |sat(A)− ρ(f)| ] ≥ ε, and outputs such an assignment A .

We will now proceed to formally define strong approximation resistance. First, we will

recall the notion of GAP k-CSP introduced in Chapter 2 and its relationship with approxi-

mation resistance.

Definition 5.2.2. Let ε > 0 be a constant. Let GAP k-CSP(f)1−ε, ρ(f)+ε denote the promise

version of k-CSP(f), where the given instance Φ is promised to have either OPT(Φ) ≥ 1− ε

or OPT(Φ) ≤ ρ(f) + ε. The predicate f is called approximation resistant if for every ε > 0,

GAP k-CSP(f)1−ε, ρ(f)+ε is NP-complete.

We now define strong approximation resistance in terms of GAP k-CSP(f).

Definition 5.2.3. Let ε > 0 be a constant. Let GAP k-CSP(f)1−ε, ρ(f)±ε denote the promise

version of k-CSP(f) where the given instance Φ is promised to have either OPT(Φ) ≥

1 − ε or that for every assignment A, |sat(A)− ρ(f)| ≤ ε. The predicate is called strongly

approximation resistant if for every ε > 0, GAP k-CSP(f)1−ε, ρ(f)±ε is NP-complete.

Remark 5.2.4. In this chapter, we will characterize strong approximation resistance assum-

ing the UGC [59], since we do not yet know how to show NP-hardness. In order to avoid

repetition of the phrase “assuming the UGC”, we drop it for brevity. We emphasize that we

only characterize strong approximation resistance assuming the UGC.

The above notion of strong approximation resistance can be generalized to the context

of optimization hierarchies as well. Once again, like in the case of approximation resistance,

one aims to construct appropriate integrality gap instances against various LP and SDP

relaxations of MAX k-CSP(f) instances. We formalize the notion of strong approximation

resistance in LP and SDP hierarchies in the next subsection.

The LP and SDP Relaxations

We will exhibit integrality gaps for various LP and SDP relaxations, for all our lower bounds

in this chapter, and then use the result of Raghavendra [80] (as explained in Chapter 2) to also
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deduce NP-completeness (assuming the UGC). We first define the right notion of integrality

gaps when dealing with strong approximation resistance. Recall the usual definition of

(1− ε, ρ(f) + ε)-integrality gaps from Chapter 1 (when specialized to k-CSPs).

Definition 5.2.5. Let ε > 0 be a constant. A LP or SDP relaxation is said to have a (1−

ε, ρ(f) + ε)-integrality gap if there exists a MAX k-CSP(f) instance Φ such that FRAC(Φ) ≥

1− ε and OPT(Φ) ≤ ρ(f) + ε.

The following definition gives the corresponding notion for “strong (1 − ε, ρ(f) ± ε)-

integrality gaps”.

Definition 5.2.6. Let ε > 0 be a constant. A LP or SDP relaxation is said to have a

strong (1− ε, ρ(f)± ε)-integrality gap if there exists a MAX k-CSP(f) instance Φ such that

FRAC(Φ) ≥ 1− ε and for all assignments A to the instance, |sat(A)− ρ(f)| ≤ ε.

Below we recall the three LP and SDP relaxations for the MAX k-CSP(f) problem that

are relevant in this chapter: the SA LP relaxation (in ±1 variables), the SA relaxation

augmented with first level SDP constraints from LS+ i.e., the mixed hierarchy relaxation and

finally, the simplest SDP relaxation for MAX k-CSP(f), which we call the basic relaxation.

As discussed in Chapter 2, these relaxations for MAX k-CSP(f) have been studied in the

past, for instance in the papers [86, 96, 27, 43, 80], to name a few.

Note that SC denotes the set of variable indices for a constraint C in the MAX k-CSP(f)

instance Φ. Given an assignment α ∈ {−1, 1}S , the LP variable x(S,α) is intended to be 1

if the optimal assignment to Φ sets the variables in S to α. Otherwise, x(S,α) is intended to

be 0. As before, ◦ denotes concatenation of assignments. Note that the instance Φ could be

a weighted instance of MAX k-CSP(f), the weights would be reflected in the distribution in

the expectation for the objective function in Table 5.1. The rank r SA relaxation for Φ is

given in Table 5.1.

We can further strengthen the LP relaxation by adding the quadratic constraints

x((i1,i2),(b1,b2)) = x(i1,b1) · x(i2,b2) .
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max E
C∈Φ

 ∑
α∈f−1

C (1)

x(SC ,α)


s.t.

∑
bi∈{−1,1}

x(S∪{i},β◦bi) = x(S,β) ∀S s.t. |S| < r, ∀i /∈ S, β ∈ {−1, 1}S

x(∅,∅) = 1

x(S,β) ≥ 0 ∀S s.t. |S| ≤ r, ∀β ∈ {−1, 1}S

Table 5.1: Rank r SA LP for MAX k-CSP(f) instance Φ

As solving quadratic programs is NP-hard we relax these quadratic constraints to the exis-

tence of vectors v(i,b) and a unit vector v(∅,∅), and impose the above constraints on inner

products of the corresponding vectors. Adding these SDP variables and constraints to the

rank r SA LP in Table 5.1 yields the rank r mixed hierarchy relaxation in Table 5.2 [19, 80].

max E
C∈Φ

 ∑
α∈f−1

C (1)

x(SC ,α)


s.t.

∑
bi∈{−1,1}

x(S∪{i},β◦bi) = x(S,β) ∀S s.t. |S| < r, ∀i /∈ S, β ∈ {−1, 1}S

x(∅,∅) = 1

x(S,β) ≥ 0 ∀S s.t. |S| ≤ r, ∀β ∈ {−1, 1}S

x((i1,i2),(b1,b2)) =
〈
v(i1,b1),v(i2,b2)

〉
∀ i1 6= i2 ∈ [n], b1, b2 ∈ {−1, 1}〈

v(i,1),v(i,−1)

〉
= 0 ∀ i ∈ [n]∥∥v(∅,∅)

∥∥ = 1

v(i,1) + v(i,−1) = v(∅,∅) ∀ i ∈ [n].

Table 5.2: Rank r mixed hierarchy relaxation for MAX k-CSP(f) instance Φ

Finally, the basic relaxation is a reduced form of the above mixed relaxation where only

those variables x(S,α) are included for which S = SC is the set of variable indices for some
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constraint C. The consistency constraints between pairs of vectors are included only for

those pairs that occur inside some constraint. The relaxation (after a minor rewriting) is

shown in Table 5.3 [80].

max E
C∈Φ

 ∑
α∈f−1

C (1)

x(SC ,α)


s.t.

∑
α∈{−1,1}SC ,
αi1

=b1,αi2
=b2

x(SC ,α) = x((i1,i2),(b1,b2)) ∀C ∈ Φ, ∀b1, b2 ∈ {−1, 1}

x(∅,∅) = 1

x(SC ,α) ≥ 0 ∀C ∈ Φ, ∀α ∈ {−1, 1}SC

x((i1,i2),(b1,b2)) =
〈
v(i1,b1),v(i2,b2)

〉
∀C ∈ Φ, ∀ i1 6= i2 ∈ C, b1, b2 ∈ {−1, 1}〈

v(i,1),v(i,−1)

〉
= 0 ∀ i ∈ [n]∥∥v(∅,∅)

∥∥ = 1

v(i,1) + v(i,−1) = v(∅,∅) ∀ i ∈ [n].

Table 5.3: Basic SDP relaxation for MAX k-CSP(f) instance Φ

We will use known results showing that the integrality gap for the basic relaxation as in

Table 5.3 implies a UG-hardness result as well as integrality gap for the mixed relaxation

as in Table 5.2 for a super-constant number of rounds, while essentially preserving the gap.

The first implication is by Raghavendra [80] and the second by Raghavendra and Steurer

[82] and Khot and Saket [61]. We state these results in a form suitable for our purposes.

Theorem 5.2.7 ([80]). Let ε > 0 be an arbitrarily small constant. If the basic SDP relax-

ation, as in Table 5.3, has a (1−ε, ρ(f)+ε)-integrality gap, then GAP k-CSP(f)1−2ε,ρ(f)+2ε

is NP-hard, assuming the UGC. Moreover, if the gap is a strong (1− ε, ρ(f)± ε)-gap, then

GAP k-CSP(f)1−2ε,ρ(f)±2ε is NP-hard, assuming the UGC.

Theorem 5.2.8 ([82, 61]). Let ε > 0 be an arbitrarily small constant. If the basic SDP

relaxation as in Table 5.3 has a (1− ε, ρ(f) + ε)-integrality gap, then a super-constant rank
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mixed hierarchy relaxation as in Table 5.2 has a (1−2ε, ρ(f)+2ε)-integrality gap. The same

holds for a strong (1− ε, ρ(f)± ε)-integrality gap.

Measure Theory and Probability

We provide a basic background on relevant tools from measure theory and probability. For

further reference, please see [93, 68].

Measures, Weak∗ Convergence and Signed Measures

Definition 5.2.9. Given a set X along with a σ-algebra F (i.e. a non-empty collection of

subsets of X that is closed under complementation and countable union), a measure on X is

a function m : F → [0,∞] satisfying:

• m(∅) = 0.

• If {Rj}∞j=1 ⊆ F is a countable collection of disjoint sets, then

m
(
∪∞j=1Rj

)
=
∞∑
j=1

m(Rj).

We will consider only finite measures, i.e. those with m(X) <∞. In particular, we will

be interested in probability measures, i.e. those with m(X) = 1. The class of all probability

measures on X is denoted as Prob(X).

We note that the Borel σ-algebra B on Rn is the smallest σ-algebra that contains all open

balls with respect to the standard Euclidean metric (and the sets in B are called Borel sets).

It can be restricted to X ⊆ Rn leading to the induced σ-algebra on X, which will be the

σ-algebra under consideration below. We note also that for subsets of Rn, being compact

is same as being closed and bounded via Bolzano-Wierstrass Theorem. We state the main

measure-theoretic result that we need in a form convenient to us:
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Theorem 5.2.10. Let X ⊆ Rn be a compact set and {Λi}∞i=1 be a sequence of probability

measures on X. Then there exists a sub-sequence {Λij}
∞
j=1 and a probability measure Λ on

X such that for any continuous function h : X → R,

lim
j→∞

∫
h dΛij =

∫
h dΛ. (5.2.1)

This statement follows from the theorem stated below:

Theorem 5.2.11 (Corollary 13.9 in [93]). Let X be a compact metric space. Then the class

of probability measures Prob(X) is compact and metrizable in the weak∗ topology.

In words, the class Prob(X) can be endowed with a suitable metric so that the metric

topology coincides with the weak∗ topology. Since Prob(X) is compact and metrizable,

it is also sequentially compact, i.e. every sequence has a convergent subsequence. The

convergence is with respect to the metric defined on Prob(X) and as mentioned, this is same

as the convergence in the so-called weak∗ topology. The latter, by definition, is precisely the

statement that Equation 5.2.1 holds for every continuous function h : X → R.

Let X ⊆ Rn, X ′ ⊆ Rn
′
be compact, Λ be a measure on X and ϕ : X → X ′ be continuous.

The pushforward measure ϕ(Λ) on X ′ is defined in a natural way as ϕ(Λ)(A′) = Λ(ϕ−1(A′)).

We will use this observation in two settings: (1) when ϕ is a projection of X onto a subset of

coordinates S ⊆ [n], the measure on R|S| so obtained will be denoted as ΛS and referred to

as the projected measure and (2) when ϕ is a bijection, we can pass back and forth between

Λ and ϕ(Λ), regarding them as essentially the same.

Sometimes we will describe the construction of the measure ϕ(Λ) as above by stating

“sample x ∼ Λ and take (or apply) ϕ(x)”. This definition, although less formal, has the

advantage of clarity. When h : X → R is a real valued function, we will informally write

Ex∈Λ [h(x)], the “expectation of h(x) when x is sampled from Λ”, to denote
∫
h dΛ.

We will also need the notion of a signed measure, which is a generalization of the usual

(non-negative) measure.
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Definition 5.2.12. Given a set X along with a σ-algebra F , a signed measure on X is a

function m : F → [−∞,∞] allowed to take at most one of the values in {−∞,+∞} and

satisfying:

• m(∅) = 0.

• If {Rj}∞j=1 ⊆ F is a countable collection of disjoint sets, then

m
(
∪∞j=1Rj

)
=
∞∑
j=1

m(Rj)

as long as the series
∑∞
j=1m(Rj) is absolutely convergent.

Let {Λi}
q
i=1 be a finite set of probability measures on X with underlying σ-algebra F and

{αi}
q
i=1 be (possibly negative) reals. Then Λ =

∑q
i=1 αiΛi is a signed measure. Formally,

for any A ∈ F , Λ(A) =
∑q
i=1 αiΛi(A). We will consider only such signed measures, arising

as finite linear combinations of probability measures. Such a signed measure may identically

vanish, i.e. Λ(A) = 0 ∀A ∈ F . This is same as saying that if one writes Λ = Λ′ − Λ′′ as

a difference of two non-negative measures (by grouping all Λi with positive and negative

coefficients respectively), then Λ′ and Λ′′ are identical.

Gaussian Measures

Let Σ be an invertible, symmetric t×t matrix and µ be a t-dimensional vector. The Gaussian

measure of a (measurable) set A ⊆ Rt w.r.t. means µ = (µ1, . . . , µt) and the covariance

matrix Σ is defined as

∫
A
γt(y = (y1, . . . , yt), (Σ, µ)) dy1dy2 . . . dyt,
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where γt(·, (Σ, µ)) is the Gaussian density function

γt(y, (Σ, µ)) =
1√

(2π)tDet(Σ)
e−

1
2 ·(y−µ)TΣ−1(y−µ).

The random variables y1, . . . , yt then satisfy E[yi] = µi and Σij = E[yiyj ]− µiµj .

With Σ, µ as above, one can also define a Gaussian measure on (Rd)t that is a product

measure with the measure on each of the d coordinates as above. Formally, if y = (y1, . . . ,yt)

with yi ∈ Rd and one denotes y(`) ∈ Rt as the vector of `th coordinates of y1, . . . ,yt

respectively for ` ∈ [d], then the measure is given by a density γt,d(y, (Σ, µ)) defined as:

γt,d(y, (Σ, µ)) =
d∏
`=1

1√
(2π)tDet(Σ)

e−
1
2 ·(y

(`)−µ)TΣ−1(y(`)−µ).

5.3 Our Results

In this section we present formal statements of our results. Given a predicate f : {−1, 1}k →

{0, 1}, let D(f) denote the set of all probability distributions over f−1(1).

Definition 5.3.1. For ν ∈ D(f), we let ζ(ν) denote the (k+1)× (k+1) symmetric moment

matrix for ν such that:

∀i ∈ {0} ∪ [k] : ζ(i, i) = 1 ,

∀i ∈ [k] : ζ(0, i) = E
x∼ν

[xi] ,

∀i, j ∈ [k], i 6= j : ζ(i, j) = E
x∼ν

[
xixj

]
.

Also, let C(f) ⊆ R(k+1)×(k+1) denote the compact, convex set of all moment matrices:

C(f) := {ζ(ν) : ν ∈ D(f)}.

For S ⊆ [k], let ζS denote ζ restricted to the rows and columns of indices in S ∪ {0}.
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For a permutation π : S → S we use ζS,π to denote a permutation of the submatrix ζS

with the coordinates of S permuted according to π. Also, for a |S|-dimensional vector of

signs b ∈ {−1, 1}|S|, let ζS,π,b = ζS,π ◦ ((1 b)(1 b)T ) i.e., the matrix obtained by taking the

Hadamard product (entrywise product) of the matrices ζS,π and (1 b)(1 b)T .

Definition 5.3.2. Let Λ be a probability measure supported on C(f). Then, for S ⊆ [k], let

ΛS denote the measure on (|S| + 1) × (|S| + 1) matrices obtained by sampling ζ ∼ Λ and

taking the matrix ζS. Let π : S → S be any permutation and let b ∈ {−1, 1}|S| be a vector of

signs. We denote by ΛS,π,b the measure on (|S|+1)×(|S|+1) matrices obtained by sampling

ζ ∼ Λ and taking the matrix ζS,π,b.

We define a generic family of algorithms based on d-dimensional rounding of the vector

solution to the basic relaxation, Table 5.3. We choose to state an informal definition here as

the exact rounding process is a bit cumbersome, formally described in Subsection 5.5.2.

Definition 5.3.3. A d-dimensional rounding algorithm is a polynomial time algorithm based

on an odd measurable function ψ : Rd → [−1, 1]. The algorithm solves the basic relaxation

for MAX k-CSP (f), projects the SDP vectors onto a random d-dimensional subspace and

then rounds them to {−1, 1} values according to (biases given by) ψ. The algorithm may

draw the function ψ itself from a certain (pre-determined) distribution.

Our main result for this chapter appears below. It states that a predicate either admits

a weak approximation based on a (k + 1)-dimensional rounding algorithm or it is strongly

approximation resistant and we also give a characterization for such predicates.

Theorem 5.3.4. Given f : {−1, 1}k → {0, 1}, the following “dichotomy” holds:

• Either there is a constant ε > 0 and a (k + 1)-dimensional rounding algorithm that

given a (1 − ε)-satisfiable instance of MAX k-CSP (f), outputs an assignment A such

that EA [|sat(A)− ρ(f)|] ≥ ε (i.e. achieves a weak approximation),
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• Or there exists a probability measure Λ on C(f), such that for all t ∈ [k], and a

uniformly random choice of S with |S| = t, π : S → S and b ∈ {±1}|S|, the following

signed measure on (t+ 1)× (t+ 1) matrices:

Λ(t) := E
|S|=t

E
π:S→S

E
b∈{−1,1}|S|

∏
i∈S

bi

 · f̂(S) · ΛS,π,b

 (5.3.1)

is identically zero. In this case for every ε > 0, the predicate has a strong (1 −

ε, ρ(f)± ε) integrality gap for the basic relaxation and (hence) for the mixed relaxation

with a super-constant number of rounds and is strongly approximation resistant, i.e.

GAP k-CSP(f)1−ε,ρ(f)±ε is UG-hard.

Without much extra effort we also obtain a “dichotomy” for the integrality gap in the

SA LP hierarchy. The characterization is syntactically similar once the polytope C(f) is

replaced by the polytope C∗(f) consisting of only the first moment vectors of distributions

supported on f−1(1) (and is therefore the same as the convex hull of f−1(1)). For a measure

Λ∗ on C∗(f) and a subset S ⊆ [k], the projected measure Λ∗S and the measure Λ∗S,π,b for a

permutation π : S → S and signs b ∈ {−1, 1}S are defined in an analogous manner. The

family of generic algorithms is now defined with respect to only the first moments, i.e. the

algorithm can “use” only the biases computed by the LP relaxation.

Definition 5.3.5. For ν ∈ D(f), we let ζ(ν) denote the k-dimensional vector such that:

∀i ∈ [k] : ζ(i) := E
x∼ν

[xi] .

Let C∗(f) ⊆ Rk denote the convex, compact set:

C∗(f) := {ζ(ν) : ν ∈ D(f)}.

Definition 5.3.6. A k-round LP rounding algorithm is a polynomial time algorithm based
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on an odd measurable function ψ : [−1, 1] → [−1, 1]. The algorithm solves the k-round

SA relaxation for MAX k-CSP(f) and then a variable with bias p (as computed by the LP

relaxation) is rounded to a {−1, 1} value with bias ψ(p), independently for different variables.

The algorithm may draw the function ψ itself from a certain (pre-determined) distribution.

Theorem 5.3.7. Given f : {−1, 1}k → {0, 1}, the following “dichotomy” holds:

• Either there is a constant ε > 0 and a k-round LP rounding algorithm that given

a (1 − ε)-satisfiable instance of MAX k-CSP (f), outputs an assignment A such that

EA [|sat(A)− ρ(f)|] ≥ ε (i.e. achieves a weak approximation),

• Or there exists a probability measure Λ∗ on C∗(f), such that for all t ∈ [k], and a

uniformly random choice of S with |S| = t, π : S → S and b ∈ {±1}|S|, the following

signed measure on t-dimensional vectors:

Λ∗,(t) := E
|S|=t

E
π:S→S

E
b∈{−1,1}|S|

∏
i∈S

bi

 · f̂(S) · Λ∗S,π,b

 (5.3.2)

is identically zero. In this case for every ε > 0, the predicate has a strong (1−ε, ρ(f)±ε)

integrality gap for a super-constant number of rounds of the SA LP relaxation.

5.4 Overview of Proof Techniques

In this section we give an informal overview of the main ideas and techniques used in our

results.

Definition 5.4.1. Let As be the family of all predicates (of all arities) f : {−1, 1}k → {0, 1}

such that there is a probability measure Λ on C(f) such that for every 1 ≤ t ≤ k, the signed

measure

Λ(t) := E
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

[(
t∏
i=1

bi

)
· f̂(S) · ΛS,π,b

]
(5.4.1)

is identically zero. If so, Λ is said to vanish.
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We first focus on the main result in the chapter, namely that a predicate f is strongly

approximation resistant if and only if f ∈ As as in Definition 5.4.1. We make several

simplifying assumptions and use informal mathematically imprecise language as we proceed

(for the sake of a cleaner overview only).

Let f : {−1, 1}k → {0, 1} be the predicate under consideration with ρ(f) =
|f−1(1)|

2k
. We

make a simplifying assumption that the predicate f is even i.e., f(−z) = f(z) ∀z ∈ {−1, 1}k.

This effectively allows us to assume that the first moments (i.e. “biases”) Ez∼ν [zi] are all

zero for any distribution ν supported on f−1(1) and can be safely ignored. Therefore, we

may treat the polytope C(f) to be the set of all
(k

2

)
-dimensional second moments vectors

ζ(ν) =
(
Ez∼ν

[
zizj

]
| 1 ≤ i < j ≤ k

)
over all distributions ν supported on f−1(1). Our

main concern is whether there is an efficient algorithm for MAX k-CSP(f) that achieves a

weak approximation, i.e. on an (1 − o(1)) satisfiable instance obtains an assignment such

that the fraction of satisfied constraints is outside the range [ρ(f)− Ω(1), ρ(f) + Ω(1)]. We

make the simplifying assumption that the k-CSP instance is in fact perfectly satisfiable for

the SDP. This implies that the basic relaxation yields (after appropriate rotation), for every

constraint C that depends on variables say x1, . . . , xk, a distribution ν(C) over the set of

satisfying assignments f−1(1) and unit vectors u1, . . . ,uk such that
〈
ui,uj

〉
= Ez∼ν

[
zi · zj

]
.

As noted, ζ(ν(C)) then is a
(k

2

)
-dimensional vector of the second moments (which equal〈

ui,uj
〉
). The uniform distribution over the vectors ζ(ν(C)) over all constraints C is then

a probability measure λ on C(f). We regard the measure λ as essentially representing the

given k-CSP instance (a priori, we seem to be losing information by ignoring the topology of

the instance, but as we will see this doesn’t matter).

Note that in the relaxed solution, the vector assignment is global in the sense that the

vector assigned to each k-CSP variable is fixed, independent of the constraint C in which the

variable participates in whereas the distribution ν(C) is local in the sense that it depends

on the specific constraint C.

Our main idea is to propose a family of algorithms based on “d-dimensional roundings”
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of the SDP solution for d = k + 1 and to show that either one such algorithm achieves a

weak approximation or else the polytope C(f) supports a probability measure Λ as in Def-

inition 5.4.1 (note again that we are ignoring the first moments). In the latter case, the

existence and symmetry of Λ leads naturally to a strong (1 − o(1), ρ(f) ± o(1)) integrality

gap for the basic relaxation (and therefore mixed hierarchy) and a UGC-hardness result for

GAP k-CSP(f)1−o(1),ρ(f)±o(1), showing that the predicate is strongly approximation resis-

tant.

The proposed family of d-dimensional roundings is easy to describe: any function ψ :

Rd → {−1, 1} serves as a candidate rounding algorithm where the SDP vectors {ui} are

projected onto a random d-dimensional subspace inducing ui 7→ yi ∈ Rd and then the

ith variable is assigned a boolean value ψ(yi). From the algorithmic viewpoint, one seeks

a rounding function ψ (more generally a distribution over ψ) such that its “performance”

on every instance λ3 significantly deviates from ρ(f) (in average, if a distribution over ψ

is used). From the hardness viewpoint, a natural goal then would be to come up with a

“hard-to-round measure” λ on C(f) such that the “performance” of every rounding function

ψ is within ρ(f)± o(1).

These considerations lead naturally to a two-player zero-sum game between Harry, the

“hardness player” and Alice, the “algorithm player” (we view Harry as the row player and Alice

as the column player). The pure strategies of Harry are the probability measures λ on C(f)

to be rounded and the pure strategies of Alice are the rounding functions ψ : Rd → {−1, 1}.

The payoff to Alice when the two players play (λ, ψ) respectively is the “deviation from

ρ(f)” achieved by rounding λ using ψ. More precisely, consider the scenario where the

set of local distributions on the k-CSP constraints is represented by the measure λ. The

local distribution on a randomly selected constraint is a sample ζ ∼ λ along with vectors

u1, . . . ,uk whose pairwise inner products match ζ. During the rounding process, the vectors

3. We recall again that for any k-CSP instance, λ is the uniform distribution over ζ(ν(C)) over all con-
straints C and thus a probability measure on C(f). The measure λ now represents the whole instance.
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u1, . . . ,uk are projected onto a random d-dimensional subspace, generating a sequence of k

points y1, . . . ,yk ∈ Rd that are standard d-dimensional Gaussians with correlations ζ. The

k-CSP variables are then rounded to boolean values ψ(y1), . . . , ψ(yk). Whether these values

satisfy the constraint or not is determined by plugging them in the Fourier representation

of the predicate f . The “deviation from ρ(f)” is precisely this Fourier expression without

the constant term (which is ρ(f)). Given this intuition, we define the payoff to Alice as the

expression:

PayOff(λ, ψ) :=

∣∣∣∣∣∣ Eζ∼λ E
y1,...,yk∼Nd(ζ)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)

∣∣∣∣∣∣ , (5.4.2)

where Nd(ζ) denotes a sequence of k standard d-dimensional Gaussians with correlations

ζ. We apply Von Neumann’s min-max theorem and conclude that there exists a number L,

namely the “value” of the game, a mixed equilibrium strategy Γ (a distribution over ψ) for

Alice and an equilibrium strategy Λ (a pure one as we will observe!) for Harry. Actually

Von Neumann’s theorem applies only to games where the sets of strategies for both players

are finite, but we ignore this issue for now. Depending on whether the value of the game

L is strictly positive or zero (it is non-negative since the payoff is non-negative), we get

the “dichotomy” that the predicate f is weakly approximable or strongly approximation

resistant (modulo UGC).

The conclusion when L > 0 is easy: in this case Alice has a mixed strategy Γ such that

her payoff (expected over Γ) is at least L for every pure strategy λ of Harry. This is same

as saying that if a rounding function ψ ∼ Γ is sampled and then used to round the relaxed

solution, it achieves a deviation L from ρ(f) for every k-CSP instance λ.

The conclusion when L = 0 is more subtle: in this case in general Harry has a mixed

strategy, say D, such that for every pure strategy ψ of Alice, her expected payoff (expected

over λ ∼ D) is zero. We observe that Harry may replace his mixed strategy D by a pure

strategy Λ. Noting that D is a distribution over measures λ, we let Λ be the single averaged
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measure informally written as Λ := Eλ∼D[λ]. Since for every ψ, Expression 5.4.2 is supposed

to be zero averaged over λ ∼ D, it must also be zero for Λ itself. Thus we conclude that for

the measure Λ over C(f), for every ψ : Rd → {−1, 1}:

E
ζ∼Λ

E
y1,...,yk∼Nd(ζ)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)

 = 0. (5.4.3)

Now we view this expression as a polynomial in (uncountable number of) variables {ψ(y) | y ∈

Rd}. Since the polynomial is identically zero, we may equate every coefficient of this poly-

nomial to zero.

Fix any 1 ≤ t ≤ k. For every y1, . . . ,yt ∈ Rd, we are interested in the coefficient of

the monomial
∏t
i=1 ψ(yi). Firstly, this coefficient can arise from precisely the sets S with

|S| = t. Secondly, for a fixed set S, |S| = t, the coefficient is really the joint density of t

standard d-dimensional Gaussians with correlations ζS at the sequence (y1, . . . ,yt), where

ζS is same as ζ restricted to indices in S. Thirdly, for any permutation π : [t]→ [t], we must

consider all sequences (yπ(1), . . . , yπ(t)) and add up their coefficients (i.e. Gaussian densities)

since they all correspond to the same monomial
∏t
i=1 ψ(yi). Finally, we did not mention

this so far, but we need to allow only odd rounding functions ψ, i.e. ψ(−y) = −ψ(y), to

account for the issue of variable negations in k-CSPs. This has the effect that the monomials∏t
i=1 ψ(bi · yi) are same as

∏t
i=1 bi ·

∏t
i=1 ψ(yi) for a choice of signs bi ∈ {−1, 1}, and

hence their coefficients (i.e. Gaussian densities) must be added up together. With all these

considerations, the coefficient of the monomial
∏t
i=1 ψ(yi) can be written as:

E
ζ∼Λ

 ∑
S,|S|=t

∑
π:[t]→[t]

∑
b∈{−1,1}t

f̂(S) ·

(
t∏
i=1

bi

)
γt,d
(
(y1, . . . ,yt), ζS,π,b

) .
Here ζS,π,b is the sequence of correlations between the indices in S after accounting for

the permutation of indices according to π and the sign-flips according to b ∈ {−1, 1}t.

Also γt,d
(
(y1, . . . ,yt), ξ

)
is the joint density of t standard d-dimensional Gaussians with
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correlations ξ. Defining the “signed measure” Λ(t) as in Equation 5.4.1, the conclusion that

the above coefficient is zero (for every (y1, . . . ,yt)), can be written as:

∀y1, . . . ,yt ∈ Rd,
∫
γt,d
(
(y1, . . . ,yt), ξ

)
dΛ(t)(ξ) = 0.

In words, with respect to the signed measure Λ(t) on [−1, 1](
t
2) (corresponding to all pos-

sible correlation vectors between t standard 1-dimensional Gaussians), the integral of ev-

ery function γt,d((y1, . . . ,yt), ·) is zero (there is one such function for every fixed choice of

(y1, . . . ,yt)). The class of these functions is rich enough that we are able to conclude that

the signed measure Λ(t) itself must be identically zero.

This proves the existence of the measure Λ as in Definition 5.4.1. After this, the con-

struction of the strong (1− o(1), ρ(f) +±o(1)) integrality gap for the k-CSP is obtained by

generalizing the construction for MAX-CUT due to Feige and Schechtman [39]. We describe

the construction in the continuous setting and ignore the discretization step. The variables

in the k-CSP instance correspond to points in RN for a high enough dimension N and the

variables for y and −y are designated as negations of each other. The constraints of the

k-CSP are defined by sampling ζ ∼ Λ and then sampling k Gaussian points y1, . . . ,yk ∈ RN

with correlations ζ and placing a constraint on these variables. For the completeness part,

one observes that for large N the space RN with the Gaussian measure is (up to o(1) errors)

same as the unit sphere SN−1 towards our purpose and we may assume that all the k-CSP

variables lie on the unit sphere. Each point on the sphere is assigned a vector that is itself

and for every constraint, the local distribution equals ν if ζ = ζ(ν) is used towards that

constraint. For the soundness part, an assignment to the variables corresponds to a function

ψ : RN → {−1, 1} and the “deviation from ρ(f)” is precisely the expression in Equation

5.4.2, if y1, . . . , yk were chosen from RN instead of Rd (d = k + 1 therein). The symmetry

property of Λ (i.e. that the signed measure Λ(t) is identically zero for every 1 ≤ t ≤ k)

ensures that this expression is identically zero and hence no k-CSP assignment can deviate
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from ρ(f). We would like to emphasize here that the existence of Λ was deduced only as-

suming that no (k + 1)-dimensional rounding deviates from ρ(f), but once existence of Λ

is established, it automatically implies that no higher dimensional rounding deviates from

ρ(f) either!

Once the integrality gap is established, the UGC-hardness of GAP k-CSP(f)1−o(1),ρ(f)±o(1)

follows almost automatically from the general result of Raghavendra and the same integrality

gap for a super-constant number of rounds of the mixed hierarchy follows almost automat-

ically from the general results of Raghavendra and Steurer [82], and Khot and Saket [61]

(some care is required).

As we said, this is a simplified and informal view and we actually need to work around all

the simplifying assumptions we made, formalize all the arguments, and address many issues

that we hid under the carpet, e.g. setting d = k+ 1 and the reason say d = 1 does not work,

handling the first moments, handling the possibility that a Gaussian density is degenerate,

etc. Also, we cannot apply Von Neumann’s min-max theorem to infinite games. In principle,

one might be able to use min-max theorems for infinite games such as Glicksberg’s theorem,

but then one has to ensure that the strategy spaces are compact. Instead, we find it easier

to work with a sequence of finite approximations to the infinite game and then use limiting

arguments everywhere (this is easier said than done and this is where much of the work lies

in).

We briefly state why we get a characterization of only strong approximation resistance

and not approximation resistance itself. If we were to apply the same technique towards

approximation resistance, we would define the payoff function in Equation 5.4.2 without

the absolute value and then in Equation 5.4.3 we would conclude that the expression is

upper bounded by zero (instead of concluding that its absolute value is zero and hence it is

equal to zero). But then we would be stuck since if a polynomial in [−1, 1]-valued variables

stays upper bounded by zero, we cannot necessarily conclude that it is identically zero, e.g.

consider the polynomial −x2. The conclusion however holds if the polynomial is multi-linear
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or has only odd degree monomials (since flipping the sign of all variables flips the sign of the

polynomial)4. We note that the polynomial in Equation 5.4.3 appears to be multi-linear in

the following sense. The monomial
∏t
i=1 ψ(yi) fails to be multi-linear only when yi = yj for

some i 6= j which is a measure zero event. However when one formalizes the argument via

discretization, say by dividing Rd into tiny cells, one always has a non-zero probability that

yi,yj , i 6= j fall into the same cell. At first sight, one might consider this issue minor and

avoidable, but quite possibly it is indeed a serious issue and in the end, the characterization

for approximation resistance may be different from that of strong resistance. We leave this

as an open question.

Strong Approximation Resistance for LP Hierarchies

Now we give an overview of the characterization of strong approximation resistance for a

super-constant number of rounds of SA LP. We proceed along a similar line as earlier with

one difference: we work with a different body C̃(f) instead of C(f).

In the LP case, the second moments are not available at all and the first moments are

all one has. We will nevertheless pretend that the second moments are available by using

their dummy setting. For any distribution ν supported on f−1(1), let the vector ζ = ζ(ν)

consist of the k first moments ζ(i) = Ez∼ν [zi] and in addition, dummy second moments

corresponding to those of k independent unit `2-norm Gaussians g1, . . . , gk with the given

first moments, i.e. E[gi] = ζ(i) and E[g2
i ] = 1. The body C̃(f) is defined as the set of all

vectors ζ(ν) over all distributions ν supported on f−1(1). Note that C̃(f) is different than

the polytope C(f) and not necessarily convex (we never used convexity), but its projection

onto the first k coordinates is the same as that of C(f), namely C∗(f) as in Definition 5.3.5.

Once the polytope C(f) is replaced by the body C̃(f), our argument proceeds as before.

Note that since the second moments reflect independent Gaussians, our rounding is really

4. This is consistent with the earlier observation that for odd predicates, the notions of approximation
resistance and strong approximation resistance are equivalent.
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using only the first moments, as ought to be the case with LPs.

Definition 5.4.2. Let Al be the family of all predicates (of all arities) f : {−1, 1}k → {0, 1}

such that there is a probability measure Λ∗ on C∗(f) such that for every 1 ≤ t ≤ k, the signed

measure

Λ∗,(t) := E
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

[(
t∏
i=1

bi

)
· f̂(S) · Λ∗S,π,b

]
(5.4.4)

is identically zero. If so, Λ∗ is said to vanish. Here C∗(f) is the projection of the polytope

C(f) to the first k coordinates corresponding to the first moments and Λ∗S,π,b are as earlier,

but for the projected polytope C∗(f).

We conclude that either the predicate is weakly approximable or there is a probability

measure Λ on C̃(f) that satisfies characterization in Definition 5.4.1. Projecting Λ onto the

first k coordinates gives a measure Λ∗ on C∗(f) satisfying the characterization in Definition

5.4.2.

Once the existence of Λ∗ is established, we proceed to construct the strong (1−o(1), ρ(f)±

o(1)) integrality gap in the SA hierarchy. This step however turns out to be more involved

than before since general results as in [80, 82, 61] are not available in the LP setting. Instead,

we are able to rework the MAX-CUT construction of de la Vega and Kenyon [34] for any

predicate f ∈ Al.

An intuitive way of looking at the construction is as follows. The variables of the k-CSP

are points in the interval [−1, 1] and the variables for x and −x are negations of each other

(called folding). Constraints are defined by sampling ζ ∼ Λ∗ and then placing the constraint

on variables (ζ(1), . . . , ζ(k)). The local distribution for this constraint is ν such that ζ =

ζ(ν). The LP-bias of a variable x is x itself. The vanishing condition in Definition 5.4.2

implies that any (measurable) {−1, 1}-assignment to this k-CSP instance satisfies exactly

ρ(f) fraction (measure) of the constraints. This conclusion also holds for [−1, 1]-valued

assignments appropriately interpreted.

This continuous instance only has a basic LP solution, i.e. the local distributions are
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defined only for constraints. We now construct the actual instance as follows. We discretize

the interval [−1, 1] by picking equally spaced points x1, . . . , xs with fine enough granularity

(and ensuring that a point and its negation are both included and are folded). Each variable

xi is now blown up into a block of n/s variables for a large n (so the total number of variables

is n). Whenever a constraint is generated in the continuous setting by sampling ζ ∼ Λ∗,

we first round ζ(j) to nearest xij and then the constraint is actually placed on randomly

chosen variables from blocks corresponding to xi1 , . . . , xik respectively. This is the way one

constraint is randomly introduced and the process is repeated independently m times for

m � n. This defines the k-CSP instance as a k-uniform hypergraph. By deleting a small

fraction of the constraints, one ensures that the hypergraph has super-constant girth. Finally,

de la Vega and Kenyon [34] construction is reworked to construct local distributions for all

r-sets of variables, i.e. for the r-round SA LP. Our presentation is somewhat different than

that in [34]: we find it easier to first construct a nearly correct LP solution and then correct

it as in [82, 61].

One interesting feature of our construction is how the instance is constructed and how

the “soundness” is proved as opposed to a standard construction of random k-CSPs.

A standard construction, in one step, generates a constraint by uniformly selecting a

k-subset of variables and then randomly selecting the polarities (i.e. whether a variable

occurs in a negated form or not). This step is then repeated independently to generate

m � n constraints. Since the polarities are randomly chosen in each step, for any fixed

global assignment, the probability that the assignment satisfies the constraint is precisely

ρ(f), and then one uses the Chernoff bound and the union bound to conclude that almost

surely every global assignment to the instance satisfies between ρ(f) ± o(1) fraction of the

constraints.

In our case, the one step of generating a constraint is different. In particular, the k-subset

of variables chosen is not necessarily uniformly random (it depends on Λ∗ since ζ ∼ Λ∗) and

the polarities are not necessarily random either (they depend on signs of ζ(1), . . . , ζ(k) due
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to folding). However it is still true that for any fixed global assignment, the probability

that the assignment satisfies the constraint is precisely ρ(f) (up to o(1) errors introduced

by discretization). This property is simply inherited from the continuous setting by viewing

the global assignment as a function ψ : {x1, . . . , xs} → [−1, 1] where ψ(xi) is the average of

the global values to variables in block xi. This concludes our overview.

5.5 Proof of the SDP Dichotomy Theorem

In this section we present the proof of Theorem 5.3.4. We begin by developing some game

theory formalism that we will need. We will need to use only one game theoretic result,

which is the famous min-max theorem of Von Neumann. The book [76] is a reference on

game theory for the interested reader.

5.5.1 Game-Theoretic Formulation

We have two players: Alice, the player trying to design an algorithm, and Harry, the player

trying to prove a hardness result. Intuitively, Alice wants to show that any MAX k-CSP(f)

admits a non-trivial efficient approximation via rounding the natural SDP relaxation. For

this, Alice will try to maximize the pay-off in the (zero-sum) game, which we shall define

soon. On the other hand, Harry intends to minimize the pay-off. Intuitively, Harry wants to

show that there exist MAX k-CSP(f) instances for which the integrality gap is high.

The pure strategies of Harry will correspond to distributions over moment matrices. Recall

that C(f) was the set of (k + 1) × (k + 1) moment matrices for distributions in D(f). To

ensure that our moment matrices are non-singular, we will actually need to work with a

slightly modified body Cδ(f) defined as

Cδ(f) := {(1− δ) · ζ + δ · Ik+1 : ζ ∈ C(f)} ,

for a constant δ ∈ (0, 1). Here, Ik+1 denotes the (k + 1)× (k + 1) identity matrix. Let Ri,
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such that R1 ⊆ R2 . . . ⊆ Rp ⊆ ... denote a fixed sequence of finite subsets of Cδ(f). We

assume that the above sequence is dense in Cδ(f) in the limit. Let Rp denote the class of

distributions over Rp, such that all the probabilities are integral multiples of 1/2p.

Let {Pq}q∈N denote a sequence of partitions, where Pq partitions [−1, 1]d into 2(q+1)d

boxes of equal size. We will choose d = k + 1 for reasons that will become clear later.

Note that for each q, Pq+1 is a refinement of Pq inside. Let Vk denote the set of values{ r
k : r ∈ Z,−k ≤ r ≤ k

}
and let ψq : Rd → Vk denote an odd function which takes values

in Vk in [−1, 1]d and 0 outside. We further assume that ψq is constant on each cell of Pq.

This can be ensured since the partitions Pq are symmetric with respect to 0.

For every fixed p, q above, we will define a zero-sum game Gp,q. A pure strategy for Harry

corresponds to a distribution λ ∈ Rp, and a mixed strategy is a probability distribution Λp

over Rp. The pure strategies for Alice are given by all possible functions ψq, and a mixed

strategy is a probability distribution Γq over these. For λ ∈ Rp and ψ defined over Rd as

described above, the payoff of the (pure strategy) game Gp,q is given by:

PayOff(λ, ψ) :=

∣∣∣∣∣∣ Eζ∼λ E
y1,...,yk∼Nd(ζ)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)

∣∣∣∣∣∣ , (5.5.1)

where {yi}i∈[k] are points in Rd sampled from a Gaussian processNd(ζ) different coordinates

being independent and for each coordinate l ∈ [d], E [(yi)l] = ζ(0, i) and E
[
(yi)l(yj)l

]
=

ζ(i, j) ∀i, j ∈ [k]. Note that this corresponds to the deviation from a random assignment

that would be obtained by the rounding algorithm corresponding to ψ, if the SDP vectors

corresponding to variables in each constraint had correlations given by ζ. We shall also use

the notation PayOff(λ, ψ) to denote the above expression, for an arbitrary distribution λ

over Cδ(f) and any function ψ : Rd → Vk. For a matrix ζ, we use PayOff(ζ, ψ) to denote

PayOff(λ, ψ) for a distribution λ concentrated on a single point corresponding to ζ.
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For mixed strategies Λp and Γq the payoff is given by:

PayOff(Λp,Γq) := E
λ∼Λp

E
ψ∼Γq

∣∣∣∣∣∣ Eζ∼λ E
y1,...,yk∼Nd(ζ)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)

∣∣∣∣∣∣ . (5.5.2)

Alice plays to maximize the above payoff and Harry plays to minimize the same. By Von

Neumann’s min-max theorem there exists a unique value for the above game Gp,q, for every

p and q. Our next task will be to relate the value of this game (in the limit) to the hardness

of the predicate f .

The following simple fact about the pay-off function will be used repeatedly.

Claim 5.5.1. For any λ and ψ : Rd → [−1, 1], PayOff(λ, ψ) ≤ 1.

Proof. Since the pay-off function is

PayOff(λ, ψ) :=

∣∣∣∣∣∣ Eζ∼λ E
y1,...,yk∼Nd(ζ)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)

∣∣∣∣∣∣ ,
it suffices to show that for any k values ψ(y1), . . . , ψ(yk) ∈ Vk, we can upper bound∣∣∣∑S 6=∅ f̂(S) ·

∏
i∈S ψ(yi)

∣∣∣ by 1. This is immediate if all the values are ±1, since we can

write the expression inside the absolute value as f(ψ(y1), . . . , ψ(yk)) − f̂(∅), which only

takes values −f̂(∅) and 1− f̂(∅) since f is boolean. If a value, say ψ(yi) is in (−1, 1), we can

view the expression as an expectation over the cases where we choose the ith input variable

of f to be 1 with probability (1 + ψ(yi))/2 and −1 with probability (1 − ψ(yi)/2), which

shows that it is always between −f̂(∅) and 1− f̂(∅).

We will also need another simple fact about a matrix ζ ∈ Cδ(f). Recall that for a matrix

ζ, for S ⊆ [k], π : S → S and b ∈ {−1, 1}S , we define the matrix ζS,π,b by considering the

submatrix given by rows and columns in S (and the first row and first column), permuting

them according to π and multiplying each row i by bi and each column j by bj (thus, the

(i, j) entry is multiplied by bi · bj). Also, for each matrix ζ ′ = ζS,π,b, we can define a
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covariance matrix Σ, with Σij = ζ ′(i, j)− ζ ′(0, i) · ζ ′(0, j). Then we shall use the following

fact repeatedly.

Claim 5.5.2. Let ζ ∈ Cδ(f) and let ζS,π,b be as defined above for an arbitrary choice of

S, π and b. Let Σ be the covariance matrix corresponding to ζS,π,b. Then Σ is a positive

semidefinite matrix with all eigenvalues at least δ.

Proof. Note that it is sufficient to prove the claim with π being the identity permutation

and b = 1k, since permuting the rows and columns, or multiplying them with a sign does

not affect the eigenvalues. Let us first consider the case when S = [k] and b = 1k (and thus

ζS,π,b = ζ). For ζ ∈ Cδ(f), there is a distribution ν on f−1(1), and in particular on {−1, 1}k,

so that ζ = (1− δ) · ζ(ν) + δ · Ik+1. Let ζ̃ denote ζ(ν). If Σ(ζ) denotes the covariance matrix

corresponding to ζ, then we can write

Σ(ζ) = (1− δ) · Σ(ζ̃) + δ · (1− δ) ·M + δ · Ik ,

where M is a positive semidefinite (PSD) matrix with Mij = ζ̃(0, i) · ζ̃(0, j). Also, note that

Σ(ζ̃) is a covariance matrix corresponding to a distribution ν on {−1, 1}k and is hence PSD.

Thus, all eigenvalues for Σ(ζ) are at least δ. Similarly, when |S| = t for some t ≤ k, we can

consider νS , the projection of ν to {−1, 1}S . We can again write ζS = (1−δ)·ζ(νS)+δ·I|S|+1.

The rest of the proof is same as above.

Let V denote the (infinite) matrix over reals such that: V(p, q) := val(Gp,q) (the equilib-

rium value for the game Gp,q).

Lemma 5.5.3. The limit L defined below exists and it is finite.

L := lim
p,q→∞

V(p, q) . (5.5.3)

Moreover, every row p has a limit rp as q →∞ and every column q has a limit cq as p→∞.
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Proof. First, observe that the entries in V are all non-negative and bounded above by 1 (using

Claim 5.5.1). Also, for any fixed q, V(p, q) is non-increasing as p increases since Rp ⊆ Rp+1.

Similarly, for any fixed p, V(p, q) is non-decreasing as q increases. This follows from the fact

that Pq+1 is a refinement of Pq and thus each strategy ψq can also be implemented by a

function ψq+1.

Therefore, by the monotone convergence theorem every row (resp. column) in G has a

limit, say rp (resp. cq). Moreover, rp is non-increasing as p increases and cq is non-decreasing

as q increases. Therefore, again by the monotone convergence theorem both these sequences

have to converge. Also, the limits must coincide since for sufficiently large p, q, V(p, q)

must come arbitrarily close to both the limits. This common limit is denoted by L in our

statement.

We shall also need the following lemma.

Lemma 5.5.4. If ζ, ζ ′ ∈ Cδ(f) are such that
∥∥ζ − ζ ′∥∥∞ ≤ ε, then for any function ψ :

Rd → Vk, we have

∣∣∣∣∣∣ E
y1,...,yk∼Nd(ζ)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)

− E
y1,...,yk∼Nd(ζ ′)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)

∣∣∣∣∣∣ = Ok,d,δ(ε) .

Hence, the function PayOff(ζ, ψ) is Ok,d,δ(1)-Lipschitz in the argument ζ.

Proof. Let g(y1, . . . ,yk) denote the expression
∑
S 6=∅ f̂(S) ·

∏
i∈S ψ(yi). We first note that

proving the bound claimed above is also sufficient to show that PayOff(ζ, ψ) is Ok,d,δ(1)-

Lipschitz in the argument ζ, since PayOff(ζ, ψ) =
∣∣∣Ey1,...,yk∼Nd(ζ) [g(y1, . . . ,yk)]

∣∣∣ and hence,

∣∣PayOff(ζ, ψ)− PayOff(ζ ′, ψ)
∣∣
≤

∣∣∣∣∣ E
y1,...,yk∼Nd(ζ)

[g(y1, . . . ,yk)]− E
y1,...,yk∼Nd(ζ ′)

[g(y1, . . . ,yk)]

∣∣∣∣∣ .
By Claim 5.5.1, we have that |g(y1, . . . ,yk)| ≤ 1. Hence, we can bound the above
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expression as

∣∣∣∣∣ E
y1,...,yk∼Nd(ζ)

[g(y1, . . . ,yk)]− E
y1,...,yk∼Nd(ζ ′)

[g(y1, . . . ,yk)]

∣∣∣∣∣ ≤ 2 ·
∥∥Nd(ζ)−Nd(ζ ′)

∥∥
1 ,

where
∥∥Nd(ζ)−Nd(ζ ′)

∥∥
1 denotes the total variation distance between the two distributions.

This can be bounded by Ok,d,δ(ε) as below.

By Pinsker’s inequality one can bound the total variation distance by the Kullback-Leibler

(KL) divergence, denoted D(Nd(ζ)||Nd(ζ ′)), as follows.

∥∥Nd(ζ)−Nd(ζ ′)
∥∥2

1 ≤
1

2
·
[
D(Nd(ζ)‖Nd(ζ ′)) +D(Nd(ζ ′)‖Nd(ζ))

]
=

d

2
·
[
D(N (ζ)‖N (ζ ′)) +D(N (ζ ′)‖N (ζ))

]
,

where the equality uses the fact that Nd(ζ) and Nd(ζ ′) are product distributions of d k-

dimensional Gaussians and D((P1, P2)‖(Q1, Q2)) = D(P1‖Q1) + D(P2‖Q2) for product

distributions (P1, P2) and (Q1, Q2). The sum on the right can now be bounded by Ok,d,δ(ε
2).

Let Σ and Σ′ denote the covariance matrices for ζ and ζ ′. Let µ and µ′ denote the vector

of means for ζ and ζ ′. For a multivariate normal distribution in k dimensions the sum of

the two KL divergences, as above, can be written as follows (for eg. see chapter 15 in [56])

D(N (ζ)‖N (ζ ′)) +D(N (ζ ′)‖N (ζ)) =

= (µ− µ′)T
(

Σ−1 + Σ′−1

2

)
(µ− µ′)− 1

2
· (Σ− Σ′) • (Σ−1 − Σ′−1) .

Since
∥∥µ− µ′∥∥∞ ≤ ∥∥ζ − ζ ′∥∥∞ ≤ ε and all eigenvalues of Σ−1 and Σ′−1 are at most 1/δ,

the first term is bounded by Ok,δ(ε
2). For bounding Frobenius product in the second term,

note that
∥∥Σ− Σ′

∥∥
∞ = O(ε). For the term, Σ−1−Σ′−1, using the fact that Σ−1 =

Adj(Σ)
|Σ| ,

we can write

Σ−1 − Σ′−1 =
Adj(Σ) ·

∣∣Σ′∣∣− Adj(Σ) ·
∣∣Σ′∣∣

|Σ| · |Σ′|
.
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Since all eigenvalues of Σ and Σ′ are at least δ, the determinants |Σ| and
∣∣Σ′∣∣ are at least

δk. Each entry of the matrices in the numerator can be viewed as a difference between two

multivariate degree-2k polynomials with Ok(1) terms. The two polynomials are identical,

except that each has been perturbed by at most ε in its variables. Hence, their difference

can be at most Ok(ε).

Thus, we obtain that
∥∥Σ−1 − Σ′−1

∥∥
∞ = Ok,δ(ε) and hence (Σ − Σ′) • (Σ−1 − Σ′−1) =

Ok,δ(ε
2), which gives the required bound on

∥∥Nd(ζ)−Nd(ζ ′)
∥∥

1.

5.5.2 A Rounding Scheme when L > 0

We can now prove that if the value of the above games has a positive limit, then the predicate

f admits a non-trivial weak approximation. For an instance Φ of MAX k-CSP(f) and a d-

dimensional rounding function ψ : Rd → Vk, let ROUNDψ(Φ) denote the expected fraction

of constraints satisfied by the rounding algorithm using the function ψ. Recall that a d-

dimensional rounding algorithm is a distribution over functions ψ. We will show that if the

value of the game is positive, then there is a rounding scheme such that Eψ
∣∣ROUNDψ − ρ(f)

∣∣
is Ω(1).

Theorem 5.5.5. If L > 0, then there exists a (k+1)-dimensional rounding algorithm for the

basic SDP relaxation of MAX k-CSP(f), such that given an instance Φ with FRAC(Φ) ≥ 1−ε

(for sufficiently small ε > 0), we have Eψ
∣∣ROUNDψ(Φ)− ρ(f)

∣∣ ≥ L/2.

Proof. Since limp,q→∞ val(Gp,q) = L > 0, for every β > 0 there exists a q ∈ N, such that for

all p ∈ N, val(Gp,q) ≥ L − β. This means that for all p ∈ N, there exists a distribution Γq

over functions ψq, such that for all λ ∈ Rp

PayOff(λ,Γq) ≥ L− β .

We will fix a sufficiently large p later. We will use the corresponding Γq to design a d-

dimensional rounding strategy (recall that we choose d = k + 1). Given an instance Φ of
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MAX k-CSP(f) and a solution to the SDP in Table 5.3, we proceed as follows:

- For all i ∈ [n], define vectors:

u∅ = v(∅,∅)

ũi = v(i,1) − v(i,−1)

ui =
√

1− δ · ũi +
√
δ · ei ,

where {ei}i∈[n] form an orthonormal basis, orthogonal to all the vectors {v(i,b) | i ∈

[n], b ∈ {−1, 1}}.

- Sample vectors {gl}l∈[d] such that each coordinate of each gl is a standard normal

variable. Define the vectors y′1, . . . ,y
′
n ∈ Rd such that for each l ∈ [d],

(y′i)l =
〈(

ui −
〈
ui,u∅

〉
· u∅
)
,gl
〉

+
〈
ui,u∅

〉

- Sample ψ ∼ Γq. For each i ∈ [n], assign the variable xi as 1 with probability (1 +

ψ(y′i))/2 and −1 with probability (1− ψ(y′i))/2.

For a constraint C, let FRAC(C) ∈ [0, 1] denote the contribution of the constraint C to the

SDP objective function. For the given instance Φ, we have FRAC(Φ) = EC∈Φ [FRAC(C)] ≥

1 − ε and hence PC∈Φ [FRAC(C) ≥ 1−
√
ε] ≥ 1 −

√
ε. Let C be a constraint such that

FRAC(C) ≥ 1 −
√
ε. Without loss of generality, we can take C to be on the variables

x1, . . . , xk and of the form f(x1 · b1, . . . , xk · bk) for b1, . . . , bk ∈ {−1, 1}.

The probability that C is satisfied by the assignment produced by a rounding function

ψ, chosen by our rounding scheme is given by

ROUNDψ(C) = ρ(f) + E
y′1,...,y

′
k

∑
S⊆[k]
S 6=∅

∏
i∈S

bi

 · f̂(S) ·

∏
i∈S

ψ(y′i)


 ,
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where the RHS term equals:

ρ(f) + E
y′1,...,y

′
k

∑
S⊆[k]
S 6=∅

f̂(S) ·

∏
i∈S

ψ(bi · y′i)


 .

Here bi · y′i denotes a vector with each coordinate multiplied by bi, and the second equality

used the fact that the functions ψ are odd.

Let ζC ∈ R(k+1)×(k+1) be the symmetric moment matrix with ζ(0, i) =
〈
bi · ui,u∅

〉
and ζ(i, j) =

〈
bi · ui, bj · uj

〉
. Then the variables (y1, . . . ,yk) = (b1 · y′1, . . . , bk · y

′
k) are

distributed according to the Gaussian process Nd(ζC). Thus, we can write

ROUNDψ(C) = ρ(f) + E
y1,...,yk∼Nd(ζC)

∑
S⊆[k]
S 6=∅

f̂(S) ·

∏
i∈S

ψ(yi)


 .

The variables X([k],α) define a probability distribution, say ν0 on {−1, 1}k. Let ν be the

distribution on {−1, 1}k such that for any x ∈ {−1, 1}k,

ν(x1, . . . , xk) = ν0(b1 · x1, . . . , bk · xk) .

Then Px∼ν [f(x) = 1] ≥ 1 −
√
ε and for the corresponding moment matrix ζ(ν), we have

ζ(ν)(i, j) =
〈
bi · ũi, bj · ũj

〉
and ζ(ν)(0, i) =

〈
bi · ũi,u∅

〉
for all i, j ∈ [k]. From the definition

of the vectors ui and the matrix ζC above, we have that

ζC = (1− δ) · ζ(ν) + δ · I .

However, ζC does not lie in the body Cδ(f) since ν is not entirely supported on f−1(1). We

thus, consider the distribution ν′, which is ν conditioned on the output being in f−1(1).
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Also, we define the matrix ζ ′C ∈ Cδ(f) as

ζ ′C := (1− δ) · ζ(ν′) + δ · I .

Since ν satisfies C with probability at least 1−
√
ε, we have

∥∥ν − ν′∥∥1 = O(
√
ε). Also, this

gives that
∥∥ζC − ζ ′C∥∥∞ ≤ √ε. By Lemma 5.5.4, we have for ζC and ζ ′C as above,

∣∣∣∣∣∣∣∣ E
y1,...,yk∼Nd(ζC)

∑
S⊆[k]
S 6=∅

f̂(S) ·

∏
i∈S

ψ(yi)


− E

y1,...,yk∼Nd(ζ ′C)

∑
S⊆[k]
S 6=∅

f̂(S) ·

∏
i∈S

ψ(yi)



∣∣∣∣∣∣∣∣

is bounded by Ok,d,δ(
√
ε). We now analyze ROUNDψ(Φ) = EC∈Φ

[
ROUNDψ(C)

]
. Let Φ′

denote the instance restricted to the constraints C such that FRAC(C) ≥ 1 −
√
ε. Since

PC∈Φ [FRAC(C) ≥ 1−
√
ε] ≥ 1−

√
ε, we have that

∣∣ROUNDψ(Φ)− ROUNDψ(Φ′)
∣∣ = O(

√
ε) .

Finally, to relate the above to the value of one of the games Gp,q, we let λ be the distribution

on Cδ(f) obtained by sampling a random C ∈ Φ′ and taking the matrix ζ ′C . Using the above,

we get that

E
ψ∼Γq

∣∣ROUNDψ(Φ)− ρ(f)
∣∣

≥ E
ψ∼Γq

∣∣ROUNDψ(Φ′)− ρ(f)
∣∣−O(

√
ε)

= E
ψ∼Γq

∣∣∣∣∣∣∣∣ E
C∼Φ′

E
y1,...,yk∼Nd(ζC)

∑
S⊆[k]
S 6=∅

f̂(S) ·

∏
i∈S

ψ(yi)



∣∣∣∣∣∣∣∣−O(

√
ε)
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E
ψ∼Γq

∣∣ROUNDψ(Φ)− ρ(f)
∣∣

≥ E
ψ∼Γq

∣∣∣∣∣∣∣∣ E
C∼Φ′

E
y1,...,yk∼Nd(ζ ′C)

∑
S⊆[k]
S 6=∅

f̂(S) ·

∏
i∈S

ψ(yi)



∣∣∣∣∣∣∣∣−Ok,d,δ(

√
ε)

= E
ψ∼Γq

∣∣∣∣∣∣∣∣ Eζ∼λ E
y1,...,yk∼Nd(ζ)

∑
S⊆[k]
S 6=∅

f̂(S) ·

∏
i∈S

ψ(yi)



∣∣∣∣∣∣∣∣−Ok,d,δ(

√
ε)

= PayOff(λ,Γq)−Ok,d,δ(
√
ε) .

The above almost looks like the pay-off for our game, except for the fact that the distribution

λ may not belong to the set of distributions Rp for any p ∈ N. However, the sets Rp get

arbitrarily dense in Cδ(f) as p increases. Also the probabilities for distributions in Rp are

allowed to be multiples of 1/2p, which gets arbitrarily small as p increases. Since λ is

supported on finitely many ζ ∈ Cδ(f), for any β0 > 0, it is possible to find a large enough

p ∈ N and a distribution λp ∈ Rp such that:

- There exists a bijection between the supports of λ and λp.

- For each ζ in the support of λ, let ζ ′ denote its image according to the above map.

Then
∥∥ζ − ζ ′∥∥∞ ≤ β0 and the probabilities λ(ζ) and λp(ζ

′) differ by at most β0.

Also, since by Lemma 5.5.4 the function PayOff(ζ, ψq) is Ok,d,δ(1)-Lipschitz in the argument

ζ, we have that there exists a p ∈ N and a distribution λp ∈ Rp such that

∣∣PayOff(λ,Γq)− PayOff(λp,Γq)
∣∣ ≤ β .

Finally, by definition of Γq, we have that

PayOff(λp,Γq) ≥ val(Gp,q) ≥ L− β .
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Combining all the above inequalities, we have that

E
ψ

∣∣ROUNDψ(Φ)− ρ(f)
∣∣ ≥ PayOff(λp,Γq)− β −Ok,d,δ(

√
ε) ≥ L− 2β −Ok,d,δ(

√
ε) .

Choosing β ≤ L/8 and ε = ok,d,δ(L
2) gives that Eψ

∣∣ROUNDψ(Φ)− ρ(f)
∣∣ ≥ L/2 as claimed.

5.5.3 A Characterization when L = 0

We are now left with the case: L = 0 (since we always have that L ≥ 0). We will show

that the condition L = 0 implies the existence of a probability measure Λ on C(f) satisfying

Equation 5.3.1 in Theorem 5.3.4. Formally, we will prove the following statement.

Theorem 5.5.6. If L = 0, then there exists a probability measure Λ on C(f) such that for

all t ∈ [k], and a uniformly random choice of S with |S| = t, π : S → S and b ∈ {−1, 1}S,

the following signed measure on (t+ 1)× (t+ 1) matrices:

Λ(t) := E
|S|=t

E
π:S→S

E
b∈{−1,1}|S|

f̂(S) ·

∏
i∈S

bi

 · ΛS,π,b


is identically zero.

We refer to a measure Λ which satisfies the above condition, as a vanishing measure. We

will obtain this measure by considering limits of the various strategies for Harry in the games

Gp,q. We first consider the limit for each p as q →∞.

Lemma 5.5.7. For each p ∈ N, there exists a limiting distribution Λp over Rp such that

for every q and Γq,

PayOff(Λp,Γq) ≤ rp ,

where rp = limq→∞ V(p, q).
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Proof. For any row p we have a sequence of distributions
{

Λp,q
}
q∈N such that for all q and

Γq,

PayOff(Λp,q,Γq) ≤ V(p, q) ≤ rp

where the second inequality used the fact that the numbers V(p, q) are non-decreasing in

q (see Lemma 5.5.3). Also, for a fixed p, each Λp,q can be viewed as a vector in [0, 1]|Rp|

where Rp is the class of distributions over Rp with probabilities being integer multiples

of 1/2p (and thus
∣∣Rp∣∣ ≤ (2p + 1)|Rp|). Hence by the Bolzano-Weierstrass Theorem, the

sequence
{

Λp,q
}
q∈N has a convergent subsequence with a limit point, which we take to be

Λp. Since each strategy Γq can also be viewed as a strategy Γq′ for any q′ ≥ q, we have

that PayOff(Λp,q′ ,Γq) ≤ rp. Taking the limit as q′ →∞ according to the above convergent

subsequence, we have that for all q and Γq,

PayOff(Λp,Γq) = lim
q′→∞

PayOff(Λp,q′ ,Γq) ≤ rp .

For the remainder of this section, we will consider the expression of the pay-off function

without the absolute value. For Λ which is a distribution over distributions on Cδ(f) and

for Γ which is a distribution over functions ψ : Rd → Vk, we define Eval(Λ,Γ) as the pay-off

expression without the absolute values.

Eval(Λ,Γ) := E
λ∼Λ

E
ψ∼Γ

E
ζ∼λ

E
y1,...,yk∼Nd(ζ)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)

 .

As before, for a fixed function ψ, we use Eval(Λ, ψ) to denote the expression where we

omit the outer expectation over Γ. The expression Eval(ζ, ψ) is defined similarly for a fixed
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ζ ∈ Cδ(f). Note that for Λp as given by Lemma 5.5.7 and any Γq, we have that

∣∣Eval(Λp,Γq)
∣∣ ≤ E

λ∼Λp
E

ψ∼Γq

∣∣∣∣∣∣ Eζ∼λ E
y1,...,yk∼Nd(ζ)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)

∣∣∣∣∣∣ ≤ rp .

Since for the purpose of computing Eval(Λp,Γq), we can merge the expectations over λ ∼ Λ

and ζ ∼ λ, we will now simply consider each Λp to be a probability measure over Rp ⊆ Cδ(f).

We will obtain the desired probability measure Λ by taking a limit of the measures Λp

obtained above. However, since the measures Λp are supported on sets Rp with growing

size, we will need to be somewhat careful in taking the limit and will use the weak* topology

to do so.

Since limp→∞ rp = L = 0, the function limp→∞ Eval(Λp,Γq) = 0 for any Γq. In partic-

ular, limp→∞ Eval(Λp, ψq) = 0 for any q ∈ N and function ψq : Rd → Vk which is constant

on the cells of the partition Pq and is 0 outside the box [−1, 1]d. We use this to prove the

following lemma 5.

Lemma 5.5.8. There exits a probability measure Λ on Cδ(f) such that for all q ∈ N and all

functions ψq, we have Eval(Λ, ψq) = 0.

Proof. Note that Cδ(f) is a closed and bounded subset of R(k+1)2
and is hence compact

by the Heine-Borel Theorem. Also, by Theorem 5.2.11, we have that the space of proba-

bility measures on Cδ(f) is compact and metrizable in the weak* topology. Therefore, it is

sequentially compact.

From sequential compactness, we obtain that the infinite sequence
{

Λp
}
p∈N (viewed as

a sequence of probability measures on Cδ(f)) has a convergent subsequence with a limit

point, say Λ. By the definition of weak* topology, we have that for any continuous function

5. We remark that Lemma 5.5.8 is the main reason why we need to have an absolute value in the pay-off
of our games (and hence restrict ourselves to strong approximation resistance). Without the absolute value,
we can only prove Eval(Λ, ψq) ≤ 0 for all ψq, which does not suffice for our purpose.
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h : Cδ(f)→ R, taking a limit over the above subsequence, we get

lim
p→∞

∫
h(ζ)dΛp(ζ) =

∫
h(ζ)dΛ(ζ) .

Also, note that by Lemma 5.5.4 the function Eval(ζ, ψ) is Ok,d,δ(1)-Lipschitz continuous,

when viewed as a function of ζ. Hence, taking limits according to the above subsequence,

we get that for all q ∈ N and functions ψq

0 = lim
p→∞

E
ζ∼Λp

[
Eval(ζ, ψq)

]
= E

ζ∼Λ

[
Eval(ζ, ψq)

]
= Eval(Λ, ψq)

as claimed.

To show that this implies the properties claimed in Theorem 5.5.6 for the limiting measure

Λ, we think of the function Eval(Λ, ψ) defined as

Eval(Λ, ψ) = E
ζ∼Λ

E
y1,...,yk∼Nd(ζ)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)

 ,

as a degree-k “polynomial” in the (infinite set of) variables ψ(y) for all y ∈ Rd. The intuition

is that since the polynomial takes the value 0 for all “assignments” ψ to the variables, all its

“coefficients” must be zero.

Of course, the above is not a formal argument since the number of variables is infinite.

To formalize this, we define the following quantity, which plays the role of the “coefficient”

for the term
∏t
i=1 ψ(yi) for t ≤ k. Note that in the expression for Eval(Λ, ψ), the term∏t

i=1 ψ(yi) can arise for any S ⊆ [k] with |S| = t i.e., (y1, . . . ,yt) can be any ordering of

any subset of size t for the points z1, . . . , zk which we sample for computing the pay-off.

Also, we can also get a term involving ψ(yi) if yi = −zj for some j ∈ [k], since we have the

constraints ψ(−z) = −ψ(z). Taking these into account, we define the following.
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Definition 5.5.9. We define θ(t) : (Rd)t → R on formal variables {y1, ...,yt} as follows:

θ(t)(y1, . . . ,yt) :=
∑
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

E
ζ∼Λ

[
f̂(S) ·

(
t∏
i=1

bi

)
· γt,d

(
(y1, . . . ,yt), ζS,π,b

)]
,

(5.5.4)

where γt,d
(
·, ζS,π,b

)
is the joint density of t correlated Gaussians in Rd, with different co-

ordinates being independent and the moments for each coordinate given by the appropriate

submatrix ζS of ζ permuted according to π and modified according to the signs specified by

b. Also, Λ is the limiting measure as above.

The following properties follow easily from the definition of the function θ(t).

Claim 5.5.10. For all t ∈ [k] and for all (y1, . . . ,yt) ∈ (Rd)t, we have that

- For all permutations π′ : [t]→ [t], θ(t)(π′(y1, . . . ,yt)) = θ(t)(y1, . . . ,yt).

- For all b′ ∈ {−1, 1}t, θ(t)(b′1y1, . . . , b
′
tyt) =

(∏t
i=1 b

′
i

)
· θ(t)(y1, . . . ,yt)

Proof. By definition of ζS,π,b, we have γt,d
(
(y1, . . . ,yt), ζS,π,b

)
= γt,d (π(b1y1, . . . , btyt), ζS).

We can then write

θ(t)(y1, . . . ,yt) =
∑
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

E
ζ∼Λ

[
f̂(S) ·

(
t∏
i=1

bi

)
· γt,d (π(b1y1, . . . , btyt), ζS)

]
.

Since the expression already involves expectation over all permutations π of each tuple,

replacing (y1, . . . ,yt) by π(y1, . . . ,yt) does not change the value of the function. Similarly,

for any b′ ∈ {−1, 1}t, we get

θ(t)(b′1y1, . . . , b
′
tyt) =

=
∑
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

E
ζ∼Λ

[
f̂(S) ·

(
t∏
i=1

bi

)
· γt,d

(
π(b1b

′
1y1, . . . , btb

′
tyt), ζS

)]

=
∑
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

E
ζ∼Λ

[
f̂(S) ·

(
t∏
i=1

bib
′
i

)
· γt,d (π(b1y1, . . . , btyt), ζS)

]
,
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which equals
(∏t

i=1 b
′
i

)
· θ(t)(y1, . . . ,yt) as claimed.

The next claim shows that the functions θ(t) indeed provide the right notion of “coeffi-

cients” when we think of the function Eval(Λ, ψ) as a polynomial in the values ψ(z).

Claim 5.5.11. Let Λ be the measure as above and let ψ : Rd → Vk be a measurable odd

function. Then,

Eval(Λ, ψ) =
k∑
t=1

∫
(Rd)t

θ(t)(y1, . . . ,yt) ·

(
t∏
i=1

ψ(yi)

)
dy1 . . . dyt .

Proof. Since ψ is assumed to be measurable and the integral above is bounded, we will freely

switch the order of integrals in the argument below. We have

Eval(Λ, ψ)

= E
ζ∼Λ

E
z1,...,zk∼Nd(ζ)

∑
S 6=∅

f̂(S) ·
∏
i∈S

ψ(zi)


=

k∑
t=1

∑
|S|=t

f̂(S) · E
ζ∼Λ

E
y1,...,yt∼Nd(ζS)

[
t∏
i=1

ψ(yi)

]

=
k∑
t=1

∑
|S|=t

f̂(S) · E
ζ∼Λ

∫
(Rd)t

γt,d ((y1, . . . ,yt), ζS) ·

(
t∏
i=1

ψ(yi)

)
dy1..dyt

=
k∑
t=1

∑
|S|=t

f̂(S) · E
b∈{−1,1}t
ζ∼Λ

∫
(Rd)t

γt,d ((b1y1, . . . , btyt), ζS) ·

(
t∏
i=1

ψ(biyi)

)
dy1..dyt

=
k∑
t=1

∑
|S|=t

f̂(S) · E
b∈{−1,1}t
ζ∼Λ

∫
(Rd)t

γt,d ((b1y1, . . . , btyt), ζS) ·

(
t∏
i=1

bi

)(
t∏
i=1

ψ(yi)

)
dy1..dyt ,

where the last equality used the fact that ψ is odd. Finally, we note that the term
∏t
i=1 ψ(yi)

can arise from any permutation of the tuple (y1, . . . ,yt). We thus re-write the expression
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above as

Eval(Λ, ψ)

=
k∑
t=1

∫
(Rd)t

∑
|S|=t

E
π:[t]→[t],

b∈{−1,1}t,
ζ∼Λ

f̂(S) ·

(
t∏
i=1

bi

)
· γt,d (π(b1y1, . . . , btyt), ζS) ·

(
t∏
i=1

ψ(yi)

)
dy1..dyt

=
k∑
t=1

∫
(Rd)t

∑
|S|=t

E
π:S→S,

b∈{−1,1}S,
ζ∼Λ

f̂(S) ·

∏
i∈S

bi

 · γt,d ((y1, . . . ,yt), ζS,π,b
)
·

(
t∏
i=1

ψ(yi)

)
dy1..dyt

=
k∑
t=1

∫
(Rd)t

θ(t)(y1, . . . ,yt) ·

(
t∏
i=1

ψ(yi)

)
dy1..dyt ,

as claimed.

We next show that θ(t) is a “nice” function. For this we shall need to use the fact that

Λ is a measure over Cδ(f), and that matrices in Cδ(f) have each eigenvalue at least δ.

Lemma 5.5.12. For all t ∈ [k], θ(t) is bounded i.e.,
∥∥∥θ(t)

∥∥∥
∞
≤ Ok,d,δ(1), and it is Ok,d,δ(1)-

Lipschitz.

Proof. We first argue that θ(t) is bounded. The Gaussian density γt,d
(
·, ζS,π,b

)
is at most

1

(2π)td/2|Σ|d/2
where Σ is the covariance matrix associated with ζS,π,b with Σij = ζS,π,b(i, j)−

ζS,π,b(0, i) · ζS,π,b(0, j), and |Σ| denotes the determinant. Since ζ ∈ Cδ(f), all the eigenvalues

of Σ are at least δ and hence |Σ| ≥ δt. Also, since
∣∣∣f̂(S)

∣∣∣ ≤ 1, we get

∥∥∥θ(t)
∥∥∥
∞
≤
(
k

t

)
· 1

(2π)td/2 · δtd/2
≤ 1

δkd/2
.

Let Σ be the covariance matrix as above and µ be the vector of means with µi = ζS,π,b(0, i).

Also, for l ∈ [d], let y(l) ∈ Rt denote the vector ((y1)l, . . . , (yt)l) obtained by taking the

lth coordinates of y1, . . . ,yt. The Gaussian density γt,d
(
(y1, . . . ,yt), ζS,π,b

)
can then be
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written as

γt,d
(
(y1, . . . ,yt), ζS,π,b

)
=

d∏
l=1

(
1

(2π)t/2 |Σ|1/2
· exp

(
−1

2
· (y(l) − µ)TΣ−1(y(l) − µ)

))
.

The density is a function on Rdt. The gradient on the coordinates corresponding to y(l) can

be written as

[
∇
(
γt,d

(
y, ζS,π,b

))]
l

=

(
−Σ−1(y(l) − µ)

)
·
∏d
l=1 exp

(
−1

2 · (y
(l) − µ)TΣ−1(y(l) − µ)

)
(2π)td/2 · |Σ|d/2

.

Since Σ−1 is positive semidefinite, we can define a matrix Σ−1/2. Also, since Σ has eigen-

values at least δ, we have
∥∥∥Σ−1(y(l) − µ)

∥∥∥ ≤ 1√
δ
·
∥∥∥Σ−1/2(y(l) − µ)

∥∥∥. Using this, we can

bound the (max) norm of gradient in the coordinates corresponding to y(l) as

∥∥∥[∇ (γt,d (y, ζS,π,b))]l∥∥∥ =

∥∥∥Σ−1(y(l) − µ)
∥∥∥ ·∏d

l=1 exp

(
−1

2 ·
∥∥∥Σ−1/2(y(l) − µ)

∥∥∥2
)

(2π)td/2 · |Σ|d/2

≤

∥∥∥Σ−1/2(y(l) − µ)
∥∥∥

(2π)td/2 · |Σ|d/2 ·
√
δ
· exp

−1

2
·
d∑
l=1

∥∥∥Σ−1/2(y(l) − µ)
∥∥∥2

 .

This bounds the norm of the gradient as

∥∥∇ (γt,d (y, ζS,π,b))∥∥2 ≤

∑d
l=1

∥∥∥Σ−1/2(y(l) − µ)
∥∥∥2

(2π)td · |Σ|d · δ
· exp

− d∑
l=1

∥∥∥Σ−1/2(y(l) − µ)
∥∥∥2


≤ 1

(2π)td · |Σ|d · δ
,

where we used the fact that the function x · exp(−x) is bounded above by 1. Using the

above, we obtain a bound on the gradient of θ(t) as

∥∥∥∇θ(t)
∥∥∥ ≤ (

k

t

)
· 1

(2π)td/2 · δ(td+1)/2
≤ 1

δ(kd+1)/2
.
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Hence, θ(t) is C-Lipschitz, with C ≤ (1/δ)(kd+1)/2.

Using the above properties and the fact that Eval(Λ, ψq) = 0 for all q ∈ N and all

functions ψq, we can in fact show that the functions θ(t) must in fact be identically zero on

the entire box ([−1, 1]d)t.

Lemma 5.5.13. For all t ∈ [k] and all y1, . . . ,yt ∈ [−1, 1]d, we have θ(t)(y1, . . . ,yt) = 0.

Proof. Let H denote the space [0, 1] × [−1, 1]d−1. By Claim 5.5.10, we only need to show

θ(t)(y1, . . . ,yt) = 0 for all y1, . . . ,yt ∈ H, since changing the sign of any input yi only

changes the sign of θ(t). Also, by Claim 5.5.11, we have that for any odd function ψq : Rd →

Vk, which is 0 outside [−1, 1]d,

Eval(Λ, ψq) =
k∑
t=1

∫
(Rd)t

θ(t)(y1, . . . ,yt) ·

(
t∏
i=1

ψq(yi)

)
dy1 . . . dyt

=
k∑
t=1

∫
([−1,1]d)t

θ(t)(y1, . . . ,yt) ·

(
t∏
i=1

ψq(yi)

)
dy1 . . . dyt

=
k∑
t=1

2t ·
∫
Ht
θ(t)(y1, . . . ,yt) ·

(
t∏
i=1

ψq(yi)

)
dy1 . . . dyt .

The second equality above used the fact that ψq is 0 outside [−1, 1]d. The last equality used

that by Claim 5.5.10 and the fact that ψq is odd, we have for any b ∈ {−1, 1}t

θ(t)(b1y1, . . . , btyt) ·

(
t∏
i=1

ψq(biyi)

)
= θ(t)(y1, . . . ,yt) ·

(
t∏
i=1

ψq(yi)

)
.

Recall that for each q ∈ N the functions ψq are constant on the cells of the partition Pq

which divides [−1, 1]d in 2(q+1)d equal-sized boxes. By the above expression for Eval(Λ, ψq)

and Lemma 5.5.8, we have that for any such function ψq

k∑
t=1

2t ·
∫
Ht
θ(t)(y1, . . . ,yt) ·

(
t∏
i=1

ψq(yi)

)
dy1 . . . dyt = 0 .
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The partition Pq induces a partition P(t) on Ht such that
∏t
i=1 ψq(yi) is constant on each

cell of the partition P(t). We will use w ∈ P(t) to denote a cell of this partition. Also, note

that the cell w can be written as (w1, . . . , wt), where each wi denotes a cell in Pq.

We define the function θ
(t)

, which is θ(t) averaged over each cell of P(t) (which has volume

2−qdt)

θ
(t)

(w) := (2qd)t ·
∫
y′∈w

θ(t)(y′1, . . . ,y
′
t)dy

′
1 . . . dy

′
t .

Also, since
∏t
i=1 ψq(yi) is constant on each w, we will use

∏t
i=1 ψq(wi) to denote its value

over the cell w. Using the above, we get

Eval(Λ, ψq) =
k∑
t=1

2t ·
∑

w∈P(t)

2−qdt · θ(t)
(w1, . . . , wt) ·

(
t∏
i=1

ψq(wi)

)
= 0 ,

for all functions ψq. Since each ψq is defined by 2(q+1)d/2 values, corresponding to the cells

of Pq in H, the above can be viewed as a degree-k polynomial in 2(q+1)d/2 variables. Note

that
∏t
i=1 ψq(wi) can arise from any permutation of the tuple (w1, . . . , wt). Since θ(t) is

invariant under the permutation of its inputs by Claim 5.5.10, the coefficient of
∏t
i=1 ψq(wi)

is

2t · 2−qdt · Ct,w · θ
(t)

(w1, . . . , wt) ,

where Ct,w is the number of permutations of the tuple (w1, . . . , wt).

We have that the above polynomial over R is zero for all assignments to its variables

from the set Vk = { rk : −k ≤ r ≤ k}. However, from the Schwartz-Zippel lemma, we know

that a non-zero degree-k polynomial must only take the value 0 with probability k
|Vk|

< 1
2 ,

over a random assignment to its variables from the set Vk. This means that the polynomial

above must be identically zero and hence

∀t ∈ [k], ∀(w1, . . . , wt) ∈ P(t) θ
(t)

(w1, . . . , wt) = 0 .
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Each cell of the partition P(t) is a box in Rdt with each side having length 2−q. Since

θ
(t)

(w1, . . . , wt) is the average of θ(t) over the box corresponding to (w1, . . . , wt) and θ(t) is

Ok,d,δ(1)-Lipschitz by Lemma 5.5.12, we have that for some constant Ck,d,δ

∀t ∈ [k], ∀(y1, . . . ,yt) ∈ Ht
∣∣∣θ(t)(y1, . . . ,yt)

∣∣∣ ≤ Ck,d,δ
2q

.

However, since the above holds for all q ∈ N, we must have that θ(t)(y1, . . . ,yt) = 0 for all

(y1, . . . ,yt) ∈ Ht and hence for all (y1, . . . ,yt) ∈ ([−1, 1]d)t.

For a set S with |S| = t, permutation π : [t]→ [t] and b ∈ {−1, 1}t, let ΛS,π,b denote the

projection of Λ to (t+ 1)× (t+ 1) matrices as defined in Section 5.3. We define the following

signed measure on space of (t+ 1)× (t+ 1) matrices

Λ(t) := E
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

[
f̂(S) ·

(
t∏
i=1

bi

)
· ΛS,π,b

]

Lemma 5.5.13 immediately gives the following. Note that the integration below is over ζ ′,

which is obtained from ζ as in Defnition 5.3.2.

Claim 5.5.14. For all t ∈ [k] and for all y1, . . . ,yt ∈ [−1, 1]d, we have

∫
γt,d

(
(y1, . . . ,yt), ζ

′) dΛ(t)(ζ ′) = 0 .

Proof. We start by expanding the expression for θ(t).

θ(t)(y1, . . . ,yt) =

=

(
k

t

)
· E
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

∫
f̂(S) ·

(
t∏
i=1

bi

)
· γt,d

(
(y1, . . . ,yt), ζS,π,b

)
dΛ(ζ)

=

(
k

t

)
· E
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

∫
f̂(S) ·

(
t∏
i=1

bi

)
· γt,d

(
(y1, . . . ,yt), ζ

′) dΛS,π,b(ζ
′)
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and last integral equals

(
k

t

)
·
∫
γt,d

(
(y1, . . . ,yt), ζ

′) dΛ(t)(ζ ′) .

The claim follows by using that θ(t)(y1, . . . ,yt) = 0 for all y1, . . . ,yt ∈ [−1, 1]d by Lemma

5.5.13.

From the claim we get that the integral of γt,d
(
(y1, . . . ,yt), ζ

′) with respect to the signed

measure Λ(t) is zero for all y1, . . . ,yt ∈ [−1, 1]d. We will use it to show that the integral

of all continuous functions must be zero with respect to Λ(t) and hence Λ(t) must itself be

identically zero. However, we will need to modify Λ(t) a little to prove this.

We begin by considering the expression for γt,d
(
(y1, . . . ,yt), ζ

′). We note that there is

a bijection between the matrices ζ ′ and the pairs (Σ, µ), where µ ∈ Rt is a vector of means

with µi = ζ ′(0, i) and Σ is the t× t covariance matrix with Σij = ζ ′(i, j)−µi ·µj . Also, since

ζ ′ = ζS,π,b for some ζ ∈ Cδ(f), we have that Σ is an invertible matrix with each eigenvalue

at least δ. We shall use M to denote the matrix Σ−1 which has all eigenvalues at most 1/δ.

Also, as before, for vectors y1, . . . ,yt ∈ Rd, and for l ∈ [d], we use y(l) ∈ Rt to denote the

vector consisting of the lth coordinates of y1, . . . ,yt. We can then write

γt,d
(
(y1, . . . ,yt), ζ

′)
=

1

(2π)td/2 · |Σ|d/2
· exp

−1

2
·
d∑
l=1

(y(l) − µ)TM(y(l) − µ)


=

1

(2π)td/2 · |Σ|d/2
· exp

−1

2

t∑
i,j=1

Mij
〈
yi,yj

〉
− d

2

t∑
i,j=1

Mijµiµj +
t∑

i,j=1

Mijµj 〈yi,1〉


= γt,d

(
(0, . . . ,0), ζ ′

)
· exp

−1

2

t∑
i,j=1

Mij
〈
yi,yj

〉
+

t∑
i,j=1

Mijµj 〈yi,1〉

 ,

where 1 ∈ Rd denotes the vector (1, . . . , 1) and 0 ∈ Rd denotes the vector (0, . . . , 0).

We will try to argue that for d ≥ k + 1, the values
{〈

yi,yj
〉}
i,j∈[t] and {〈yi,1〉}i∈[t]
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are “independent enough” so that if the integral of γt,d
(
(y1, . . . ,yt), ζ

′) with respect to

Λ(t) is zero for all y1, . . . ,yt ∈ [−1, 1]d, then Λ(t) is identically zero. However, the values{〈
yi,yj

〉}
i,j∈[t] and {〈yi,1〉}i∈[t] cannot vary completely independently, since they are re-

quired to form a positive semidefinite matrix. To handle this, we define the variables (for

β > 0 to be chosen later)

Xij =


〈
yi,yj

〉
if i 6= j

〈yi,yi〉 − β if i = j
and Zi = 〈yi,1〉 . (5.5.5)

Let N denote the vector Σ−1µ = Mµ. We can then write

γt,d
(
(y1, . . . ,yt), ζ

′) =

= γt,d
(
(0, . . . ,0), ζ ′

)
· exp

(
−β

2
· Tr(M)

)
· exp

(
−1

2
(M •X) + 〈N,Z〉

)
,

where M •X denotes the Frobenius inner product of the two matrices.

Note that there is a bijection between the pairs (M,N) and the pairs (Σ, µ), and hence

also between the pairs (M,N) and the matrices ζ ′. We can then view the expression

γt,d
(
(0, . . . ,0), ζ ′

)
· exp

(
−β2 · Tr(M)

)
as a function of the pair (M,N), say g

(t)
β (M,N).

Also viewing the Gaussian density as a function of the pair (M,N), we can write

γt,d ((y1, . . . ,yt), (M,N)) = g
(t)
β (M,N) · exp

(
−1

2
(M •X) + 〈N,Z〉

)
.

Finally, note that the bijection from the pairs (Σ, µ) to the pairs (M,N) is a continuous

map, since both the maps Σ 7→ Σ−1 and µ 7→ Σ−1µ are continuous on the space of matrices

Σ with each eigenvalue at least δ. Also, the bijection from matrices ζ ′ to the pairs (Σ, µ)

is continuous. Thus, the bijection from matrices ζ ′ to the pairs (M,N) is continuous and

hence maps measurable sets to measurable sets. Hence, we can also view the signed measure

Λ(t) as a signed measure on the pairs (M,N).
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We say that a pair (X,Z) for X ∈ Rt×t and Z ∈ Rt is (β, d)-realizable if there exist

y1, . . . ,yt ∈ [−1, 1]d such that the values Xij and Zi satisfy the relation in Equation 5.5.5.

From the above discussion and Claim 5.5.14, we have that for all (β, d)-realizable pairs (X,Z)

∫
g

(t)
β (M,N) · exp

(
−1

2
(M •X) + 〈N,Z〉

)
dΛ(t)(M,N) = 0 .

Note that g
(t)
β (M,N) is a positive valued function of the pair (M,N). Using this we define

the signed measure Λ̃(t) as

Λ̃(t) := Λ(t) · g(t)
β .

Formally, for every set A (of pairs (M,N)) in the underlying σ-algebra, we define

Λ̃(t)(A) :=

∫
1{A}(M,N) · g(t)

β (M,N) dΛ(t)(M,N)

This operation indeed defines a new signed measure if g
(t)
β is a continuous non-negative

function (see Chapter 3 of [93], for example). The required conditions on g
(t)
β are easily

proved.

Claim 5.5.15. The function g
(t)
β is a positive and continuous function of the pairs (M,N),

and is bounded above by a constant Ck,d,δ.

Proof. Let ζ ′(M,N) denote the moment matrix corresponding to (M,N). Recall that the

function g
(t)
β was defined as

g
(t)
β (M,N) = γt,d

(
(0, . . . ,0), ζ ′(M,N)

)
· exp

{
−β

2
· Tr(M)

}
.

Note that the Gaussian density γt,d
(
(0, . . . ,0), ζ ′(M,N)

)
is a continuous function of the

matrix ζ ′ and hence also of the pair (M,N). Also, it is positive and bounded above by

1
(2π)td/2

· |M |d/2 ≤ (1/δ)td/2. Also, exp
{
−β2 · Tr(M)

}
is a positive and continuous function

of M and is bounded above by 1. Hence, their product g
(t)
β is also positive, continuous and
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bounded as claimed.

From the definition of Λ̃(t), we have that for all (β, d)-realizable pairs (X,Z)

∫
exp

(
−1

2
(M •X) + 〈N,Z〉

)
dΛ̃(t)(M,N) = 0 .

The following claim shows that the class of (β, d)-realizable pairs is sufficiently rich.

Claim 5.5.16. Let X ∈ Rt×t be a matrix and Z ∈ Rt be a vector such that

∀i, j ∈ [t]
∣∣Xij∣∣ ≤ β

t+ 1
and ∀i ∈ [t] |Zi| ≤

β

t+ 1
.

Then the pair (X,Z) is (β, d)-realizable for d ≥ k + 1 and β ≤ 1/2.

Proof. Consider the (t + 1) × (t + 1) matrix Y defined as Y00 = d, Y0i = Yi0 = Zi and

Yii = Xii + β for i ≥ 1, and Yij = Xij for i 6= j when i, j ≥ 1. The matrix is diagonally

dominant and is hence positive semidefinite, when X and Z are as above.

Thus, there exist vectors y0,y1, . . . ,yt ∈ Rd when d ≥ t + 1, such that Yij =
〈
yi,yj

〉
.

Also, we have ‖y0‖2 = Y00 = d and hence we can assume (by applying a rotation if necessary)

that y0 = 1. Finally, we also have

‖yi‖2 = Yii = Xii + β ≤ β

t+ 1
+ β ≤ 1

when β ≤ 1/2. Thus, all the vectors yi have ‖yi‖ ≤ 1 and lie in [−1, 1]d. By definition

of the matrix Y , the pair (X,Z) satisfies the relation in Equation 5.5.5 and is hence (β, d)-

realizable.

Hence, all the variables Xij and Zi are allowed to vary in a radius of β/(t + 1) and

the above integral is zero for all values of these variables. We can expand the integral

as a power series in these variables, and then argue that all its coefficients must be zero
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within the radius of convergence. However, it will be convenient to re-write the function

exp
{
−1

2(M •X) + 〈N,Z〉
}

slightly differently, before expanding it as a power series.

Note that since the matrices M and X are symmetric, the variable Xij actually appears

twice in X when i 6= j, and thus it’s coefficient in −1
2(M • X) is −Mij when i 6= j and

−Mii/2 when i = j. We re-write the K =
(t
2

)
+ 2t variables corresponding to (X,Z) as the

vector w = (w1, . . . , wK) and their coefficients as a = (a1, . . . , aK). As before, the map from

(M,N) is a continuous bijection and thus, we can view Λ̃(t) as a measure on the coefficient

vectors a. From Claim 5.5.16, we have

∫
exp(〈a,w〉) dΛ̃(t)(a) = 0 ∀w ∈

[
− β

t+ 1
,
β

t+ 1

]K
. (5.5.6)

The following bound on the coefficients will be useful.

Claim 5.5.17. Let a = (a1, . . . , aK) be as above. Then |ai| ≤ t
δ for each i ∈ [K].

Proof. The coefficients for the variables Xij are −Mij = −Σ−1
ij when i 6= j. Let ei denote

the ith unit vector in the standard basis for Rt. Then

∣∣∣Σ−1
ij

∣∣∣ =
〈
ei,Σ

−1ej

〉
≤
∥∥∥Σ−1ej

∥∥∥ ≤ 1

δ
.

Similarly, the coefficient for Xii, which equals −Σ−1
ii /2 is bounded in absolute value by 1

2δ .

Finally, the coefficient for Zi equals Ni =
(
Σ−1µ

)
i and is bounded as

∣∣∣(Σ−1µ
)
i

∣∣∣ ≤ ∥∥∥Σ−1µ
∥∥∥ ≤ 1

δ
· ‖µ‖ ≤ t

δ
,

where the bound on ‖µ‖ uses that its each coordinate µi is in [−1, 1].

We shall expand the function exp(〈a,w〉) as a power series and integrate each term

separately to obtain a formal series S(w). To write the series, it will be convenient to use

the multi-index notation. Let r = (r1, . . . , rK) ∈ (Z+)K denote a multi-index. Let ar
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denote the term
∏K
i=1 a

ri
i and define wr similarly. Let |r| denote

∑K
i=1 ri and let (r)! denote∏K

i=1(ri!). Then we can write

exp(〈a,w〉) =
∞∑
r=0

(〈a,w〉)r

r!
=

∑
r∈ZK+

wr · ar

(r)!
.

We define the series

S(w) =
∑
r∈ZK+

wr

(r)!
·
∫

ar dΛ̃(t)(a) .

We next show that this formal series converges everywhere. Using the convergence, we can

equate it to the integral in Equation 5.5.6. The fact that the integral is zero in a box around

the origin will then yield the desired conclusion.

Claim 5.5.18. Let the vectors a = (a1, . . . , aK) and the measure Λ̃(t) be as above. Then the

series

S(w) =
∑
r∈ZK+

wr

(r)!
·
∫

ar dΛ̃(t)(a)

is absolutely convergent for all w ∈ RK .

Proof. We bound the absolute value of the integral
∫

ar dΛ̃(t)(a) for each r ∈ ZK+ . By claim

5.5.17, |ai| ≤ t
δ for each coordinate ai of a. We then have

∣∣∣∣∫ ar dΛ̃(t)(a)

∣∣∣∣ =

∣∣∣∣∫ ar · g(t)
β (a) dΛ(t)(a)

∣∣∣∣ ≤ sup
a

(
|ar| · g(t)

β (a)
)
·
∫
d|Λ(t)|(a) .

Note that here we have used notation |Λ(t)|, which is used to refer to a positive measure

corresponding to Λ(t), which is given by the Hahn decomposition theorem for signed mea-

sures. By the decomposition theorem, any signed measure ν can be written as ν+ − ν−,

where ν+ and ν− are positive measures supported on disjoint measurable sets, say P and

N respectively. Then |ν| is used to refer to the measure (ν+ + ν−). The inequality above

follows immediately by considering this decomposition.
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Also, if Λ0 is a finite linear combination of positive measures i.e., Λ0 =
∑
i ciΛi, then

using the above decomposition, we can say that |Λ0| ≤
∑
i |ci|Λi. By the definition of Λ(t)

as a linear combination of positive measures, we can now bound the integral as

∫
d|Λ(t)|(a) ≤ E

|S|=t
E

π:[t]→[t]
E

b∈{−1,1}t

[∣∣∣f̂(S)
∣∣∣ · ∣∣∣∣∣

t∏
i=1

bi

∣∣∣∣∣ ·
∫
dΛS,π,b(a)

]
≤ 1 ,

since each ΛS,π,b is a probability measure. Using the bound on the coefficients ai, we have

that |ar| ≤ (t/δ)|r|. Also, by Claim 5.5.15, we have that g
(t)
β ≤ Ck,d,δ. Thus, we get

∣∣∣∣∫ ar dΛ̃(t)(a)

∣∣∣∣ ≤ Ck,d,δ ·
(
t

δ

)r

.

For w = (w1, . . . , wK) ∈ RK , let w+ = (|w1| , . . . , |wK |) be the vector of absolute values

of all the entries of w. To show that S(w) is absolutely convergent, we need to show that the

series S ′(w), obtained by replacing each term of S(w) by its absolute value, is convergent.

We can write

S ′(w) =
∑
r∈ZK+

∣∣∣∣wr

(r)!

∣∣∣∣ · ∣∣∣∣∫ ar dΛ̃(t)(a)

∣∣∣∣ =
∑
r∈ZK+

wr
+

(r)!
·
∣∣∣∣∫ ar dΛ̃(t)(a)

∣∣∣∣
≤

∑
r∈ZK+

wr
+

(r)!
· Ck,d,δ ·

(
t

δ

)|r|

= Ck,d,δ · exp

 t

δ
·
K∑
i=1

|wi|

 .

The last equality above used the fact that for all x ∈ RK , the series
∑

r∈ZK+
xr

(r)!
converges

to exp
(∑K

i=1 xi

)
.

Thus, we know that for w ∈
[
− β
t+1 ,

β
t+1

]K
, the series S(w) always converges to zero.

We shall use this to show that all the coefficients of the series must be zero, which in turn

implies that the signed measure Λ̃(t) must be identically zero. The following lemma finishes

163



the proof.

Lemma 5.5.19. Let Λ̃ be a signed measure on vectors a = (a1, . . . , aK) contained in a

compact set X ⊆ RK , such that the series

S(w) =
∑
r∈ZK+

wr

(r)!
·
∫

ar dΛ̃(a)

in the variables w1, . . . , wK converges and is identically zero for |wi| ≤ $, for some $ > 0.

Then Λ̃ = 0.

Proof. Since the series converges for all w ∈ [−$,$]K , S(w) defines a real analytic function

for all w ∈ [−$,$]K . Since the function is identically zero in [−$,$]K , all its derivatives

at w = (0, . . . , 0) must be zero. By comparing coefficients of the above series with the Taylor

expansion, we get that ∫
ar dΛ̃(a) = 0 ∀r ∈ ZK+ .

Thus, for all polynomials P in the variables (a1, . . . , aK), we have that
∫
P (a) dΛ̃(a) = 0.

By the the Stone-Weierstrass theorem, we know that for any continuous function h : X →

R, there is a sequence of polynomials {Pr}r∈N, which converges to h. By the dominated

convergence theorem for integrals over signed measures, we have that

∫
h(a) dΛ̃(a) = lim

r→∞

∫
Pr(a) dΛ̃(a) = 0 .

Finally, we use the (uniqueness part of) Riesz Representation Theorem (see Chapter 13 in

[93]), which says for a compact metric space X and two signed measures Λ1 and Λ2 defined

on X, if
∫
h(a) dΛ1(a) =

∫
h(a) dΛ2(a) for all continuous functions h : X → R, then

Λ1 = Λ2. Using this theorem, we conclude that Λ̃ = 0.

The above lemma gives that the signed measure Λ̃(t) must be identically zero. Note that

to apply the lemma, we use the fact that the space of the vectors a is compact. This follows
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from the fact that the space of the matrices ζ ′ is compact and a continuous map preserves

compactness.

However, we are interested in the measure Λ(t), and we have Λ̃(t) = g
(t)
β · Λ

(t). The

following lemma shows that then we must in fact have that Λ(t) = 0.

Lemma 5.5.20. Let Λ1 and Λ2 be two signed measures on a compact metric space X such

that Λ2 = g · Λ1 for a strictly positive and bounded continuous function g. Then if Λ2 is

identically zero, so is Λ1.

Proof. We consider the integral of any continuous function h : X → R with respect to Λ1.

Note that since g is strictly positive and X is compact, g is also bounded below by some

absolute constant. Using the fact that g is positive and bounded, we can write

∫
h dΛ1 =

∫
h

g
· g dΛ1 =

∫
h

g
dΛ2 .

Since h and g are both continuous and g is positive, the function h
g is continuous and hence

measurable. Thus, we obtain that for every continuous function h,

∫
h dΛ1 =

∫
h

g
dΛ2 = 0 .

Again, by the (uniqueness aspect of) Riesz Representation Theorem as in the proof of Lemma

5.5.19, this implies that Λ1 = 0.

Since the function g
(t)
β is strictly positive, bounded and continuous by Claim 5.5.15, the

previous claim implies that the measure Λ on Cδ(f) is such that for each t ∈ [k], the signed

measure

Λ(t) = E
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

[
f̂(S) ·

(
t∏
i=1

bi

)
· ΛS,π,b

]

is identically zero i.e., Λ is a vanishing measure. However, we need to establish the existence

of a vanishing measure on C(f). The following claim shows that the existence of such

measures on C(f) and Cδ(f) are equivalent.
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Claim 5.5.21. There exists a vanishing probability measure Λ on Cδ(f) if and only if there

exists a vanishing probability measure Λ′ on C(f).

Proof. By definition of the body Cδ(f), we have that for every ζ ∈ Cδ(f), the matrix

ζ ′ =
ζ − δ · Ik+1

1− δ

is in C(f), where Ik+1 denotes the (k+1)× (k+1) identity matrix. The above map defines a

continuous bijection from Cδ(f) to C(f), and thus maps measurable sets to measurable sets.

Thus, we can define a measure Λ′ on C(f) where for any measurable set A′ ⊆ C(f), we take

Λ′(A′) = Λ(A) for A which is the inverse image of A′ under the above map. Note that if

ζ ′ ∈ C(f) is the image of ζ ∈ Cδ(f) under the above map, then we also have for any S, π and

b that

ζ ′S,π,b =
ζS,π,b − δ · I|S|

1− δ
.

Thus, we also have that for every measurable set A of (|S| + 1) × (|S| + 1) matrices, and

its image A′ that ΛS,π,b(A) = Λ′S,π,b(A
′). Since Λ(t) is a linear combination of the measures

ΛS,π,b for |S| = t, and Λ′(t) is an identical linear combination of measures Λ′S,π,b, Λ(t) being

identically zero implies that Λ′(t) must also be identically zero.

For the reverse direction, we consider the inverse map ζ = (1 − δ) · ζ ′ + δ · Ik, which is

also continuous. The rest of the argument is the same as above.

5.5.4 The Integrality Gap Instance

We now show that for a predicate f , if there exists a vanishing probability measure Λ on

C(f), then there exists an infinite family of MAX k-CSP(f) instances such that the SDP has

optimum value 1− o(1), while the value of any integer assignment lies in [ρ(f)− o(1), ρ(f) +

o(1)].

First, we give a description of our instance family in the continuous setting and then

show how to discretize it. The advantage of this description is that the soundness and
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completeness of the instance are far easier to analyze than in the discrete setting, while

continuity properties ensure that the results translate to the discrete setting as well. To

ensure the continuity of various functions defined on the matrices ζ, we will instead work

with a vanishing measure Λ defined on Cδ(f) (for some small δ > 0) instead of C(f). By

Claim 5.5.21, the existence of vanishing measures on C(f) and Cδ(f) are equivalent.

Our set of literals will be the set of all points in Rd, where the variable represented by the

point−y is treated as the negation of the variable represented by the point y ∈ Rd. The set of

constraints will be given by all k-tuples of points in Rd. We think of the constraints being gen-

erated as follows: we pick a ζ according to Λ, choose a k-tuple of points (y1, . . . ,yk) according

to Nd(ζ), and impose the constraint f(y1, . . . ,yk). Thus, given a k-tuple (y1, . . . ,yk), the

“weight” of the constraint f(y1, . . . ,yk) is Eζ∼Λ

[
γk,d ((y1, . . . ,yk), ζ)

]
.

We remark that while it is convenient to think of the instance as above, the set of

variables in fact only corresponds to y ∈ H, where H is an arbitrary half-space of Rd, say

H = R+ × Rd−1. This is because the variable −y is supposed to be the negation of the

variable y. This means that any “assignment” to the variables, must be an odd function on

Rd.

Soundness

Let ψ : Rd → {±1} be an odd function, which forms an assignment to the variables of our

continuous MAX k-CSP(f) instance. In the continuous setting ψ may not even be measurable

but such technical issues do not occur in a discrete setting, which is our goal, and so we will

ignore them for the analysis below. We show that the fraction of constraints satisfied by any

such assignment is ρ(f).

Lemma 5.5.22. Let Φ be the instance as described above and let ψ : Rd → {−1, 1} be any

measurable odd function. Then the fraction of constraints satisfied by ψ, denoted by sat(ψ),

is equal to ρ(f).
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Proof. The objective value is given by:

sat(ψ) = E
ζ∼Λ

E
y1,...,yk∼Nd(ζ)

[f(y1, . . . ,yk)]

= ρ(f) + E
ζ∼Λ

E
y1,...,yk∼Nd(ζ)

∑
S⊆[k]
S 6=∅

f̂(S) ·
∏
i∈S

ψ(yi)


= ρ(f) + Eval(Λ, ψ) (5.5.7)

By Claim 5.5.11, we can write Eval(Λ, ψ) as

Eval(Λ, ψ) =
k∑
t=1

∫
(Rd)t

θ(t)(y1, . . . ,yt) ·

(
t∏
i=1

ψ(yi)

)
dy1 . . . dyt ,

where the function θ(t) is defined as

θ(t)(y1, . . . ,yt) :=
∑
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

E
ζ∼Λ

[
f̂(S) ·

(
t∏
i=1

bi

)
· γt,d

(
(y1, . . . ,yt), ζS,π,b

)]
.

However, since Λ is a vanishing measure, it is easy to see that θ(t) must be identically zero

for each t. This follows from writing θ(t) as

θ(t)(y1, . . . ,yt)

=
∑
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

E
ζ ′∼ΛS,π,b

[
f̂(S) ·

(
t∏
i=1

bi

)
· γt,d

(
(y1, . . . ,yt), ζ

′)]

=
∑
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

∫
f̂(S) ·

(
t∏
i=1

bi

)
· γt,d

(
(y1, . . . ,yt), ζ

′) dΛS,π,b(ζ
′)

=

∫
γt,d

(
(y1, . . . ,yt), ζ

′) dΛ(t)(ζ ′)

= 0 .
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Hence, sat(ψ) = ρ(f) for every measurable and odd assignment ψ to our continuous instance.

Completeness

We now demonstrate an SDP solution for the continuous instance, for which the value of

the objective is 1. However, it is not a valid solution to the relaxation in Table 5.3, as

some of the SDP constraints will not be satisfied for each tuple of variables involved in a

constraint, but only in expectation over these variables (which is also the case with the

continuous Gaussian version of the Feige-Schechtman instance for MAX-CUT). However, as

we discretize the instance, these constraints will be satisfied upto a small error, with high

probability over the participating tuple of variables. We will be able to correct these errors

later, without significantly affecting the value of the SDP solution.

To construct the SDP solution, we need to specify a vector v(∅,∅), a vector v(y,b) for

each y ∈ Rd and b ∈ {−1, 1}, and a variable x((y1,...,yk),α) for all y1, . . . ,yk ∈ Rd and

α ∈ {−1, 1}k, satisfying the conditions in Table 5.3. We take the vector v(∅,∅) = 1√
d
· 1. We

shall also define the vector u∅ = v(∅,∅) for the calculations below. For each y ∈ Rd, we first

define the following vectors.

uy =
1√
d
· y, v(y,1) =

1

2
· (u∅ + uy) and v(y,−1) =

1

2
· (u∅ − uy) .

Note that v(−y,b) = v(y,−b) for any y ∈ Rd and b ∈ {−1, 1}, since −y is simply the negation

of the variable y.

Before describing the values of the variables x((y1,...,yk),α), we mention a subtle issue.

Note that we need to produce one such set of variables for every constraint in the k-CSP

instance, and not just for every k-tuple of variables. This means that if for some y1, . . . ,yk ∈

H, there are two constraints of the form f(y1, . . . ,yk) and f(−y1, . . . ,yk), then we will pro-

duce two different sets of variables,
{
x((y1,...,yk),α)

}
α∈{−1,1}k

and
{
x((−y1,...,yk),α)

}
α∈{−1,1}k

,
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corresponding to the same tuple (y1, . . . ,yk) of variables. Similarly for constraints where the

tuple (y1, . . . ,yk) is generated according to two different matrices ζ and ζ ′ in the support

of Λ. The only consistency conditions are the ones imposed through the inner products of

the corresponding vectors.

Since every constraint is uniquely described by a tuple (y1, . . . ,yk) ∈ Rd and ζ ∈ Λ, we

have a different set of variables
{
x

(ζ)
((y1,...,yk),α)

}
α∈{−1,1}k

for each ζ and y1, . . . ,yk ∈ Rd.

We now describe the value of the variable x
(ζ)
((y1,...,yk),α)

for all y1, . . . ,yk ∈ Rd and α ∈

{−1, 1}k and ζ ∈ Cδ(f). Since the only “actual variables” correspond to y ∈ H, some of

the elements yi might be negations of actual variables −yi ∈ H. In that case we interpret

x
(ζ)
((y1,...,yi,...,yk),α)

as x
(ζ)
((y1,...,−yi,...,yk),α′) (for the constraint corresponding to (y1, . . . ,yk)

and ζ), where α′ is α with the ith bit negated.

Recall that for each ζ ∈ Cδ(f), there exists a distribution ν supported on f−1(1), such

that ζ = (1− δ) · ζ(ν) + δ · Ik+1. Consider a distribution ν, which is ν with probability 1− δ

and uniform on {−1, 1}k with probability δ. Then, we have

ζ = (1− δ) · ζ(ν) + δ · Ik+1 = ζ(ν) .

We refer to (an arbitrary choice of) this distribution ν for a given ζ ∈ Cδ(f) as νζ . For a

constraint f(y1, . . . ,yk), the variable x
(ζ)
((y1,...,yk),α)

is then defined as

x
(ζ)
((y1,...,yk),α)

= νζ(α) ,

where νζ(α) is the probability assigned to α by νζ . We now show that this assignment

has SDP value (1 − δ) and satisfies the SDP constraints in expectation over the tuples

(y1, . . . ,yk).

Lemma 5.5.23. Let Φ be the continuous instance of MAX k-CSP(f) as described above.

Then the SDP solution given by the vectors v(y,b) and the variables x
(ζ)
((y1,...,yk),α)

defined as

above has an objective value of 1− δ. Also, we have
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- For all i ∈ [k] and all ζ in the support of Λ, Ey1,...,yk∼Nd(ζ)

[〈
v(yi,1),v(yi,−1)

〉]
= 0.

- For all i, j ∈ [k] with i 6= j, all b, b′ ∈ {−1, 1}, and all ζ in the support of Λ,

E
y1,...,yk∼Nd(ζ)

[〈
v(yi,b)

,v(yj ,b′)

〉]
= E

y1,...,yk∼Nd(ζ)

 ∑
α∈{−1,1}t

α(i)=b,α(j)=b′

x
(ζ)
((y1,...,yk),α)

 .

The remaining SDP conditions are satisfied for each constraint corresponding to a tuple

(y1, . . . ,yk) and matrix ζ.

Proof. We first verify the SDP constraints. It is immediate from the definitions that we

have
∥∥∥v(∅,∅)

∥∥∥ = 1, v(y,1) + v(y,−1) = v(∅,∅) for all y ∈ Rd, and x
(ζ)
((y1,...,yk),α)

≥ 0 for all

y1, . . . ,yk ∈ Rd and all α ∈ {−1, 1}k. The remaining two constraints will only be satisfied

in expectation over the tuple (y1, . . . ,yk).

Consider the constraint
〈
v(y,1),v(y,−1)

〉
= 0. With our definition of vectors, we have

〈
v(y,1),v(y,−1)

〉
=

1

4
·
(∥∥u∅∥∥2 −

∥∥uy
∥∥2
)

=
1

4
·
(

1− 1

d
· ‖y‖2

)
,

which is not always zero. However, for any i ∈ [k], we have

E
y1,...,yk∼Nd(ζ)

[〈
v(yi,1),v(yi,−1)

〉]
= E

y1,...,yk∼Nd(ζ)

[
1

4
·
(

1− 1

d
· ‖yi‖2

)]
=

1

4
· (1− ζ(i, i))

= 0 .

Thus, the constraint is satisfied in expectation over the tuples (y1, . . . ,yk) for each ζ. Sim-

ilarly, for any tuple (y1, . . . ,yk), i, j ∈ [k], i 6= j and b, b′ ∈ {−1, 1}, we have the constraint

∑
α∈{−1,1}t

α(i)=b,α(j)=b′

x
(ζ)
((y1,...,yk),α)

=
〈
v(yi,b)

,v(yj ,b′)

〉
.
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From the definition of the variables x
(ζ)
((y1,...,yk),α)

, the left hand side equals

P
z∼νζ

[
(zi = b) ∧ (zj = b′)

]
=

= E
z∼νζ

[(
1 + (−1)b · zi

2

)
·

(
1 + (−1)b

′ · zj
2

)]

=
1

4
·
(

1 + (−1)b · ζ(0, i) + (−1)b
′
· ζ(0, j) + (−1)b+b

′
· ζ(i, j)

)
.

Also, the right hand side equals

〈
v(yi,b)

,v(yj ,b′)

〉
=

〈(
u∅ + (−1)b · uyi

2

)
,

(
u∅ + (−1)b

′ · uyj

2

)〉

=
1

4
·

(
1 +

(−1)b

d
· 〈1,yi〉+

(−1)b
′

d
·
〈
1,yj

〉
+

(−1)b+b
′

d
·
〈
yi,yj

〉)
.

Again, we have in expectation over the tuples (y1, . . . ,yk),

E
y1,...,yk∼Nd(ζ)

[〈
v(yi,b)

,v(yj ,b′)

〉]
= E

y1,...,yk∼Nd(ζ)

[
1

4
·

(
1 +

(−1)b

d
· 〈1,yi〉+

(−1)b
′

d
·
〈
1,yj

〉
+

(−1)b+b
′

d
·
〈
yi,yj

〉)]

=
1

4
·
(

1 + (−1)b · ζ(0, i) + (−1)b
′
· ζ(0, j) + (−1)b+b

′
· ζ(i, j)

)
.

Thus, the SDP constraint is satisfied in expectation over the tuples (y1, . . . ,yk). Finally, we

verify that the above solution has an SDP value of 1− δ. The expression for the SDP value

can be written as

E
ζ∼Λ

E
y1,...,yk∼Nd(ζ)

 ∑
α∈{−1,1}k

f(α) · x(ζ)
((y1,...,yk),α)


= E

ζ∼Λ
E

y1,...,yk∼Nd(ζ)

[
P

α∼νζ
[f(α) = 1]

]
≥ E

ζ∼Λ
E

y1,...,yk∼Nd(ζ)
[(1− δ)] ,
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since νζ is a convex combination of ν with probability 1− δ and uniform on {−1, 1}k with

probability δ, and ν is supported on f−1(1).

Discretization

We now describe how to discretize the continuous instance described above. We first dis-

cretize the body Cδ(f) and replace it by a sufficiently dense set of points. The measure Λ

can then be replaced by a distribution Λ′ over these set of points. Recall that the value of

any integer assignment ψ to the continuous instance generated according to the measure Λ

is ρ(f) + Eval(Λ, ψ) as derived in Equation 5.5.7. Since the function Eval(·, ψ) is continuous

in the matrices ζ (for ζ ∈ Cδ(f)) by Lemma 5.5.4, replacing Λ by Λ′ only affects the value of

the assignment ψ by o(1). Hence, the value of each assignment is in [ρ(f)−o(1), ρ(f)+o(1)].

Next we restrict the set of constraints. We say that a constraint on the tuple (y1, . . . ,yk)

generated according to a matrix ζ is ε-good, if for all i, j ∈ [k], we have

∣∣∣∣1d · 〈yi,1〉 − ζ(0, i)

∣∣∣∣ ≤ ε and

∣∣∣∣1d · 〈yi,yj〉− ζ(i, j)

∣∣∣∣ ≤ ε .

We will restrict our set of constraints only to the set of ε-good constraints, for a sufficiently

small ε to be fixed later. Since the tuple (y1, . . . ,yk) is generated according to Nd(ζ), we

have that E
[

1
d · 〈yi,1〉 = ζ(0, i)

]
and E

[
1
d ·
〈
yi,yj

〉]
= ζ(i, j). Hence for sufficiently large

d, the probability that a randomly generated constraint is not ε-good is o(1) by standard

tail estimates on Gaussian variables. Thus, restricting our instance only to the set of ε-good

constraints changes the value of all assignments only by o(1). Note that it follows from the

proof of Lemma 5.5.23 that for any ε-good constraint, we will have for all i, j ∈ [k] and

b, b′ ∈ {−1, 1}

∣∣∣〈v(yi,1),v(yi,−1)

〉∣∣∣ ≤ ε and

∣∣∣∣∣∣∣∣∣
〈
v(yi,b)

,v(yj ,b′)

〉
−

∑
α∈{−1,1}t

α(i)=b,α(j)=b′

x
(ζ)
((y1,...,yk),α)

∣∣∣∣∣∣∣∣∣ ≤ ε .
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Finally, we discretize the set of variables. Since we only consider ε-good constraints, we

have that for all participating tuples (y1, . . . ,yk) and all i ∈ [k],
∣∣∣1d · 〈yi,yi〉 − ζ(i, i)

∣∣∣ ≤ ε

and hence ‖yi‖2 ∈ [(1− ε) · d, (1 + ε) · d]. Thus, we can restrict ourselves to a sufficiently

dense set of points such that their squared distance from the origin is between (1− ε) d and

(1 + ε) d. For each constraint on a tuple (y1, . . . ,yk), we collapse each yi to the nearest

point in our set, which gives a finite set of constraints over a finite number of variables.

Since an assignment to the collapsed instance can also be thought of as an assignment to

the continuous instance (where ψ is constant over each set of collapsed points), the value of

any assignment still remains in the range [ρ(f)− o(1), ρ(f) + o(1)].

We define the vectors v(y,b) and variables x
(ζ)
((y1,...,yk),α)

as before for our new set of

variables. Since the contribution of each constraint to the SDP objective is at least 1 − δ,

the SDP value still remains at least 1− δ. Also, if the set of points is sufficiently dense, each

vector only moves by a small amount (say o(ε)) and we still have that for every (ε-good)

constraint, for all i, j ∈ [k] and b, b′ ∈ {−1, 1}

∣∣∣〈v(yi,1),v(yi,−1)

〉∣∣∣ ≤ O(ε) and

∣∣∣∣∣∣∣∣∣
〈
v(yi,b)

,v(yj ,b′)

〉
−

∑
α∈{−1,1}t

α(i)=b,α(j)=b′

x
(ζ)
((y1,...,yk),α)

∣∣∣∣∣∣∣∣∣ ≤ O(ε) .

Thus, we have an SDP solution with value at least 1−δ, which satisfies the above inequalities

approximately and the rest of the SDP constraints exactly. At this point we can apply the

“surgery” and “smoothening” procedures of Raghavendra and Steurer [81] (Lemmas 5.1 and

5.2), which transform an SDP solution satisfying the above constraints approximately, to

new solution for the basic SDP relaxation in Table 5.3, while only losing O(
√
ε · k2) in the

SDP value. Note that for an instance of MAX k-CSP(f), the variables x(SC ,α) define a

distribution on the set SC . Let this be denoted by νC . The following is a combination of

Lemmas 5.1 and 5.2 from [81].

Lemma 5.5.24 ([81]). Let Φ be an instance of MAX k-CSP(f) in n (boolean) variables such
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that there exist vectors v(i,b) for all i ∈ [n] and b ∈ {−1, 1}, and distributions νC over

{−1, 1}SC for all C ∈ Φ, satisfying

∣∣∣〈v(i,1),v(i,−1)

〉∣∣∣ ≤ ε

and ∣∣∣∣〈v(i,b),v(j,b′)

〉
− P
x∼νC

[
(xi = b) ∧ (xj = b′)

]∣∣∣∣ ≤ ε ∀C ∈ Φ, i, j ∈ SC .

Then there exist vectors
{

ṽ(i,b)

}
i∈[n],b∈{−1,1}

and distributions {ν̃C}C∈Φ such that

〈
ṽ(i,1), ṽ(i,−1)

〉
= 0

and 〈
ṽ(i,b), ṽ(j,b′)

〉
= P
x∼ν̃C

[
(xi = b) ∧ (xj = b′)

]
∀C ∈ Φ, i, j ∈ SC .

Also, we have that for all i, b,
∥∥∥v(i,b) − ṽ(i,b)

∥∥∥ = O(k2 ·
√
ε) and for all C ∈ Φ, ‖νC − ν̃C‖1 =

O(k2 ·
√
ε).

Choosing ε = O(δ2/k4) and applying the above lemma, we obtain a solution to the SDP

in Table 5.3 with value at least 1 − 2δ. Taken together with Theorems 5.2.7 and 5.2.8, we

have shown Theorem 5.3.4.

5.6 Proof of the LP Dichotomy Theorem

Note that a dichotomy theorem for SDPs need not imply a similar dichotomy theorem for

LPs. For example, 2LIN is approximable (very well) via Goemans-Williamson SDP but the

same predicate appears approximation resistant to a super-constant number of rounds of the

SA LP [34, 24]. Nevertheless, our characterization in Theorem 5.3.4 can be used in a more or

less black-box fashion so as to yield a syntactically similar characterization in the LP case.

The integrality gap construction however needs substantial work. The Feige-Schechtman
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approach is not sufficient to construct integrality gap instances for the SA LP, which is our

focus in this section. We overcome this difficulty by generalizing the construction of de

la Vega and Kenyon [34]. A noteworthy detail of our construction is that our technique,

even though it is probabilistic, requires a more subtle argument for both completeness and

soundness. This is unlike many previous constructions, which typically consider a uniformly

random instance (or a minor modification of it) from the family of all possible instances.

Recall that in Definition 5.3.1, we define a moment matrix ζ consisting of the first and

second moments of a distribution ν supported on f−1(1). The second moments also match

with the inner products of the SDP vectors. In the LP case, the LP solution only gives first

moments. Still, we are able to use a dummy setting for the second moments and reduce the

LP case to the SDP case! The dummy setting ensures that the corresponding covariances

are zero and hence the Gaussians with matching first and second moments are independent.

We describe this trick formally now. Given a predicate f : {−1, 1}k → {0, 1}, recall that

D(f) is the set of all probability distributions over f−1(1). We define a compact body C̃(f)

that replaces the role of the polytope C(f) before.

Definition 5.6.1. For ν ∈ D(f), we let ζ̃(ν) denote the (k+1)× (k+1) symmetric moment

matrix:

∀i ∈ {0} ∪ [k] : ζ̃(i, i) = 1 ,

∀i ∈ [k] : ζ̃(0, i) = E
x∼ν

[xi] ,

∀i, j ∈ [k], i 6= j : ζ̃(i, j) = ζ̃(0, i) · ζ̃(0, j) .

Also, let C̃(f) ⊆ R(k+1)×(k+1) denote the compact (but not necessarily convex) set of all

such moment matrices:

C̃(f) := {ζ̃(ν) : ν ∈ D(f)}.

Note that if g1, . . . , gk are correlated Gaussians with E[gi] = ζ̃(0, i), E[g2
i ] = 1 and
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E[gigj ] = ζ̃(0, i) · ζ̃(0, j) for i 6= j, then these are independent with given means.

The entire argument in Section 5.5 can be repeated as is except for two changes: firstly,

the body C̃(f) is now used throughout the argument. Secondly, in Section 5.5.2, towards

designing an algorithm, the k-round SA LP is solved instead of the basic (SDP) relaxation.

The SDP solution enables us to generate a (global) sequence of correlated Gaussians, one

for every CSP variable, so that for every k-CSP constraint C, the k Gaussians corresponding

to that constraint have first and second moments given by ζ = ζ(ν(C)), where ν(C) is

the local distribution on that constraint. In the LP case however, we only have access to

(globally consistent) first moments (i.e. biases) of the local distributions ν(C). But we can

still generate a (global) sequence of correlated Gaussians as before whose first and second

moments corresponding to the constraint C are ζ̃(ν(C)). These are simply independent unit

`2-norm Gaussians with first moments equal to the biases computed by the LP!

As before, depending on the value of the limit L, we get a dichotomy, i.e. the following

analogs of Theorems 5.5.5 and 5.5.6 respectively. When L > 0, the predicate is weakly

approximable via a k-round SA LP.

Theorem 5.6.2. If L > 0, then there exists a k-round LP rounding algorithm such that

given an instance Φ with FRAC(Φ) ≥ 1− ε (for sufficiently small ε > 0), we have

E
ψ

∣∣ROUNDψ(Φ)− ρ(f)
∣∣ ≥ L/2.

When L = 0, as in Theorem 5.5.6, we get a measure Λ on the body C̃(f) that is vanishing

in the sense therein. However we note that since the second moments are just dummy, we

might as well restrict everything to the body C∗(f) that is the projection of C̃(f) onto the

first moments (and thus C∗(f) is simply the convex hull of f−1(1)). Denoting the measure

on C∗(f) so obtained by Λ∗, we get:

Theorem 5.6.3. If L = 0, then there exists a probability measure Λ∗ on C∗(f) such that for

all t ∈ [k], and a uniformly random choice of S with |S| = t, π : [t] → [t] and b ∈ {−1, 1}t,
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the following signed measure on t-dimensional vectors,

Λ∗,(t) := E
|S|=t

E
π:[t]→[t]

E
b∈{−1,1}t

[
f̂(S) ·

(
t∏
i=1

bi

)
· Λ∗S,π,b

]
(5.6.1)

is identically zero.

In the next section, we show how the existence of the measure Λ∗ leads to a strong

(1− o(1), ρ(f)± o(1)) integrality gap for a super-constant number of rounds of the SA LP.

5.6.1 The Integrality Gap Instance

The integrality gap construction for the Sherali-Adams LP is rather different from that for

SDPs. One important aspect of our construction is that unlike many previous constructions,

e.g. [24, 34, 86, 19], our construction requires a non-trivial proof of both the soundness and

completeness parts. The proof of the soundness part is similar to that in the SDP case and

for the completeness part we generalize the construction in de la Vega and Kenyon [34]. A

formal description of our instance follows.

Let f : {−1, 1}k → {0, 1} be any predicate with a measure Λ∗ as in Theorem 5.6.3. Note

that now C∗δ (f) is simply the body {(1 − δ) · ζ | ζ ∈ C∗(f)}. Since its just a scaling, there

is a vanishing measure over C∗(f) if and only if there is such a measure over C∗δ (f). We will

assume Λ∗ is over C∗δ (f) for reasons similar to the ones in the SDP integrality gap. We will

finally need to choose δ ≥
√
ε, for the constant ε below.

Fix a small enough ε > 0 and let s = d1
εe. Partition the interval [0, 1] into s+ 1 disjoint

sets I0, I1, . . . , Is where I0 = {0} and I1, . . . , Is are contiguous equal length intervals that

partition (0, 1], each being open at its left endpoint and closed at the right endpoint. For

each interval Ii, we define a set (layer) of n variables Xi. Thus the total number of variables

in the k-CSP instance is (s+1) ·n. Our constraints are generated by the following algorithm.

1. Sample6 ζ ∼ Λ∗.

6. Strictly speaking, it is not clear how to sample from an arbitrary measure Λ∗. However, as in the case
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2. For each j ∈ [k], let ij(ζ) denote the index of the interval that contains |ζ(j)|. Sample

uniformly a variable xij from the set Xij(ζ).

3. If ζ(j) < 0 then negate xij . If ζ(j) = 0 then negate xij with probability 1
2 .

4. We have sampled a k-tuple of literals. Introduce a constraint f on these literals.

5. Repeat the above procedure m = ∆(ε) · n times independently where ∆(ε) is a suffi-

ciently large constant and thus generate m constraints.

This completes the description of our k-CSP(f) instance.

Let ψ be any (global) {−1, 1}-assignment to the above instance. Denoting the fraction

of constraints satisfied by ψ by sat(ψ), we note that E [sat(ψ)] is equal to the the proba-

bility sat(ψ) that a randomly chosen constraint as above is satisfied by ψ. We prove that

this probability is precisely ρ(f). We can write E [sat(ψ)], which equals the probability of

satisfying a random constraint as above, as:

E [sat(ψ)] = E
ζ∼Λ∗,

xij
∈Xij(ζ)

[
f(sign(ζ(1)) · ψ(xi1), ..., sign(ζ(k)) · ψ(xik))

]
.

Here the function sign(·) is −1 if its argument is strictly negative, +1 if its argument is

strictly positive and sign(0) = 0. Using the Fourier expansion of f ,

E [sat(ψ)] = E
ζ∼Λ∗,

xij
∈Xij(ζ)

 ∑
S⊆[k]

f̂(S)
∏
j∈S

(
sign(ζ(j)) · ψ(xij )

) .
Since xij is randomly chosen from the layer Xij(ζ), we can move the expectation over the

of the SDP integrality gap instance, we can approximate the body C∗δ (f) by a sufficiently dense set of points,
and consider Λ∗ to be a distribution over a finite set of points.
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choice of xij inside and get

E [sat(ψ)] = ρ(f) +
k∑
t=1

E
ζ∼Λ∗

∑
|S|=t

f̂(S)
∏
j∈S

sign(ζ(j)) · E
xij
∈Xij(ζ)

[
ψ(xij )

] .
The expectations inside are the average values of ψ over the respective layers and hence in

[−1, 1]. Define a function ψ̃ : [−1, 1] → [−1, 1] that is odd, in particular ψ̃(0) = 0 and for

each i ∈ [s], is constant on the interval Ii where it takes the value Exi∈Xi [ψ(xi)]. Thus

the innermost expectation is really ψ̃(|ζ(j)|) and combining it with sign(ζ(j)) and using the

oddness of ψ̃,

E [sat(ψ)] = ρ(f) +
k∑
t=1

E
ζ∼Λ∗

∑
|S|=t

f̂(S)
∏
j∈S

ψ̃(ζ(j))

 . (5.6.2)

We observe that for every t ∈ [k], the expectation above is zero. This is because, up to

a multiplicative factor of
(k
t

)
, the expectation is same as

E
ζ∼Λ∗

 E
|S|=t

E
π:S→S

E
b∈{−1,1}S

f̂(S)

∏
j∈S

bj

∏
j∈S

ψ̃(bjζ(π(j)))

 ,
which in turn is same as ∫  t∏

j=1

ψ̃(ζ ′(j))

 dΛ∗,(t)(ζ ′).

This integral is zero since Λ∗,(t) is identically zero and we are done.

Now we prove the soundness property of the instance. Since each constraint is picked

independently, a Chernoff bound implies that the probability that sat(ψ) is outside [ρ(f)−

ε, ρ(f)+ε], for any fixed {−1, 1} assignment ψ, decays exponentially in m. For large enough

∆(ε), one may then take a union bound over all 2(s+1)·n assignments and obtain the following

claim.

Lemma 5.6.4. For every ε > 0, there exists a sufficiently large constant ∆(ε) such that
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with high probability over the choice of the MAX k-CSP (f) instance, it holds that for every

assignment ψ to the instance, sat(ψ) ∈ [ρ(f)− ε, ρ(f) + ε].

Let G denote the natural constraint vs variable bipartite graph of our instance (say Φ).

In other words, G has a vertex corresponding to each constraint and each variable in Φ

and there is an edge between a constraint and a variable vertex if and only if the variable

occurs in that constraint. Strictly speaking, G is a multigraph since in a constraint, the

same variable may appear twice or more. We show that after deleting a small fraction of

vertices, G has high girth, in particular eliminating cycles of length two, i.e. multiple edges.

Lemma 5.6.5. The constraint vs variable graph G has (k∆)O(g) cycles of length at most g,

in expectation.

Proof. Recall that the variable vertices of G correspond to the set [n] × {0, 1, . . . , s}. We

think of these as arranged in an n × (s + 1) array. Suppose we contract the set of s + 1

vertices in jth row into a single vertex xj for j ∈ [n]. We will get a bipartite multigraph

G′ such that the set of variables of each of the m constraints is picked uniformly from the

set of variables {xj : j ∈ [n]}. Note that under this operation there exists a unique cycle of

length at most g in G′ for every cycle of length at most g in G. Moreover, the probability of

obtaining that cycle in G′ is the at most the probability of obtaining that cycle in G. Hence,

it will suffice to bound the expected number of cycles of length at most g in G′. We have

reduced our problem to obtaining a bound on the girth of G to the following combinatorial

problem.

We have a random bipartite multigraph H := (U, V ), where the edge set E(H) is selected

by independent sampling (with repetition) of k vertices from V (|V | = n), for each of the m

vertices in U . We need a bound on the expected number of cycles of length at most g.

Consider any cycle C(h) of length 2h in H. Half the vertices in C(h) come from U and

half come from V . The probability that a given vertex in U and given vertex in V have

an edge between them is at most k/n. Therefore, the expected number of cycles of length
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exactly 2h in H is bounded by:

nh · (∆ · n)h ·
(
k

n

)2h

≤ (k∆)O(h). (5.6.3)

The above is a geometric progression in h, since k and ∆ are constants. Hence, the

expected number of cycles of length at most 2h in H is also bounded by (k∆)O(h).

For g = c · log n for a sufficiently small constant c depending on k and ∆, we may delete

o(n) constraints from our instance so as to eliminate all cycles of length at most g. This still

preserves the property that for every assignment ψ to the instance sat(ψ) ∈ [ρ(f)−ε, ρ(f)+ε],

possibly with a negligible change in parameter ε that we ignore. Moreover, a union bound

implies that with high probability every vertex in our constraint bigraph G has bounded

degree. Therefore, Lemmas 5.6.4 and 5.6.5 imply the following lemma.

Lemma 5.6.6. For all large enough n and every ε > 0, there exists a MAX k-CSP (f)

instance with n variables and m = ∆n constraints such that its constraint vs variable graph

G has girth Ω(log n), every vertex in G has bounded degree and every assignment to the

instance satisfies between [ρ(f)− ε, ρ(f) + ε] fraction of the constraints.

Also note that large girth in particular implies that any two constraints in our instance

share at most one variable.

For the remainder of this section, we assume that our MAX k-CSP(f) instance Φ is given

by some fixed constraint graph G, as in Lemma 5.6.6. Next, we need to show that the

Sherali-Adams LP has an optimal solution with value 1− o(1) for instance given by G. Our

task is to define locally consistent distributions over all subsets of variables of size r (for any

constant r). To this end we will first define distributions which are approximately consistent,

and then use a result by Raghavendra and Steurer [82] to make the distributions exactly

consistent.

Recall that every constraint C in our instance was generated using a ζ(C) ∈ C∗(f). Let

ν(C) be a distribution on f−1(1) such that ζ(C) = ζ(ν(C)). Note that ν(C) is a distribution
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on ±1 assignments to the literals involved in constraint C, with the biases (first moments)

of the literals being (ζ(1), . . . , ζ(k)). If a constraint C is on variables in layers i1, . . . , ik

respectively, then the biases of these variables according to ν(C) are

(|ζ(1)| , . . . , |ζ(k)|) = (p11
, . . . , pik) .

respectively so that pij ∈ Iij . The biases of the variables are always non-negative since we

negate the jth variable only if ζ(j) < 0 (and with probability 1/2 when ζ(j) = 0).

The local distributions we define on sets of size r will have the property that all variables

in the same layer Xi have the same bias. For each interval Ii with i ∈ {0, . . . , s}, choose

an arbitrary point ti ∈ Ii. We will first modify the distrbutions ν(C) such such that the

all the variables in layer Xi have bias exactly ti. Since pij ∈ Iij , we have |pij − tij | ≤ ε.

Thus we can change the biases of the variables as desired with a slight perturbation of the

distributions ν(C). However this incurs a slight loss in the completeness parameter: the

resulting distribution ν′(C) is now only (1− o(1))-supported on f−1(1).

Claim 5.6.7. Let the distribution ν(C) be as above such that the biases for the literals in

C are given by (ζ(1), . . . , ζ(k)). Also, let ti1 , . . . , tik as above be the desired biases for the

variables such that
∣∣∣tij − |ζ(j)|

∣∣∣ ≤ ε. Then there exists a distribution ν′(C) on {−1, 1}k such

that
∥∥ν(C)− ν′(C)

∥∥
1 = O(k ·

√
ε) and

∀j ∈ [k] E
z∼ν′(C)

[
zj
]

= sign(ζ(j)) · tij .

Thus, the biases for the variables, when the literals are sampled according to ν′(C) are exactly

(ti1 , . . . , tik) since the jth variable is negated if sign(ζ(j)) = −1.

Proof. Let rj = sign(ζ(j)) · tij be the desired bias of the jth literal. Then,
∣∣ζ(j)− rj

∣∣ ≤ ε

for all j ∈ [k] We construct a sequence of distributions ν0, . . . , νk such that ν0 = ν(C) and

νk = ν′(C). In νj , the biases of the literals are (r1, . . . , rj , ζ(j + 1), . . . , ζ(k)).
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The biases in ν0 satisfy the above by definition. We think of the distributions over

z ∈ {−1, 1}k. We obtain νj from νj−1 as,

νj = (1− βj) · νj−1 + βj ·Dj ,

where Dj is the distribution in which all bits, except for the jth one, are set independently

according to their biases in νj−1. For the jth bit, we set it to sign(rj−ζ(j)) (if rj−ζ(j) = 0,

we can simply proceed with νj = νj−1). The biases for all except for the jth bit are

unchanged. For the jth bit, the bias now becomes rj if

rj = (1−βj) · ζ(j)+βj · sign(rj− ζ(j)) =⇒ βj · (sign(rj− ζ(j))−rj) = (1−βj) · (rj− ζ(j)) .

Since ζ ∈ C∗δ (f) for δ ≥
√
ε, we know that

∣∣sign(rj − ζ(j))− rj
∣∣ ≥ O(

√
ε). Also,

∣∣rj − ζ(j))
∣∣ ≤

ε by assumption. Thus, we can choose βj = O(
√
ε) which gives that

∥∥νj − νj−1

∥∥
1 = O(

√
ε).

The final bound then follows by triangle inequality.

The distribution over the literals of C, given by the above claim also gives a distribution

for the variables in SC . We now refer to the distribution over {−1, 1}SC given by Claim

5.6.7 as ν(C). We will need to modify the distributions ν(C) a little further before we use

them to define the local distributions over sets of size r.

Definition 5.6.8. Given a constraint C and a small enough η > 0, let UC denote the

following distribution on {−1, 1}SC

UC := (1− η) · ν(C) + η · Uk,

where Uk denotes the uniform distribution on {−1, 1}k. For α a partial assignment to

variables in C, let UC,α denote the distribution UC conditioned according to α.

The following observation will be extremely useful.
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Remark 5.6.9. The bias of a variable in layer Xi is exactly (1 − η) · ti, when assigned

according to UC , for any constraint C containing that variable.

Let distG(u, v) denote the shortest path distance in G between two vertices u and v.

Given a set S ⊆ [n] corresponding to variable indices in G, define the set

B(d)(S) := {u ∈ G : distG(u, S) ≤ d} .

It is easy to see that when the size of the set S and the parameter d are appropriately chosen,

the set B(d)(S) must be a forest in G.

Claim 5.6.10. Let the girth of G be at least g and let the degree of every vertex be at most

D. Then, for |S| < g/Dd, the set B(d)(S) is a forest in G.

Proof. This follows easily from noting that
∣∣∣B(d)(S)

∣∣∣ ≤ |S| ·Dd < g, since there are at most

Dd vertices within distance d of any vertex in G.

Let us suppress d and let B(S) = ∪iBi(S), where each Bi(S) is a maximal connected

component in B(S). We now describe an “experiment”, which will be used to defined a

probability measure mS on ±1 assignments to the set S.

First, we fix an arbitrary ordering of all variables in G. Separately, fix also a lexicographic

ordering on the constraints in G.

1. For every Bi(S), pick the least variable v ∈ S ∩Bi(S).

2. Let C be the least constraint on v. Sample an assignment α from {±1}k according to

the distribution UC and assign it to C.

3. For every constraint C ′ ∈ Bi(S) and C ′ ∩ C 6= ∅ sample an assignment β from UC ′,α.

4. Repeat steps 3 and 4 in a breadth first manner7 on each constraint supported by

variables in B(S).

7. The traversal is with respect to the fixed lexicographic ordering on all constraints.
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This experiment above defines a probability measure mS on the ±1 assignments to the

variables in B(S).

Note that the definition of mS implicitly depends on the ordering of variables.

Remark 5.6.11. For |S| = o(log log n) and d = o(log n), the measure mS is well defined.

We need the following Lemma to show that the objective value of our SA solution is close

to 1.

Lemma 5.6.12. For any constraint C ∈ Φ supported on variables SC , distribution mSC ,

has at least (1 − η − O(k
√
ε))-fraction of its probability mass on the accepting assignments

of C.

Proof. Suppose we are given a constraint C and mSC such that the joint distribution of

variables in C is UC . Now, UC has at least 1 − η of its probability mass on the support of

ν(C). By Claim 5.6.7, ν(C) is O(k
√
ε)-close to a distribution which corresponds to a point in

C∗δ (f) and has mass at least 1− δ over accepting assignments. Therefore, UC has almost all

its probability mass i.e., at least 1−η− δ−O(k
√
ε) of its probability mass, on the accepting

assignments to C. By the construction of Φ, the biases of any shared variables coincide and

so the above is true even if C was not picked first in the definition of mSC . Hence, for any

constraint C, mSC has mass at least 1 − η − δ − O(k
√
ε) on accepting assignments. Using

δ =
√
ε proves the bound.

Given S′ ⊆ S, we say that a variable v is well separated from S′ if ∀s ∈ S′, distG(s, v) ≥ d.

We can select d to be o(log n) in the definition of B(S) and |S| to be o(log log n). However,

any arbitrary large constant values of d and |S|, with |S| = o(log d) and d = o(log girth(G)),

will suffice for our purpose of showing super-polynomial lower bounds.

Recall that, for α ∈ {−1, 1}S , α|S′ denotes the tuple of ±1 assignment obtained by

restricting α to the coordinates of S′. Moreover, mS(α|S′) denotes the probability that an

mS-random assignment is consistent with the tuple α|S′ .
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Lemma 5.6.13. Given sets S ⊆ [n] representing variables with |S| = o(log d), the probability

measures mS are almost locally consistent. Formally, if S′ is S without the variable v and

α′ ∈ {−1, 1}S′ then

mS′(α
′) = mS(α′ ◦ (+1)) +mS(α′ ◦ (−1))± o(1).

Proof. Without loss of generality, we may assume that B(S) is a tree since we only need to

carry out the argument below for the component of B(S) which contains v.

First, let us make a technical assumption (for now) that v is not the least variable (in

our ordering) in B(S) and that B(S′) is also a tree. This technical assumption allows for an

easy initial illustration of the proof. Observe that mS′ = mS for all variables in B(S′), so if

v ∈ B(S′) then we are done. Otherwise, v 6∈ B(S′), which implies that v is well separated

from the variables in S′. In particular, for u ∈ S′, the mS-probability that the value of v is

set independently of the value of u is 1− 1
2Ω(d) . Moreover, since |S′| ≤ o(log d) and B(S′) is

a tree, the value of v is set independently of the values of all u ∈ S′ with probablity 1− o(1).

In other words, for α′ ∈ {−1, 1}S′ ,

mS(α′ ◦ b) = mS(α′) ·mS(b)± o(1),

where b ∈ {−1, 1} is the assignment to v. The last equation immediately implies that mS is

almost locally consistent.

Now, let us proceed to remove our technical assumptions. In this case we need the

following independent lemma.

Lemma 5.6.14. Given a tree B(S), T ⊆ S and variables v, v′ from S, let ω be an ordering

of variables with v as the least variable and ω′ be an ordering with v′ as the least variable.

For any assignment α ∈ {−1, 1}T :

mS,ω(α) = mS,ω′(α), (5.6.4)
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i.e., the joint distribution of variables with respect to mS is independent of the ordering of

variables.

Proof. Let β be a ±1 assignment to the variables of B(S). The probability mS,ω(β), is the

probability that the breadth first traversal on B(S) fixes the variable vertices to β. For a

constraint C, supported on variables in B(S), let β|C denote β restricted to the support of

C, the latter set is denoted SC .

Let R be a subset of variables in B(S) and suppose at some intermediate step in the

breadth first traversal for mS,ω one has fixed an assignment β′ ∈ {±1}R, where β|R = β′.

In the next step, suppose one wants to fix the constraint C to β|C . We get,

mS,ω(β′ ◦ β|C) = mS,ω(β′) · UC,β′(β|C), (5.6.5)

where UC,β′(β|C) is the probability that constraint C gets an assignment β|C conditioned

on the event that variables in R were assigned β′. Since B(S) is a tree, there is exactly

one constraint in R, say C ′ which shares one variable with C. Let xj be that variable.

Equation 5.6.5 can be rewritten as

mS,ω(β′ ◦ β|C) =
mS,ω(β′) · UC(β|C)

UC(β|j)
.

Let C(B(S)) be the set of constraints supported by the variables in B(S). We can

inductively simplify the expression for mS,ω(β) so that the numerator is always

∏
C∈C(B(S))

UC(β|C),

regardless of the choice of ω.

The denominator, on the other hand, will now depend on ω. In particular, the only

difference between the orderings would be the following. For constraints C ′ and C (as

above), if C ′ is visited before C in the breadth first traversal with respect to ω then the
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denominator will contain a term UC(β|j), but if C is visited before C ′ in a different breadth

first traversal (say with respect to ω′) then the denominator will contain the term UC ′(β|j)

instead.

However, by Remark 5.6.9, we have

UC(β|j) = UC ′(β|j).

Therefore, we can substitute the former with the latter in the denominator for mS,ω. More-

over, we can do this substitution for every pair of adjacent constraints C and C ′ when the

order of traversal differs for ω and ω′. Hence, mS,ω(β) = mS,ω′(β) for any assignment β.

Let α ∈ {−1, 1}T be a fixed assignment for T ⊆ S. The probability mS,ω(α) is obtained

by summing over all β consistent with α i.e.,

∑
β|T=α

mS,ω(β).

Therefore, mS,ω(α) = mS,ω′(α). Hence, the statement follows.

Now, we finish the proof of our original statement by removing our technical assumptions.

Recall that S′ = S \ v. Suppose that B(S′) is a tree but v is the least variable in B(S). In

this case, we can use Lemma 5.6.14 to obtain that mS is still almost locally consistent on

B(S) by simply changing the ordering of variables so that v is not the least vertex.

Otherwise, B(S′) is not a tree. In this case, every component of B(S′) is well separated

from v and other components of B(S′). Since B(S) is a tree, we may assume by Lemma 5.6.14

that v is the least vertex in B(S) for the calculation of mS . For each component Bi(S
′) of

B(S′) such that Si = S′ ∩Bi(S′), α′ ∈ {−1, 1}S′ , and αi = α′|Si
, we get by definition of mS′

mS′(α
′) =

∏
i

mSi(αi).
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Hence, we get:

mS\v(α
′) =

∏
i

mSi(αi) =
∑

b∈{−1,1}
m{v}(b) ·

∏
i

mSi(αi). (5.6.6)

Since v is well separated from B(Si), the value of root of each component in B(S′) for

determining the value of mS is set independently of v (and each other) with high probability.

Therefore, the last sum in Equation 5.6.6 equals mS(α◦ (+1))+mS(α◦ (−1))±o(1). Hence,

our statement follows.

Now, that we have an approximately locally consistent probability measure, we can use

it to define a locally consistent distribution using the following theorem, due to [82].

Theorem 5.6.15. Suppose {mS : {−1, 1}S → R+ : S ⊆ [n], |S| ≤ r} is a family of

probability measures such that for all R ⊆ S and α ∈ {−1, 1}R:

|mS(α)−mR(α)| ≤ δ′.

Then there exists a family of probability measures {m′S : {−1, 1}S → R+ : S ⊆ [n], |S| ≤ r}

such that for all R ⊆ S and α ∈ {−1, 1}R:

m′S(α) = m′R(α),

and for all S, |S| ≤ r:
∥∥mS −m′S

∥∥
1 ≤ O(δ′2r).

Therefore, using Lemma 5.6.13, Theorem 5.6.15, and Lemma 5.6.12, we have proven the

following theorem, which also completes our proof of Theorem 5.3.7.

Theorem 5.6.16. For every ε > 0 and all large enough n, there exists an instance of

MAX k-CSP(f) on n variables which has LP optimum 1 − ε after a super-constant number

of rounds of SA relaxation and for any integral assignment ψ, the fraction of the constraints

satisfied is in the range [ρ(f)− ε, ρ(f) + ε].
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5.7 Conclusion

Some Implications of our Results

First, we observe that our characterization (Theorem 5.3.4) generalizes the sufficient condi-

tion for approximation resistance due to Austrin and Mossel [11]. Suppose that a predicate

supports a pairwise independent distribution. This amounts to saying that the k +
(k

2

)
di-

mensional all-zeroes vector lies in the polytope C(f). It is immediate that the measure Λ

concentrated at this single vector is vanishing (the all-zeroes vector and its projections onto

subsets S remain unchanged under sign-flips via b ∈ {−1, 1}S and these terms cancel each

other out due to the sign
∏
i∈S bi in the expression) and hence the predicate is strongly

approximation resistant.

Second, we analyze the case t = 1 in Definition 5.4.1. In this case, the condition implies,

in particular, that

E
ζ∼Λ

 k∑
i=1

f̂({i}) · ζ(i)

 = 0.

Here ζ(i) denotes the ith first moment (i.e. bias) in the vector ζ ∈ C(f). For all the

predicates that are known to be approximation resistant so far in literature, there is always

a hard distribution supported on a single point given by ζ i.e., the measure Λ is concentrated

at a single point ζ. In that case, the above condition specializes to
∑k
i=1 f̂({i}) · ζ(i) = 0,

and this condition is known to be necessary. This is because, otherwise a rounding that

simply rounds each variable in proportion to its bias given by the LP relaxation (and then

flipping signs of all variables simultaneously, if necessary) would strictly exceed the threshold

ρ(f)8. The conditions for t ≥ 2 rule out successively more sophisticated rounding strategies

and taken together, for all t ∈ [k], intuitively form a complete set of necessary and sufficient

conditions for strong approximation resistance.

Finally, for the SA hierarchy, we also get a complete characterization of strong approxima-

8. See, for example, [10] for a similar rounding algorithm.
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tion resistance in Theorem 5.3.7. We have shown that if a predicate is strongly approximation

resistant for the rank k SA LP relaxation then it is strongly approximation resistant with

respect to a super-constant rank SA LP relaxation. Equivalently, if a predicate is weakly

approximable via rounding a SA LP relaxation then it is so via a generic rounding algorithm,

over the rank k SA LP relaxation, which uses only the biases of the LP solution. Thus only

the LP biases (and their consistency with local distributions over constraints) are useful

towards algorithmic purpose. As far as we know, these conclusions were not known before

for the SA hierarchy.

Open Problems

The formal equivalence between strong approximation resistance and the usual notion of

approximation resistance is not clear except for subclasses of predicates (for example, the

odd predicates). It would be interesting if strong approximation resistance were indeed equal

to approximation resistance. However, given the non-trivial technical difficulties encountered

in characterizing strong approximation resistance in this chapter, it is quite likely that an

actual characterization of approximation resistant predicates may look very different.
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CHAPTER 6

MORE GENERAL LIFT OPERATIONS

6.1 Introduction

So far, we have shown lower bounds in “lift and project” hierarchies, where new inequalities

are obtained by lifting an intial inequality with other inequalities of the form x ≥ 0 or

1 − x ≥ 0. In this chapter we show that hierarchies which generate additional inequalities

using a larger set of operations do not fare much better with the same examples, as long as

the constraints are local. In particular, we investigate the LS∗ and SA∗ hierarchies, which

are defined in the following section.

6.2 Some Preliminaries

As always, we start with a LP relaxation for a 0-1 combinatorial optimization problem, like

MAX k-CSP. Hence, the polytope of the initial LP relaxation lies within the unit cube [0, 1]n.

The LS∗ proof system generalizes the LS proof system. It was originally defined by Grigoriev

et al. [47] as follows.

Definition 6.2.1. Given a set P of linear inequalities on the variables {x1, ..., xn} and

axioms {x2
i − xi = 0 : i ∈ [n]}, we have the following inference rules for a LS∗ refutation:

1. p≥0 q≥0
p·q≥0 where deg(p · q) ≤ 2.

2. p≥0 q≥0
αp+βq≥0 for α, β ∈ R+.

A valid refutation of P must obtain the contradiction −1 ≥ 0.

Like an LS refutation the LS∗ refutation also has a DAG structure. Hence, one may

define the LS∗ rank of a refutation in a manner similar to the LS rank. In fact, the LS∗

rank of a refutation was defined by [47] as the maximum number of applications of the first

inference rule along any path to the empty polytope, in the given proof DAG.
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Similar to LS∗ proof system one may define the SA∗ proof system, its static version, as

follows.

Definition 6.2.2. Given a set P of linear inequalities on the variables {x1, ..., xn} and

axioms {x2
i − xi = 0 : i ∈ [n]}, a rank r SA∗ refutation consists of a positive linear

combination of the polynomials ϕI in Sn(R),

ϕI =
∏
i∈I

hi(x),

where I is a subset of at most r initial inequalities, denoted here as {hi(x) ≥ 0}. A valid

refutation is obtained by deriving

∑
l

αl · ϕIl = − 1 (6.2.1)

where each αl ∈ R+.

Note that the above definitions can be naturally extended to the LS∗ and SA∗ hierarchies,

where the initial polytopes may admit 0-1 integer points. We provide the definition of LS∗

hierarchy below. Recall that P0 is the initial LP relaxation of a 0-1 IP.

Definition 6.2.3. Let P0 ⊆ [0, 1]n be a polytope. Given a polytope Pr obtained after r steps,

also called rounds, of LS∗ lift and project, inductively define Pr+1 as the polytope bounded

by a set of linear inequalities {h(r+1)(x) ≥ 0}, such that each linear form h(r+1)(x) can be

expressed as: ∑
l

h(r,l)(x) · h′(r,l)(x) +
∑
i∈[n]

di · (x2
i − xi) ≥ 0, (6.2.2)

where h(r,l)(x) ≥ 0 and h′
(r,l)

(x) ≥ 0 are linear inequalities valid for Pr, and ∀i ∈ [n], di ∈ R.

The parameter r is the LS∗ rank of the polytope Pr.

Similarly, we may formally define the SA∗ hierarchy (cf. [91, 70]) based on the SA hier-

archy, as follows.
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Definition 6.2.4. Given a polytope P0 ⊆ [0, 1]n. Let Fr be the set of multilinear polynomials,

in Sn(R), given by {
∏
i∈I hi(x) : |I| ≤ r}, where hi(x) ≥ 0 is a valid linear inequality in

P0.

For every K ⊆ [n], |K| ≤ r, and monomial
∏
i∈K xi, define a new real variable xK

i.e., the lifted variable corresponding to the monomial. For each formal polynomial g ∈ Fr,

replace the monomial
∏
i∈K xi by the lifted variable xK to obtain the lifted (linear) inequality

g ≥ 0. Let Pr denote the polytope formed by the intersection of all lifted inequalities g ≥ 0.

Pr is the rank r SA∗ polytope of P0.

In terms of notation, we will also refer to the rank r SA∗ polytope as the polytope

obtained after r rounds of SA∗ lift steps.

Remark 6.2.5. Note that the rank r LS∗ polytope is a subset of the rank r LS polytope.

Similarly, the rank r SA∗ polytope is a subset of the rank r SA polytope.

Therefore, LS∗ and SA∗ are complete. Moreover, since 0-1 solutions are preserved when

taking the product of inequalities (as above), LS∗ and SA∗ are sound. Grigoriev et al. [47],

also defined LS+,∗ by extending LS∗ with the semidefinite operator.

Algorithmic aspects

If the initial polytope P0 has m, m = poly(n), facet defining inequalities then the rank r

SA∗ polytope has at most nO(r) facet defining inequalities. Hence, one can optimize a linear

objective function over the rank r SA∗ polytope in time nO(r). The following observation

allows for optimization over r rounds of LS∗ by solving the lifted linear program for 2r − 1

rounds of SA∗ instead.

Lemma 6.2.6. Given a polytope P ∈ Rn, the projection (to Rn) of the polytope obtained

after at most 2r − 1 rounds of SA∗ is a subset of the polytope obtained in r rounds of LS∗.

Proof. The proof is by induction on r. The base case r = 0 (we start with the same initial

constraints for both) and even r = 1 (when LS∗ = SA∗) are clear. Assume that any LS∗
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inequality derived within r − 1 rounds can be expressed as a positive linear combination of

SA∗ inequalities obtained after at most 2r−1 − 1 rounds. We now derive all the rank r LS∗

inequalities in at most 2r − 1 rounds of SA∗. Since all lifted inequalities in round r of LS∗

are generated by multiplying at most two inequalities obtained after round r − 1, induction

hypothesis and the defintion of SA∗ (6.2.4) implies that the resulting lifted inequality can be

generated by some positive linear combination of inequalties obtained in 2 · (2r−1− 1) + 1 =

2r − 1 rounds of SA∗. Hence the proof follows.

Known Results

While both the LS∗ and SA∗ had been defined previously in literature very little is known

about LS∗ and SA∗ rank and their relation with LS and SA ranks, even for well known

combinatorial optimization problems. In this subsection we briefly review the few known

rank bounds about LS∗.

Definition 6.2.7. The symmetric knapsack inequalities, denoted SKα, correspond to the

following inequalities:
n∑
i=1

xi = α,

for xi ∈ [0, 1] and α ∈ R \ Z. The above polytope has no integer points.

Grigoriev et al. [47] prove the following lower bound for the symmetric knapsack inequal-

ities.

Theorem 6.2.8. Let SKn denote the symmetric knapsack inequality with n odd and α = n
2

then

1. Any LS+ refutation of SKn has rank at least n
4 .

2. Any LS+,∗ refutation of SKn has rank at least log2 n− 1.

The only known super-logarithmic rank lower bound for LS∗ is due to Beame et al. [14].

We restate one version of their result.
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Theorem 6.2.9. There is a family of poly(n) sized CNF formulae G on n variables that

require refutation rank nΩ(1/k) and tree-like size exp(nΩ(1/k)) in any Rcc(k) system for any

k ≤ (1− ε) log log n for some positive absolute constant ε.

Beame et al. [14] observed that LS∗ refutations can be simulated as Rcc(3) refutations as

long as one allows for a O(log n) factor increase in rank and polynomial increase in size. This

is because the inference rule in Rcc(3) allows for semantic derivations involving two quadratic

threshold inequalities. Hence, Theorem 6.2.9 shows the existence of boolean formulae which

require super-logarithmic rank in LS∗.

Finally, the author is unaware of any systematic investigation of upper bounds for LS∗

or SA∗ rank.

6.3 Our Results

In this chapter we start by investigating upper bounds for LS∗ and SA∗ on polytopes derived

from matching problems in graphs. The reason for selecting these specific problems is that

precise rank bounds are known for them in the LS, LS+, SA and even Lasserre hierarhies

thus making precise comparisons with LS∗ and SA∗ easier. The following table summarizes

both, the known and the new rank bounds, for the pigeon-hole principle on Kn+1,n and the

matching polytope on K2n+1.

LS SA LS+ Lasserre SA∗ LS∗
PHP on
Kn+1,n

n− 1 [47] n− 1 [32] 1 [47] 1 ∼ n
2 (this) ∼ log2 n

(this)
Matching on
K2n+1

≥ 2n [70],
≤ n2 [44]

2n− 1 [71] n [92] Θ(n) [7] ≤ n (this) ?

Table 6.1: A comparison of LS∗ and SA∗ with other hierarchies

We also provide a pathological example where LS∗ and SA∗ require rank 1 but SA (also

LS+) require rank n. A common feature of the above examples is that they all have at least
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one inequality with many variables and the intuition behind this is discussed in Section 6.5,

in the context of the proof of the following integrality gap for MAX-CUT.

Theorem 6.3.1. For all ε > 0 there exists a graph G on n vertices and δ > 0 such that an

integrality gap of 2− ε remains for MAX-CUT after Ω(nδ) lift steps of SA∗ or Ω(log2 n) lift

and project steps of LS∗.

Recall that, from Chapter 2, it is known that the existence of certain locally consistent

distributions suffices to construct integrality gap instances for combinatorial optimization

problems in the SA hierarchy. We show that the existence of the same locally consistent

distributions suffices to construct integrality gaps for the SA∗ hierarchy as long as all initial

constraints depend only on a constant number of variables. In particular, this general idea

merits the following remark.

Remark 6.3.2. The integrality gaps for MAX k-CSPs for the SA hierarchy1 translate to the

SA∗ hierarchy with at most a constant factor loss in the number of rounds.

The SA∗ lower bounds lead to weaker LS∗ lower bounds via Lemma 6.2.6 and so we

provide a general method of proving weak (upto logarithmic rounds) lower bounds for LS∗

rank, based on techniques known for SA hierarchy. We take an indirect route to prove LS∗

lower bounds because there is no known characterization of the the facets of the polytope

obtained after even a few rounds of LS∗ lift and project. Neither do we know of an algorithmic

method to verify that a given point belongs to the polytope obtained after a few LS∗ lift and

project steps (compare the case of LS and LS+). The main difficulty lies with understanding

the project operation, which also seems to be a bottleneck for obtaining size lower bounds

for LS and other similar proof systems (cf. [77]).

1. For example, the ones in [43] or the ones proven earlier in this thesis.
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6.4 Upper bounds on LS∗ and SA∗

In this section we show that some well known inequalities have small LS∗ and SA∗ rank

when compared with other hierarchies like SA and LS+. The lower bounds in the following

sections imply that LS∗ and SA∗ do not provide any algorithmic advantage when compared

with SA as long as all inequalities in the intial linear program have only constantly many

variables. Therefore, in this section we will only deal with upper bounds on LS∗ and SA∗

rank of linear programs which have at least one inequality with many variables.

We start with the pigeon hole principle (PHP). Recall the definition of LPHP from

Chapter 2.

Definition 6.4.1. For m > n, define the LPHPmn polytope as a linear encoding of the

PHPmn principle by the set of linear inequalities:

Qi :=
∑
j∈[n]

xij − 1 ≥ 0, (∀i ∈ [m]). (6.4.1)

Qjk,i := 1− xji − xki ≥ 0, (∀j 6= k, j, k ∈ [m], i ∈ [n]) (6.4.2)

It is known that LPHPn+1
n has polynomial size and logarithmic rank in the Gomory-

Chvátal cutting planes proof system [79, 21]. Pudlak [79] showed that it has a polynomial

size refutation in LS and Dantchev et al. [32] prove a rank lower bound of n−1 for LPHPn+1
n

in SA.

Theorem 6.4.2. The LS∗ rank of LPHPn+1
n is at most dlog2(n+ 1)e − 1.

Proof. Given Qjk,i ≥ 0 one round of LS implies xjixki = 0 for j 6= k. Using this fact to

cancel out some of the unwanted quadratic terms in Qlm,iQpq,i ≥ 0, we get 1− xli − xmi −

xpi − xqi ≥ 0, for distinct l,m, p and q, after one round of LS∗. Now in the second round

of the LS∗ refutation we can multiply two such different linear inequalities derived in first

round and cancel out the unwanted quadratic terms to obtain an inequality of the form
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1 −
∑8
k=1 xjki ≥ 0, for distinct jk. Iterating for dlog2(n + 1)e − 1 rounds of LS∗ we can

derive the inequality Ri := 1−
∑
j∈[n+1] xji ≥ 0, for any i ∈ [n].

Next we observe that
n+1∑
i=1

Qi +
n∑
i=1

Ri = −1 ≥ 0

which gives the empty polytope as required.

Note that the proof of Theorem 6.4.2 also implies an upper bound of dn+1
2 e for the SA∗

rank of LPHPn+1
n . Next, we consider an example due to [44], which involves a relaxation

of the matching polytope on the complete graph K2n+1. Note that N(v) denotes the set of

neighbours of a vertex v.

Definition 6.4.3. The relaxation of the matching polytope MF of K2n+1 is given by the

following constraints:

Qv := 1−
∑

u∈N(v)

xuv ≥ 0, ∀v ∈ [2n+ 1].

Let E(S) denote the set of edges induced by the set of vertices S. The corresponding integer

polytope MI is given by the following constraints

RS :=
|S| − 1

2
−

∑
e∈E(S)

xe ≥ 0, ∀S ⊆ [2n+ 1], |S| odd.

The inequalities in MI are known as blossom inequalities. They are important because

they have structural similarities to some facet defining inequalities in the integer polytope

for the Travelling Salesman Problem defined on K2n+1 (with edge weights).

The SA rank of MF is 2n − 1 [71] while the LS rank lies between 2n [70] and n2 [44].

MF has LS+ rank n [92] and Lasserre rank Θ(n) [7]. We now show that the SA∗ rank of

MF is n i.e., it is equal to the LS+ rank as opposed to the SA rank.

First, we fix some notation. For I, J ⊆ E(K2n+1), let
∏
e∈I xe

∏
e∈J (1− xe) denote the
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“standard multiplier” SI,J , where I is a matching, J is a star in K2n+1 and the vertex sets

V (I) and V (J) induced by I and J are disjoint. For a multilinear polynomial p(x), let ϕ(p)

denote the linear combination over variables zi, i ∈ {1, ..,
(2n+1

2

)
}, obtained by replacing

each monomial
∏
e∈L xe by the variable z|L|, provided that L is a matching, otherwise the

monomial is replaced by 0. We will use the following characterization of the rank r SA

relaxation of MF from Proposition 3.1 in [71].

Lemma 6.4.4 ([71]). The optimum value of the rank r SA LP for maximum matching in

K2n+1 is equal to that of the following LP:

max

(
2n+ 1

2

)
z1

such that

1. z|I| = 0 if |I| ≥ n+ 1, |I| ≤ r.

2. All constraints of the form ϕ(QvSI,J ) ≥ 0 where SI,J is a standard multiplier with

|I|+ |J | ≤ r and v 6∈ V (I) ∪ V (J).

3. All constraints of the form ϕ(SI,J ) ≥ 0 where SI,J is a standard multiplier with |I|+

|J | ≤ r + 1.

Kenyon and Sinclair [71] prove that for r = 2n−1 the projection of the above SA polytope

coincides with MI . Based on their result we have the following result.

Theorem 6.4.5. The SA∗ rank of the matching polytope for K2n+1 is at most n.

Proof. We will show that an optimal solution for the rank n SA∗ LP can be extended to

an optimal solution for the rank (2n − 1) SA LP. Therefore, the above mentioned result of

Kenyon and Sinclair [71] will imply that the SA∗ rank of the matching polytope is at most

n.
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Let S′I,J := (1−
∑
e∈J xe)

∏
e∈I xe denote the “modified” standard multiplier obtained

from SI,J . Let vertex rJ be the root of star J . Observe that 1 −
∑
e∈J xe ≥ 0 is a valid

inequality for MF , and it equals QrJ +
∑
{e:rJ∈e}\J xe ≥ 0.

The lifted inequality for the formal polynomialQvS
′
I,J can be derived in at most min{n, |I|+

1} rounds of SA∗. This is because, we need at most |I| + 1 rounds if J is non-empty and

|I| < n (V (I) and V (J) are disjoint) and we need at most min{n, |I|} rounds if J is empty

as the edges in I form a matching. Next, we can cancel out all lifted variables xL, where

L is not a matching, by using the following useful fact: If edges e1, e2 share a vertex then

the lifted variable xe1,e2 = 0 after one round of SA∗ and therefore any lifted variable xI = 0

for e1, e2 ∈ I after |I| − 1 rounds of SA∗. Note that all necessary xL = 0 above can also be

derived in n rounds of SA∗.

The following Lemma is immediate from Lemma 3.3 in [71].

Lemma 6.4.6 ([71]). There exists an optimal symmetric solution ys to the rank r′ SA∗ LP

for maximum matching in K2n+1 such that ysL is the same for every set of |L| ≤ r′+ 1 edges

which form a matching i.e., for such matchings L and L′, |L| = |L′| =⇒ ysL = ysL′.

Hence given an optimal point y for the LP obtained after n rounds of SA∗ there exists

a symmetric point ys, which is also feasible and optimal for the same LP. Therefore, if

the point ys satisfies the lifted constraint obtained from QvS
′
I,J after removing all lifted

variables corresponding to non-matchings, then ys satisfies the constraint ϕ(QvS
′
I,J ) ≥ 0

where z|L| 7→ ysL for some matching L. Similarly if ys satisfies the lifted constraint derived

from S′I,J then it satisfies ϕ(S′I,J ) ≥ 0 where z|L| 7→ ysL for some matching L.

However, by definition of SI,J , S′I,J and ϕ we have ϕ(QvSI,J ) ≡ ϕ(QvS
′
I,J ) and ϕ(SI,J ) ≡

ϕ(S′I,J ). So any optimal solution for rank n SA∗ LP can be extended to an optimal solution

for the LP in Lemma 6.4.4 for r = 2n − 1, by appending zeros in the coordinates for the

variables z|I|, when |I| ≥ n+ 1.

In the case of the matching polytope proving an integrality gap of 1 with respect to

the natural objective function suffices to show that we have converged to the integer poly-
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tope. Hence, the preceeding discussion, together with the characterization of Kenyon and

Sinclair [71] for the SA rank of the matching polytope, implies Theorem 6.4.5.

Next, we move on to a third example, which although a little contrived, demonstrates

that LS∗ and SA∗ rank are not comparable to SA rank when the intial LP relaxation has

inequalities with many variables.

Definition 6.4.7. Let α ∈ (0, 1). Define Kn
α as the polytope in [0, 1]n consisting of the

following two inequalities:

gnα :=
n∑
i=1

xi − α ≥ 0, and h := 1−
n∑
i=1

xi ≥ 0. (6.4.3)

The integer polytope for Kn
α, denoted by (Kn

α)I , is simply {x ∈ [0, 1]n :
∑n
i=1 xi = 1}.

Cheung [26] showed that the SA rank of the polytope {gnα ≥ 0} (for α ∈ (0, 1)) is n. The

following lemma gives a constant upper bound on the LS∗ and SA∗ rank of (Kn
α)I .

Lemma 6.4.8. ∀α ∈ (0, 1), the LS∗ and SA∗ rank of (Kn
α)I is 1.

Proof. Observe that using the multiplication and summation rules of LS∗ gives

(
n∑
i=1

xi − α)(1−
n∑
i=1

xi) +
n∑
i=1

(x2
i − xi) +

∑
i 6=j

xixj = α
n∑
i=1

xi − α ≥ 0

which immediately gives (Kn
α)I .

It remains to show that the lower bound given in [26] for gnα ≥ 0 in the SA hierarchy

extend to Kn
α also. In the case of SA, the proof given in [26] just verifies that the point

i ∈ [n]⇒ y{i} =
α

αn+ 1− α
, |I| ≥ 2⇒ yI = 0 (6.4.4)

lies in the polytope obtained after n− 1 SA-lifts of gnα ≥ 0 for α ∈ (0, 1). For the additional

inequality in Kn
α, we have to verify that y satisfies the inequality obtained with n − 1 SA
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lifts of 1 −
∑n
i=1 xi ≥ 0. Any lifted inequality other than that derived with

∏
i∈I(1 − xi)

evaluates to either yi ≥ 0 or 0 ≥ 0 on instantiation with coordinates of y. Moreover, even in

case of lifts with
∏
i∈I(1 − xi) we are left with 1 −

∑
i∈[n] yi = 1−α

αn+1−α > 0 for α ∈ (0, 1).

Hence we get the following statement.

Observation 6.4.9. The SA rank of (Kn
α)I is n.

We also note that there is a similar lower bound for the rank of {x : gnα ≥ 0} in the LS+

hierarchy, due to [31]. That bound can also be verified to work with Kn
α (see the appendix

in [99]) and thus it shows that the LS∗ hierarchy is not comparable to LS+ hierarchy either.

6.5 Lower Bounds for LS∗ and SA∗

PHP

In this section we give the proof of a linear lower bound on the SA∗ rank of LPHP (Theo-

rem 6.5.7) and therefore a logarithmic lower bound on the LS∗ rank of LPHP . The strategy

of the proof will be to show that the SA∗ lifted polytope is non-empty i.e., we will need to

exhibit a point that survives many rounds of SA∗ lifts. This point will be the same as that

used by Dantchev et al. [32]. We will define each coordinate of the point as the value of a

map V , which we call the valuation.

Definition 6.5.1. A partial bijection is a bijection [2..n+ 1] \ {i} → [2..n] for i ∈ [2..n+ 1].

Pnn−1 denotes the set of partial bijections from [2..n+ 1]→ [2..n].

Definition 6.5.2. Given I ⊆ {(p, q)|p ∈ [2..n + 1], q ∈ [2..n]}, I is self-inconsistent if

(i, j), (i, k) ∈ I and j 6= k, or (j, i), (k, i) ∈ I and j 6= k.

If I is not self-inconsistent then I is self-consistent. Intuitively a self-consistent set I

naturally corresponds to a bijection of two sets of size |I|.

Definition 6.5.3. Given I ⊆ {(p, q)|p ∈ [2..n+1], q ∈ [2..n]}, I is inconsistent with π ∈ Pnn−1

if either I is self-inconsistent or
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• (i, j) ∈ I and π(k) = j for i 6= k

• (i, j) ∈ I and π(i) = l for j 6= l.

If I is not inconsistent with π then I and π are consistent with each other. Intuitively

a restriction of π would correspond to the bijection represented by I. For brevity let (∗)

denote the wildcard character. For example, (r, ∗) stands for the set {(r, a)|a ∈ [1..n]},

(r, ∗) ∈ I stands for the set {(r, a)|a ∈ [1..n]} ∩ I, and (r, ∗) 6∈ I stands for the statement

{(r, a)|a ∈ [1..n]} ∩ I = ∅. Let N := n2 + n denote the number of variables in LPHPn+1
n .

Now we define the valuation function in [32] in our notation.

Definition 6.5.4 ([32]). A valuation V : SN (R)→ R is a map defined on all lifted variables

obtained from monomials of degree at most n − 1 and linearly extended to all elements of

SN,n−1(R).

1. For I ⊆ {(p, q)|p ∈ [2..n+ 1], q ∈ [2..n]}, |I| ≤ n− 1 define V (xI) as the fraction of all

n! partial bijections Pnn−1 consistent with I.

2. Otherwise, if (1, i) ∈ I then we chose an r 6= 1 such that (r, ∗) 6∈ I - such an r

exists since |I| ≤ n − 1. For every (1, i) ∈ I we substitute (r, i) and we write this as

(r, i) : I. Define V (xI) := V (x(r,i):I). Similarly, we define V for the remaining case

when (i, 1) ∈ I.

To illustrate, let n = 3 and if I = {(2, 2)} then V (xI) = 1
3 . Also if I = {(1, 2)} then

V (xI) := V (x(2,∗):I) = V (x{(2,2)}) = 1
3 . Observe (by symmetry arguments) that V is well

defined for all monomials in SN (R) of degree at most n− 1.

Theorem 6.5.7 proves a sharp lower bound on the SA∗ rank of LPHPn+1
n . The main idea

in the proof is to take any low degree SA∗ refutation and apply the map V to both sides. We

can show that V will always map the LHS to a non-negative value while the RHS is mapped

to −1 - immediately giving a contradiction. The proof of the fact that V maps the LHS to

a non-negative value proceeds in two steps. First, using the definition of our valuation V we
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show that V (xIQi) = 0 (Lemma 6.5.5), which takes care of all lifted inequalities which arise

from the axioms Qi. Second, in Theorem 6.5.7 we take care of the inequalities arising from

the axioms Qij,k by a simple rewrite which effectively converts such expressions of degree r

to a standard form of degree 2r, for which we show that V is non-negative using the result

in [32]. The above is a short description of the two main steps in our proof. We start with

Lemma 6.5.5, the proof of which is a short extension of the proof of Proposition 11 in [32].

Lemma 6.5.5. Let Qi be defined as in Equation 6.4.1 then V (xIQi) = 0 for any monomial

xI and |I| ≤ n− 2.

Proof. The basic idea of the proof is to count the number of partial bijections that are

consistent with I in two different ways.

It will be natural to first prove our statement under the assumptions that i 6= 1, (1, ∗) 6∈ I

and (∗, 1) 6∈ I. Observe that I is self-consistent as otherwise the statement of the Lemma

follows immediately. Let P ′i denote the set of π ∈ Pnn−1 consistent with I such that i remains

unmatched.

Observation 6.5.6.
n∑
j=2

V (xI∪(i,j)) +
|P ′i |
n!

= V (xI). (6.5.1)

Proof. Equation 6.5.1 is true since either

1. There exists an a 6= 1 such that (i, a) ∈ I. In this case by Definition 6.5.4, (∀b 6=

a)(V (xI∪(i,b)) = 0). Moreover, for all π′ ∈ P ′i there exists an l 6= i such that π′(l) = a

and so π′ cannot be consistent with I i.e. P ′i = 0. Since V (xI∪(i,a)) = V (xI),

Equation 6.5.1 is true.

2. Otherwise, Equation 6.5.1 follows immediately from Definition 6.5.4.

Furthermore, the proof of Equation 6.5.1 also implies that the statement of our Lemma

follows when (i, ∗) ∈ I and so we may assume that (i, ∗) 6∈ I from now onwards.
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Observe that |I| ≤ n − 2 implies that there exists an l 6= 1 such that (∗, l) 6∈ I and

V (xI∪(i,1)) := V (xI∪(i,l)). Note that I is self-consistent and (i, ∗) 6∈ I implies that I ∪ (i, l)

is self-consistent. We will now show that there is a bijection between P ′i and the set of partial

bijections consistent with I ∪ (i, l), which we denote as Pil.

To see |Pil| ≥ |P ′i |, observe that for π′ ∈ P ′i there exists an unique i′ 6= 1 such that

π′(i′) = l. Replace i′ by i to obtain a unique π ∈ Pil. The consistency of π with I ∪ (i, l)

follows from the consistency of π′ with I and the construction of π.

To see |Pil| ≤ |P ′i |, let Dom(π) denote the domain of π. Observe that π ∈ Pil implies

that there exists an unique i′ 6= 1 such that i′ 6∈ Dom(π). Replace i by i′ to obtain a unique

π′ ∈ P ′i . The consistency of π′ with I follows from consistency of π with I ∪ (i, l).

Therefore,
|P ′i |
n! = V (xI∪(i,l)) and so we have shown that the statement of our lemma is

true when i 6= 1 and (1, ∗), (∗, 1) 6∈ I. In the remaining case, either i = 1 or (1, a) ∈ I or

(a, 1) ∈ I and we will reduce the proof to our earlier case using the definition of V .

If i = 1 or (1, a) ∈ I or (a, 1) ∈ I then we can reduce this case to the previous case

by substituting i′ ∈ [2..n + 1], j′ ∈ [2..n] such that (i′, ∗), (∗, j′) 6∈ I ∪ (i, j), in place of 1.

After the substitutions note that if I is not self-consistent or (i, ∗) ∈ I then V (xIQi) = 0

immediately follows. Otherwise, if i = 1 or (1, a) ∈ I then substituting 1 with i′ reduces

this case to when i 6= 1 and (1, ∗) 6∈ I respectively. Finally, we come to the case (a, 1) ∈ I.

Observe that

n∑
j=1

V (xI∪(i,j)) = V (x(a,j′′):I∪(i,j′)) +
n∑

j=1,j 6=j′
V (x(a,j′):I∪(i,j)),

where j′′ 6= j′ and (∗, j′′) 6∈ I. Let I ′ := (a, j′) : I. By definition of V , V (x(a,j′′):I∪(i,j′)) =

V (xI ′∪(i,j′′)) = V (xI ′∪(i,1)). So by essentially interchanging the roles of 1 and j′ in the right

side coordinates of I while keeping V (xIQi) invariant we now need to prove V (xI ′Qi) = 0.

Therefore if i = 1 or (1, ∗) ∈ I or (∗, 1) ∈ I then we are able to reduce all such cases to the

previous one. Hence the proof follows.
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Theorem 6.5.7. Deriving the empty integer polytope for LPHPn+1
n requires rank greater

than bn2 c − 1 in SA∗.

Proof. Recall that, from the definition of LPHPn+1
n , a rank k∗ SA∗ inequality is derived

from lifting an expression of the form:

F :=
∏
i∈S1

Qi
∏

(jk,l)∈S2

Qjk,l
∏
p∈S3

(1− xp)
∏
q∈S4

xq,

where the Sis stand for sets of indices. Moreover, Σ4
i=1|Si| ≤ k∗+1 and F ∈ SN (R). Observe

that,

Qjk,l = 1− xjl − xkl = (1− xjl)(1− xkl)− xjlxkl.

Any valuation of F which is defined by a linear combination of its value on lifted monomials

will be invariant under the above rewrite. Therefore, we can rewrite F as a linear combination

of formal polynomials, each polynomial having at most one Qjk,l, without changing V (F ).

In other words,

F :=
∑
i

Qigi +
∑
j 6=k,l

xjlxklhjk,l

+
∑
j 6=k,l

α+
j,k,lQjk,l

∏
p∈S

(1− xp)
∏
q∈T

xq

+
∑
p,q

β+
p,q

∏
p∈S′

(1− xp)
∏
q∈T ′

xq (6.5.2)

such that ∀gi ∈ SN (R), deg(gi) ≤ 2k∗, and ∀hjk,l ∈ SN (R), deg(hjk,l) ≤ 2k∗. Furthermore,

|S|+ |T | ≤ 2k∗, |S′|+ |T ′| ≤ k∗ + 1 and α+, β+ ∈ R+.

Assume that there exists a rank k∗ SA∗ refutation for LPHPn+1
n with 2k∗ ≤ n − 2.

Therefore, one could derive −1 by some positive linear combination of lifted inequalities

derived as in Equation 6.5.2. Hence, it suffices to show that V (F ) ≥ 0, since it would give

an immediate contradiction to our assumption.

By Definition 6.5.4, V is linear and ∀j, k, l, V (xjlxklhjk,l) = 0. Furthermore, Lemma 6.5.5
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implies that ∀i, V (Qigi) = 0. Therefore, only the last two types of expressions in Equa-

tion 6.5.2 i.e., Qjk,l
∏
p∈S(1−xp)

∏
q∈T xq and

∏
p∈S′(1−xp)

∏
q∈T ′ xq, remain to be taken

care of. However, these two lifted expressions can also be derived by 2k∗ rounds of SA

alone. Hence, the fact that their valuations are non-negative follows simply from the result

of Dantchev et al. [32], which shows a lower bound of n− 1 on the rank of LPHPn+1
n in SA

hierarchy. Therefore the statement follows.

Corollary 6.5.8. The LS∗ rank of LPHPn+1
n is at least log2bn2 c.

Proof. The result follows from Lemma 6.2.6 and Theorem 6.5.7.

Note that the bound above extends to the weaker functional-PHP but not to the onto-

PHP (see [83] for definitions), which can be shown to have LS∗ rank 1. In the latter case,

the natural LS+ refutation is also an LS∗ refutation.

Further Lower Bounds

The proof in Section 6.5 used some of the structure of the PHP inequalities in order to

translate the SA bounds to SA∗. In this section we will make minimal use of such problem

structure. We will extend SA rank lower bounds for MAX-CUT to the SA∗ hierarchy (and

the LS∗ hierarchy via Lemma 6.2.6) using ideas from [24, 19]. MAX-CUT serves as a more

concrete example, but the proof techniques here extend to other combinatorial optimization

problems, including other MAX k-CSPs, as well.

Throughout this section G = (VG, EG) will represent a graph on n vertices.

Definition 6.5.9 ([24]). Let xij ∈ [0, 1] denote variables corresponding to vertex pair i, j

(i 6= j) in an undirected graph G.

xij ≥ 0, 1− xij ≥ 0, xij = xji, (6.5.3)

xij + xjk − xik ≥ 0 ∀i, j, k ∈ V (G), (6.5.4)
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2− xij − xjk − xik ≥ 0 ∀i, j, k ∈ V (G). (6.5.5)

The above polytope is referred to as the cut metric polytope. The MAX-CUT linear program-

ming relaxation optimizes
∑
e∈EG xe over the cut metric polytope.

Definition 6.5.10 ([34]). Given graph G and family of distributions (i.e. discrete probability

measures) mT on cuts of T ⊆ VG for every T such that |T | ≤ r, the distributions mT are

r-locally consistent if for any A,Q and T , A ⊆ Q ⊆ T we have

mT ({cut corresponding to B|B ⊆ T,B ∩Q = A}) = mQ({cut corresponding to A}).

Recall that, from Chapter 2, the existence of locally consistent distributions is sufficient

to show integrality gaps for SA LP relaxations. In particular, for MAX-CUT, Charikar et

al. [24] proved the following lemma.

Lemma 6.5.11. Given r-locally consistent family of distributions (say m) on cuts of a graph

G, the solution x, such that xij = m{i,j}({{i}, {j}}) denotes the probability that i, j are on

different sides of the cut, lies in the rank r
2 −

3
2 SA relaxation of the cut polytope.

To complete the proof for integrality gap, Charikar et al [24] describe explicitly, in The-

orems 5.2 and 5.3 of their paper, a construction of such a locally consistent family of prob-

ability distributions on cuts.

Theorem 6.5.12 ([24]). Given ε > 0 there exists a graph G on n vertices and δ > 0 such

that

1. For any set of vertices S ⊆ VG with |S| = O(nδ), there exists a locally consistent family

of distributions mS over cuts in the subgraphs induced by S.

2. The value of the objective function for the MAX-CUT linear program is

∑
(i,j)∈EG

m{i,j}({i}, {j}) ≥ 1− ε
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whereas the optimal integer value of the objective function is ≤ 1
2 + ε.

The reader might recall that, Benabbas et al [19] prove an optimal integrality gap for

random instances of MAX k-CSP(f) for pairwise uniform predicates f . Similar to the case of

MAX-CUT they define Ω(n)-locally consistent distributions on satisfying assignments of their

MAX k-CSP instance and show that the existence of such distributions implies integrality

gaps.

We now show that construction of such locally consistent distributions is sufficient to

prove integrality gaps and rank lower bounds for SA∗ as well i.e., we generalize Lemma 6.5.11

to SA∗. The proof is based on ideas in [24, 34] and relies mainly on the linearity of expec-

tation.

Lemma 6.5.13. Given r-locally consistent family of distributions (say m) of cuts on graph

G, the solution x, such that xij = m{i,j}({{i}, {j}}), lies in SA∗ cut polytope obtained after

r
3 − 1 rounds.

Proof. Consider a non-empty set I = {(i1, j1), ..., (ip, jp)} of size at most r
2 . Let QI ⊆ VG

denote the set {i1, j1, ..., ip, jp} of size at most r. Let 1I{ij}(X) denote an indicator variable

that is 1 if the cut X on QI seprates vertices i and j for i, j ∈ QI and 0 otherwise. Using

the convention in Section 6.5, the coordinates of the SA∗ fractional solution are again given

by a linear valuation function V : xI → R, where I ⊆ VG × VG and |QI | ≤ r. V is defined

as follows:

V (xI) := E
mQI

 ∏
(i,j)∈I

1I{ij}

 . (6.5.6)

In other words V (xI) is the probability that all pairs of vertices in I are separated by a cut

sampled according to the distribution mQI .

Let Ri({xab, xcd, xef}) denote a constraint in the MAX-CUT linear program for the vertex

pairs (a, b), (c, d) and (e, f). An inequality obtained after s lift steps of SA∗ has the form:

∏
i∈I

Ri ≥ 0. (6.5.7)
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Let QI =
⋃
i∈Rj ,j∈I i denote the set of vertices present as indices in the above lifted in-

equality. Let QS ⊆ QI such that QI ⊆ QS for all xI in the lifted constraint 6.5.7. The

valuation of the LHS of 6.5.7 is a sum of expectations of the form

∑
I⊆VG×VG,
QI⊆QS

αI E
mQI

 ∏
(i,j)∈I

1I{ij}

 ,

where αI ∈ R. Using linearity of expectation and r-local consistency one can simplify

(essentially recombine) the above expression as follows:

V

∏
i∈I

Ri(xab, xcd, xef )

 = E
mQS

∏
i∈I

Ri({1S{ab},1
S
{cd},1

S
{ef}})

 . (6.5.8)

Since
∏
i∈I Ri(X) ≥ 0 for any given cut X on QS the expectation on the RHS above is

non-negative. Furthermore, since we only have r-locally consistent distributions we need

|QS | ≤ r in 6.5.8 to do the recombination, which is true as long as

3 · (s+ 1) ≤ r. (6.5.9)

Therefore, the image of V lies in the SA∗ polytope for MAX-CUT obtained after r
3 − 1

rounds.

Therefore, following Theorem 6.5.12 we obtain the following result.

Theorem 6.5.14. For all ε > 0, there exists a graph G on n vertices and δ > 0 such that

an integrality gap of 2− ε remains for MAX-CUT after Ω(nδ) lift steps of SA∗ or Ω(log2 n)

lift and project steps of LS∗.

Given a r-locally consistent distribution over cuts, Lemma 6.5.11 allows us to obtain an

integrality gap of 2 − ε for the rank r/3 SA∗ relaxation for MAX-CUT, as opposed to the

rank r/2 relaxation for SA hierarchy. Technically, the source of this extra 2/3 factor loss
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is the factor 3 in Equation 6.5.9 from Lemma 6.5.11. Intuitively, the factor is proportional

to the maximum number of variables in any inequality in the initial LP relaxation. Note

that the proof does not explicitly use any structural information about the inequalities in

the cut polytope. Hence, it can be used for other combinatorial optimization problems

(like Minimum Vertex Cover and MAX k-CSPs) as well. Although, the extra factor of 2/3

is not significant when the LP relaxation has inequalities with few variables (for example

MAX k-CSPs), it can become significant in the presence of large in equalities (cf. the case

of Kn
α). Therefore, when the initial LP relaxation has all inequalities with only constantly

many variables, the SA∗ proof system does not add much power when compared with the

SA proof system but in prescence of larger inequalites the situation may change significantly.

6.6 Conclusion

We have been able to generalize many lower bounds for SA rank to the SA∗ and LS∗ hi-

erarchies. Some interesting problems remain open for LS∗ and SA∗ hierarchies. Do small

rounds of SA∗ or LS∗ relaxation produce a smaller integrality gap for any version of the

Travelling Salesman Problem then the corresponding LS or SA relaxation. Secondly, there

are few known super-logarithmic rank bounds in the LS∗ hierarchy. We conjecture that the

LS∗ rank of blossom inequalities is ω(log n).
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CHAPTER 7

CONCLUSION AND OPEN PROBLEMS

7.1 Conclusion

We have investigated the approximation resistance of boolean predicates under the assump-

tion that P6=NP, as well as under the stronger assumption that the UGC is true. We have

also studied approximation resistance in the related context of various linear and semidefinite

optimization hierarchies. We briefly summarize our contributions and then suggest possible

future directions.

Austrin and Mossel [11], had shown that pairwise uniform predicates are approximation

resistant, assuming the UGC. Their result corresponds closely to the result of Bennabas

et al. [19] for the mixed hierarchy. We have established a similar result for semidefinite

relaxations obtained even after a linear number of rounds of the Lovász-Schrijver hierarchy.

Although, we have not been able to generalize our results to the stronger Lasserre SDP

hierarchy, we believe that our proof techniques may prove helpful in obtaining such stronger

results.

In order to make progress on classifying approximation resistant predicates, H̊astad pro-

posed the weaker notion of somewhat approximation resistance. H̊astad [54], had also ob-

tained a complete classification of somewhat approximation resistant predicates. In the

notation of Chapter 4, H̊astad had characterized the quantity τ(f) − ρ(f) upto a factor

of O(2k) for every k-ary predicate f . We have obtained a more precise classification of

τ(f) − ρ(f) upto a factor of O(k5) for every k-ary predicate f . In the process, we have

also obtained a result of independent interest related to the FKN Theorem [42] on Fourier

analysis of boolean functions.

In Chapter 5, we have introduced a notion of strong approximation resistance, which

implies the usual notion of approximation resistance. We have been able to characterize

all boolean predicates as strongly approximation resistant or otherwise, assuming the UGC.
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Our proof techniques rely on analysis of functions over reals, as opposed to boolean func-

tions and seem to be relatively novel for these kinds of problems. We have also provided a

generalization of the integrality gap constructions of Feige and Schechtman [39] and de la

Vega and Kenyon [34], to several boolean predicates. These may prove to be of independent

interest.

Finally, we have also investigated more general lift operations, and the optimization

hierarchies obtained from them. We have shown that such general lift operations are no

more useful for optimization problems with “local” constraints than the usual SA and LS

hierarchies.

7.2 Open Problems

We have already mentioned some immediate open problems at the end of each chapter.

In this section we suggest more open ended problems, which may be important for future

research. Of course, the foremost open problem is to obtain a complete characterization of

approximation resistant predicates, which has remained elusive so far. While our attempt

to characterize strongly approximation resistant predicates was partly successful, even that

characterization is not explicit. It is only recursively enumerable at best. Contrast it with

our characterization of somewhat approximation resistant predicates, which is completely

explicit. In other words, given a predicate, we can determine in finite time whether it is

“somewhat hard”. Therefore, the following question, see also [54, 10], remains open.

Open Problem 7.2.1. Find a complete and explicit characterization of approximation re-

sistant k-ary boolean predicates.

Alternatively, one may ask a similar question with respect to the Lasserre SDP hierarchy.

Open Problem 7.2.2. Find a complete characterization of k-ary boolean predicates, which

have an integrality gap of 1− o(1) vs ρ(f) + o(1), even after (say) super-constant rounds of
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Lasserre SDP relaxation. In other words, which predicates are approximation resistant for

the Lasserre SDP hierarchy.

However, we still do not know of a 1− o(1) vs ρ(f) + o(1) integrality gap for any family

of non-linear predicates in the Lasserre hierarchy. Therefore, the following question, which

may be more tractable, also remains open [27].

Open Problem 7.2.3. Construct 1−o(1) vs ρ(f)+o(1) integrality gap instances for super-

constant rank Lasserre SDP relaxation for MAX k-CSP(f), where f is any pairwise uniform

predicate.

We know that, from Raghavendra’s result [80], integrality gaps in the mixed hierarchy

also correspond to conditional hardness results (assuming the UGC). Therefore, yet another

weaker version of Problem 7.2.1 is the following problem, which is still open.

Open Problem 7.2.4. Find a complete and explicit characterization of approximation re-

sistant predicates, assuming the Unique Games Conjecture.

Moreover, one of the motivations for constructing integrality gap instances for MAX k-CSPs

in the Lasserre hierarchy is that any new techniques for constructing such large positive

semidefinite matrices would likely be applicable to problems like MAX-CUT, which have

strong connections with the UGC. Currently, we do not know any good integrality gap in-

stances for such UG-hard problems in the Lasserre hierarchy and the following problem is

open.

Open Problem 7.2.5. Construct optimal integrality gap instances for super-constant rank

Lasserre relaxation for the MAX-CUT problem.

A positive answer would provide evidence in favour of the UGC. A more direct version of

the above problem would be to show integrality gaps for the Unique Games problem defined

in Chapter 2. The survey [27] and the paper [12] contain more detailed information on recent

results regarding the above question.
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Finally, we do not yet know of any size lower bounds for the dynamic proof systems

derived from lift and project hierarchies (for example, the LS and LS+ hierarchies). The

complicated nature of the proof lines in the LS and LS+ proof systems makes such lower

bounds impervious to standard techniques based on random restrictions.

Open Problem 7.2.6. Show exponential lower bound on the size of random CNF formulae

(or Tseitin tautologies) in LS, LS+
1.

As mentioned in Chapter 2, size lower bounds subsume rank lower bounds (and therefore

integrality gap results). Hence, any progress on this old question might even lead to new

techniques for showing rank lower bounds. The survey [47] mentions several upper bounds

for the size of refutations of standard hard tautologies in such proof systems and seems to

be the natural place to start.

1. The question remains open even for the cutting planes proof system, although see [78].
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