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1 Introduction

1.1 Drug Discovery Pipeline

Discovery of new drugs is a lengthy and complicated process. Firstly, the target for the drug

must be identified and validated. Drug targets are generally identified by understanding

biological mechanisms underlying the disease. The majority of available drugs have protein

molecules as their targets. In the process of target validation, the target gene is analyzed

in vitro and/or in vivo for its effects in the disease models. It is validated when a specific

action on the target shows favorable effects in the disease models. The next step is the

identification of compounds showing some activity against the target which is followed by

the optimization of these leads to achieve higher potency, better physicochemical properties,

acceptable toxicity, etc. This all is then followed by preclinical and clinical trials before the

drug can be approved. The combined process takes 12 to 15 years on average and can cost

between 500 million and 2 billion dollars[7].

During the development the attrition rate of compounds is estimated to be 90%. Failure

of a candidate molecule can occur as a result of a combination of reasons, such as poor

pharmacokinetics, lack of clinical efficacy, animal toxicity, commercial reasons, etc. The

later the development of a new compound is discontinued, the higher is the financial loss for

the pharmaceutical company. Therefore, it is very desirable that the reasons for attrition

be addressed as early as possible. Ultimately, a successful drug must satisfy numerous,

sometimes competing objectives so that the benefits to patients outweigh potential side

effects.

1.2 Why Do We Need Computer-aided Molecular Design?

Theoretical estimate for the number of putative compounds is about 1060− 10100[70], which

clearly makes the full enumeration of this space infeasible. About 107 of them are known

compounds that can be found in the libraries of pharmaceutical companies. Even though the
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great advances in high-throughput screening (HTS) technology can currently allow testing

of 106 compounds per day, there are serious limitations. One such limitation is the cost:

estimated cost of screening a compound for binding affinity in receptor assays or functional

activity in whole cell-based assays is between $0.2 and $10[69]. To reduce the size of the

compound library before HTS stage, virtual screening techniques can be employed in cases

where some starting information is available, such as a known ligand or the binding pocket

of the target.

It should also be mentioned that compound libraries in pharmaceutical industry are

usually generated as a product of the previous focused research in the company, and do not

offer enough diversity for HTS. As a result, only a very limited region of the theoretical

chemical space may be sampled even if the whole library is screened.

While computational methods are also incapable of processing the entire space, local

optimization techniques can be applied to sample different regions of the space and come

up with local optima. These methods cannot be expected to provide us with instant drug

structures. Rather, the designed structures are more likely to represent examples of lead

structures which can give an insight into binding modes of the target and with further

optimization become candidates for drugs.

As mentioned before, a potent ligand is not a drug - various additional requirements must

be satisfied. The attrition of compounds in later stages of the development process due to

unsatisfactory ADMET (absorption, distribution, metabolism and toxicity) performance is

highly undesirable. This is another area where computational methods can potentially pro-

vide significant time and cost reductions - the optimization techniques mentioned previously

can be used to design molecules satisfying multiple constraints and objectives.

1.3 This Dissertation

It is clear that there is a need for effective computational methods which would reduce the

number of candidate compounds before they are synthesized and tested in a wet-lab for
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their ability to achieve the desired effect, e.g. inhibit an enzymatic reaction. The promising

compounds must comply with certain selection criteria such as predicted high potency or

low toxicity. A number of methods have been developed for this purpose: some of them

use the selection criteria to virtually screen the existing ligand databases, others attempt

to assemble new and optimized compounds. The question arises: is it possible to enrich an

existing database with newly generated compounds in a time efficient manner, or in other

words, should we concentrate our time and computational resources on screening an existing

database or can we achieve an improvement by generating compounds de novo?

In this dissertation we have devised and performed several tests in an attempt to answer

the posed question and to demonstrate that in the majority of cases an enrichment can be

attained by generating a novel set of ligand compounds optimized for the desired criteria.

The following are the contributions of this dissertation:

• To design the novel ligand library we implemented a parallel genetic algorithm, which

by performing crossover and mutation operations on molecular structures drives the

search in the chemical space towards optimized molecules. The parallel implementation

allowed us to perform tests on a larger scale than previously attempted.

• In order to guide our search algorithm in the right direction a fast scoring function was

developed. The scoring function predicts the ability of a ligand to bind to a specific

target, which allows the generation of compounds optimized for the desired target.

• We used the scoring function to screen an existing database of some 107 compounds.

We then compared the enriched set obtained in this manner to the set of compounds

obtained from the genetic algorithm. In this dissertation we present and analyze the

data obtained from these tests.
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1.4 Organization of This Dissertation

The remainder of the dissertation is organized as follows. In the next chapter we give an

introduction to the main techniques employed in the field of computational drug design

and describe some of the more relevant work in detail. We describe the computational

techniques used in our algorithm by giving an overview of the methods and the details of

our implementation in chapter 3. The computational techniques in chapter 3 include genetic

algorithms and neural networks. Chapter 4 describes the parts of the algorithm that are

specific to the drug design process, how they all come together as well as the experimental

set up, various parameters of the algorithm, etc. Results (validation of the scoring function)

and discussion are presented in chapter 5 followed by conclusions and future work in chapter

6.
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2 Background and Literature Review

In this dissertation we examine two major computational techniques used in drug design.

These techniques are usually applied when there is a need to generate a target focused library

of promising candidates for synthesis and experimental evaluation. The alternatives are to

screen an existing compound database or to generate compounds de novo based on existing

knowledge of the target or actives that bind to it. The promising compounds must satisfy

various selection criteria. Usually, they are expected to show good activity against the desired

target. Unfortunately, the knowledge at the molecular level of the drug-receptor interactions

that are responsible for the biological recognition is not straightforward, and their simulation

on a computer is far from perfect. Predictably, the more accurate the method, the more

computationally expensive it is.

2.1 Virtual Screening

Virtual screening or in silico screening is a way to prioritize and filter chemical compounds

from large databases using computational methods in order to find biologically active drug

leads[73, 12, 54]. Virtual screening is usually performed before the high-throughput screening

phase in the drug design process as it is a faster and less expensive way to narrow down the

search space. Besides reducing the time and cost of development in the early stages, the

structural insights and affinity information obtained in the process can be used for further

lead optimization[59].

[26] suggests that virtual screening methods can be classified into four main types accord-

ing to the structural and bioactivity data available. If only one biologically active molecule is

available then similarity search may be performed, where the compounds are sorted accord-

ing to the similarity to the known active structure. If a bigger number of actives is available,

it may be possible to identify common pharmacophores which may be responsible for the

observed activity. Afterwards the molecules in the database can be searched for matches
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with those pharmacophores. In the case when a fair number of both active and inactive

molecules is available they can be used to train a machine learning system. Finally, if the

protein structure is known, protein-ligand docking can be performed. The first three types

of virtual screening are known as ligand-based screening methods, while the docking belongs

to structure-based screening methods. In this dissertation we only consider the case where

the 3D structure of the protein has been solved and therefore docking experiments can be

done.

Docking is a method used to predict the position and orientation of a molecule when

bound to another. Usually this is followed by the assessment of the binding affinity between

the two molecules by means of a scoring function.

Since the scoring methods addressing the full thermodynamic cycle involved in the bind-

ing process require large-scale simulations, they are very time consuming and computa-

tionally costly and therefore unfit for filtering large datasets of compounds[13, 12]. Faster

methods used in docking programs make various assumptions and introduce simplifications

in the evaluation of modeled complexes. These methods decompose the free energy of bind-

ing into a sum of components arising from specific interactions. Since the free energy of the

binding is a state function and it’s components are not, this will only give us an estimate

of the binding energy[64]. It should also be noted that ligand-binding events are driven by

a combination of enthalpic and entropic events, and that either entropy or enthalpy can

dominate the interaction process[27]. Most of the fast scoring functions do not fully account

for entropic effects. Nevertheless, these methods are computationally cost effective and of-

tentimes can provide reasonable estimates [12]. These scoring functions can be classified into

three main types: first principles methods, empirical scoring functions and knowledge-based

methods. Below we bring a review of these classes. More details on the progress in this area

can be found in [59, 50, 27, 8].
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2.1.1 First Principles Methods

First principles methods rely on well established molecular mechanics force fields to estimate

the binding affinity. The total free energy has contributions from the stretching of bonds,

bending of angles, torsional rotations and from electrostatic and van der Waals interactions

between atoms [63] (Equation (1)), and typically accounts for the sum of the internal ligand

energy and the receptor-ligand interaction energy.

V =
∑
bonds

ki
2

(li − li,0)2 +
∑ ki

2
(θi − θi,0)2 +

∑
torsions

Vn
2

(1− cos(nτ − γ)) +

N∑
i=1

N∑
j=i+1

qiqj
4πε0rij

+
N∑
i=1

N∑
j=i+1

4εij

[(
σij
rij

)12

−
(
σij
rij

)6
]

(1)

The various constants in equation (1) are usually determined from experimental measure-

ments or from high-level quantum mechanics calculations on small representative systems.

Modeling intermolecular interactions of protein-ligand complexes by simple molecular-mechanics

force-field calculations in vacuum reflects purely enthalpic contributions to the free enthalpy

of binding [59], and does not include solvation and enthropic terms. While force field calcu-

lations can yield good agreement with the experiment they are usually very time consuming

and simplified versions of equation (1) are used in practice. E.g. DOCK(v4.0) [2] only

uses the van der Waals and Coulombic terms and omits the calculation of internal ligand

energy, while AutoDock [33] uses a more complete version of the potential but incorporates

pre-computed grids to simplify the computation. Other docking tools that use force field

scoring functions are QXP [65], ICM [51], GOLD [43], as well as SYBYL [6] software package

(G-Score, D-Score).

2.1.2 Empirical Scoring Functions

Empirical scoring functions represent the binding energy as a sum of several parameterized

functions.
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∆Gbinding ≈
∑

∆Gifi(rl, rp) (2)

In equation (2) each fi is a simple geometrical function of the ligand coordinates rl

and the receptor coordinates rp [12]. The design of empirical scoring functions is based on

the idea that binding energies can be approximated by a sum of individual uncorrelated

terms which are chosen such that they intuitively cover important contributions of the total

binding energy. The functions fi are usually evaluated on a set of protein-ligand complexes

and the weighting coefficients are determined either by multiple linear regression, partial

least squares regression or a neural network analysis, using the experimentally determined

binding affinities for those complexes. A general problem with empirical scoring functions is

that they depend considerably on the compilation of the training set and the contributions

from the rarely observed phenomena will be poorly described by the regression analysis. On

the other hand these scoring functions are usually simpler to evaluate and their terms are

based on approximations similar to force-field functions.

An empirical scoring function usually includes individual terms for hydrogen bonds, ionic

interactions, hydrophobic interactions and binding entropy (so-called rotor term) [12].

One of the earliest empirical scoring functions, SCORE1 [11], takes into account hydrogen

bonds, ionic interactions, the lipophilic protein-ligand contact surface and the number of

rotatable bonds in the ligands. It was calibrated using linear regression on a set of 45

protein-ligand complexes with respect to their experimentally determined binding affinities.

Another scoring function of this type is ChemScore [42]. The coefficients of each term

were obtained using a regression based approach on 82 ligand-receptor complexes as in the

previous work. This function uses simple contact terms to estimate lipophilic and metal-

ligand binding contributions, a simple explicit form for hydrogen bonds and a term which

penalizes flexibility.

For the training process in their VALIDATE [53] approach, Head et al. assembled a

diverse set of 51 protein-ligand complexes. Their relevant physicochemical properties were
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computed which included the electrostatic energy, steric interaction energy, steric fit, H logP

partition coefficient, rotatable bond count, ligand strain energy, lipophilic contact surface

area, hydrophilic contact surface area, polar/nonpolar contact surface area, and bad hy-

drophilic contact surface area. Unlike previous methods, hydrogen bonds were not explicitly

considered. These properties were analyzed by partial least squares statistics, or neural

network analysis, to calibrate the coefficients for the individual terms.

Several empirical scoring functions were developed tailored to one protein [23, 10, 45, 18].

In [23], Rognan et al. recalibrated the ChemScore function [42] for two different training

sets: (a) five HLA-A*0201 peptide-inhibitor complexes, which had been determined by X-ray

crystallography, and (b) three-dimensional models of 37 H-2Kk peptide-inhibitor complexes,

which had been obtained by knowledge-based homology modeling. In [10], Bohacek and

McMartin used only nine thermolysin-inhibitor complexes for the calibration of a simple

approximate estimate of energy. A multiple linear regression was carried out to correlate

the potency of each inhibitor with the number of hydrophobic contacts and the number of

hydrogen bonds the inhibitor makes with the enzyme. In [45] the interaction energy was

decomposed into nonpolar, electrostatic and entropic contributions which were calculated for

11 DnaK-peptide complexes. Afterwards, linear scaling of the calculated terms was applied

to fit them to the experimental values. In [18] a neural network was trained to associate

the 3D molecular electrostatic potential surface properties of molecules with the free energy

of binding. For this the electrostatic potential surface properties were calculated for 21

inhibitor molecules as well as their binding energies to IU-nucleoside hydrolase.

2.1.3 Knowledge-Based Methods

The idea behind the knowledge-based methods is that if a sufficiently large sample dataset

is available, it can be used to derive rules inherently stored in this knowledge base. It is,

therefore, no surprise that with the steadily increasing number of solved protein-ligand struc-

tures in PDB these approaches are getting more attention as a means to develop new scoring
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functions. Such knowledge-based approaches use the concept of the ”inverse Boltzmann law”

(Equation (3)):

Eijk = −kT ln(pijk) + kT ln(Z) (3)

where Z is the partition function. The second term in equation (3) is constant at constant

temperature T and can be omitted [12]. The energy function Eijk is called a potential of

mean force (PMF) for a state defined by the variables i,j and k and pijk is the corresponding

probability density. For the purpose of deriving scoring functions, the variables i,j,k can

be chosen to correspond to protein atom-types, ligand atom-types and their inter-atom

distance respectively. So, using equation (3), the frequency distributions of interatomic

interactions derived from the crystal structures of protein-ligand complexes can be converted

into potentials of mean force. When applying a knowledge-based scoring function, only those

interactions that are close to the frequency maxima of the interactions in the knowledge base

are considered favorable [59].

The popular implementations of such functions include PMF Score [66], DrugScore [34],

SMoG-Score [15], etc. In [66], 697 protein-ligand complexes from a protein database were

used to produce distance-dependent Helmholtz free interaction energies of protein-ligand

atom pairs. SMoG contains a very coarse-grained implementation of such pairwise atom po-

tentials to evaluate protein-ligand interactions. In DrugScore 1376 protein-ligand complexes

were used to compute distance-dependent pair-potentials and solvent-accessible surface de-

pendent singlet potentials for protein and ligand atoms.

2.2 De novo Ligand Design

Molecular de novo design refers to generation of novel molecular structures with desired

properties from scratch. It essentially represents a search strategy for ligands with desired

pharmacological properties in the space of 1060−10100 chemically feasible drug-like molecules.

A systematic search in such a large chemical space is unfeasible. Rather than generating and
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evaluating each compound within the search space, de novo design approaches rely on the

principle of local optimization, most of them employing some sort of a stochastic structure

optimization algorithm. This way the size of the sample space can be reduced to more

manageable proportions.

Local optimization techniques start with a candidate solution and iteratively move to a

neighboring solution until termination criteria are satisfied. The chemical space may contain

different islands of molecules possessing desired activity against the target. Each island

will contain structurally related molecules, that exhibit similar function in varying degrees.

Ideally, a successful algorithm should be able to find an optimum solution within an ”activity

island” as well as move from one island to another through a space of molecules which do

not possess the desired pharmacological properties. Such computational methods can be

regarded as idea generators for medicinal chemists, therefore it is desirable to have a number

of diverse compounds from different ”activity islands” which can be optimized for further

testing.

To solve the problem, de novo design algorithms must implement several basic compo-

nents:

• The neighborhood relation must be defined and a method provided for assembling the

neighboring molecules.

• A scoring method must be provided for evaluation of the quality of the solutions.

• A search mechanism must be devised that will provide a strategy for choosing which

neighbor to move to.

In assembly of structure building, candidate structures can be built either from single atoms

or molecular fragments. Atom-based generation can yield better structural variety while

fragment-based generation reduces the search space. When fragments commonly appearing

in drug molecules are used as building blocks, it can also make the designed compounds more

feasible for synthesis and more likely to possess drug-like qualities. There are several generally
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applied techniques for structure sampling, such as linking, growing, lattice-based sampling,

random structure mutation and mutation driven by molecular dynamics simulations[70].

Some of these methods are described below when we survey several de novo design programs.

After a novel ligand has been designed, its fitness for the task at hand needs to be eval-

uated. This requires some sort of a scoring method. The scoring function will rank the

compounds to make it possible to pick more promising molecules for further optimization.

Scoring is applied at the final stage of the run when final products have already been gener-

ated as well as throughout the generation process, where it helps to steer the search towards

the space with compounds with better fitness values. Scoring function reflects the constraints

that we want to impose on the ligand. Traditionally, de novo design has focused on design-

ing molecules satisfying a single objective - binding affinity, i.e. primary target constraints,

and ignored the presence of the multiple objectives required for drug-like behavior. More

recent methods attempt to design molecules satisfying a number of other secondary target

constraints (constraints other than binding affinity). Depending on the available informa-

tion, primary target constraints can be receptor-based, where the information about the

binding pocket of the protein is utilized or ligand-based, where the known ligands binding

to the target play the key role. As mentioned before, an effectual drug must have suitable

ADMET properties. Constraints, imposed by taking these into consideration are examples

of secondary target constraints. Secondary constraints can also be applied in order to make

the in silico generated compounds synthetically accessible, i.e. feasible to synthesize from

available starting materials.

Search strategies commonly applied to this problem are breadth and depth first search,

random sampling and evolutionary algorithms. A survey of de novo design programs is given

below.
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2.2.1 LigBuilder

[49] LigBuilder is program for structure-based drug design. It iteratively builds ligands using

a library of small organic fragments by taking into consideration the structural constrains

imposed by the binding pocket of the protein. Firstly, the program locates the binding pocket

of the protein and the key interaction sites within it. A pre-docked ligand is required for

this step. The target protein is treated as rigid throughout the ligand construction process,

so this step is performed only once for a given protein. The next step is the building of the

ligand. The program provides two separate modes for this task: growing and linking. With

the growing strategy, a ”seed” structure provided by the user is pre-placed in the binding

pocket. The user also assigns ”growing sites” on the seed structure, which will subsequently

be replaced by the program with candidate fragments. The resulting structure will serve as

the ”seed” for the next growing cycle. In the case with the linking strategy, the seed structure

consists of several separate pieces that are positioned to maximize the interactions with the

target protein. During each cycle the program will simultaneously grow fragments on each

of the pieces and try to link them. The process continues until all the pieces are merged

into one molecule. Due to the combinatorial nature of the problem systematic sampling of

the solution space is not feasible, so the control over generated ligands is accomplished by

a genetic algorithm. The fitness function consists of two components: binding affinity score

and bioavailability score. The binding affinity score is calculated by an empirical function,

developed by the authors, called SCORE[48]. As bioavailability score they use the ”Lipinski

rules”[20], but the program allows users to change the criteria to suit their specific needs.

The system was tested on two enzymes: thrombin and dihydrofolate reductase. In these

tests the authors tried to reproduce known ligand molecules that bind to these proteins. In

both cases they were able to find molecules fairly similar to the known ligands. The analysis of

similarity was performed manually. The testing was performed with a very limited fragment

library (about 40 fragments), which we feel might have biased the testing. Each run of

GROW with a population size of 3000, a generation limit of 10 and a maximum output of a
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100 took about 5 hours on a SGI O2/R10000 workstation. A run of LINK with a population

size of 1000 and a generation limit of 10 took about 6 hours on the same machine.

2.2.2 LEA

[22] LEA is another de novo design tool that uses a genetic algorithm for combinatorial

optimization. It uses four types of fragments as building blocks: general fragments, functions,

ramifications (small fragments) and amino acids. All the manipulations with molecules are

performed directly on their SMILES[24, 25] line notation, which is done by employing a

set of rules for the correct modification of the molecules. The fitness function uses target

specific quantitative structure-activity relationship (QSAR) model based on physico-chemical

descriptors, such as molecular volume, lipophilicity, etc. It consists of a sum of constraints

that are range properties, which were found by evaluating the distribution of active and

inactive compounds as a function of the distribution of parameter values.

During the run of the GA, initial population is generated by a random process. After-

wards, the fitness of these candidates is evaluated, and one or two parents are chosen based

on their fitness value (better fitness increases the probability of the candidate to be chosen

for breeding) and the breeding function (mutation or crossover) to produce the next gener-

ation of candidates. This is iterated until convergence is achieved. Mutation and crossover

are randomly chosen based on their probability, which can be either fixed or modulated by

an adaptation strategy. In LEA, they implemented two crossover operations (depending on

the way the two parents are going to be combined) and 13 mutation operations (depending

on the types of fragments, whether they are inserted or deleted, etc.)

Two test runs are reported in the paper. In the first one they tried to design retinoid

analogs from fragments such as benzene. In this case they used eleven physico-chemical

properties, taken from a previous QSAR analyzes study on retinoids, to characterize agonists.

In the second test they tried to find salicylic acid molecule from the evolution of methane

fragments. The fitness is based on seven simple constraints, such as molecular weight and
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the number of oxygen atoms. In both cases with extensive adjustments of the parameters

of the algorithm they were able to obtain increase in the fitness values, and find molecules

with desired properties. The results they reported are strongly dependent on the quality of

the model - a prior study needs to be conducted to define it.

For a calculation of 100 generations with population of 40 candidates, they report running

time of 6 hours on SGI Indigo2 R10000 175MHz 64MB RAM.

2.2.3 BUILDER v.2

[67, 52] The approach taken in this work is quite different from the ones described previously.

This program uses DOCK[36, 30] to place some molecules chosen by the user into the binding

site. The top-ranking compounds are then analyzed by the user who will pick interesting

molecules or fragments as initial fragments to input to BUILDER. The task of BUILDER

is to construct bridges that will join the initial fragments. The user is required to provide

two fragments that need to be joined and one atom on each fragment, which will be used as

the end points of the bridge. The bridge-building procedure can be described as a five-step

process. Firstly, a random lattice is generated in the active site of the target. The lattice can

be reused for any other fragments placed in that active site that need to be joined, so this

step is executed only once for an active site. To create the lattice, the user needs to specify

the dimensions of the box where the lattice will be placed. Atoms are randomly generated

into the box with a certain density, also provided by the user. As the second step, the

program searches for the paths on the lattice that connect the two atoms on the fragments.

This is done via a breadth-first search algorithm. For each point in the path atom element

is ignored, instead, only its hybridization state is considered. After the generic paths are

formed, each point in those paths gets assigned a specific atom type. For this, the program

has a ’GOODLIST’ of allowed three-atom combinations. This part is also accomplished

with a breadth first search algorithm. The first end point of the path is assigned the original

atom type. The next atom connected to it will be replaced by all the possible atom types
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that can be bonded to the previous atom. This is regulated by checking that the atom

type does not violate the correct hybridization state and the allowed atom combinations

from the GOODLIST. In the next step, the bond lengths and bond angles are adjusted with

the SHAKE[71, 37] algorithm, which iteratively goes through a set of distance constraints

for bond lengths and bond angles and adjusts them one at a time. In the final step some

adjustment are made to the paths. These include adding atoms, such as adding oxygens to

carbonyl carbons, and building rings where possible. To build a ring, for each connector,

the rings from a user-defined set are tested to see if they can be embedded in the connector.

If several rings match the path, they are both generated and considered separate bridging

groups.

This method considers only complementarity of the ligand and the target - no secondary

constraints are applied. The search strategy that was applied (breadth-first search) consumes

large amount of resources.

2.2.4 BREED

[17] This approach takes advantage of the fact that several protein-ligand complex structures

featuring different inhibitors can be available for the same protein. It exploits the information

about the known positions of two ligands to recombine their fragments to generate novel

ligands. The idea behind this is that a potency-enhancing group from one scaffold will

enhance the potency of another scaffold if it is positioned appropriately.

The method is the following. First, the target structures must be overlaid. If the proteins

are not identical, but the binding pockets are similar, only the binding pocket area is aligned.

This step is necessary to achieve alignment of the inhibitors. It is not automated. Once the

ligands are aligned, each pair of ligands is analyzed to find matching bonds. Two bonds are

considered matching if: 1) the bonds are of the same order, 2) the atoms at the ends of the

two bonds are within 1Å from each other, 3) the angle between the two bond vectors is no

greater than 15o, 4) neither of the bonds is in a ring system. Ring-handling is not addressed
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due to greater complexity of the problem.

After identifying the matching bonds, two new molecules are generated for each of those

bonds. One end of the bond is connected to the fragment taken from one of the initial

molecules and the other end to the fragment from the second molecule. This is done in

both possible ways to generate two molecules. The positions of the atoms at the ends of the

matching bond in the new molecule are taken to be the average of the Cartesian coordinates

of the corresponding atoms in the parent molecules. The remaining parts of the molecule are

exactly the same as in the parent molecule from which they were taken. This process can

be repeated on the newly generated offspring to produce another generation of molecules.

The testing was done on two systems: HIV-1 aspartyl protease, which has a large vari-

ety of inhibitors and numerous available crystal structures, and a family of protein kinase

enzymes, which are closely related targets with many known inhibitors. For each system

10 diverse sets of inhibitors were used to create novel potential inhibitors. Because the

structures are generated by combining target-bound inhibitors, the resulted structures are

created in the appropriate conformation and position for binding to the target, i.e. they are

essentially pre-docked. To further screen among these new compounds in search of more

promising candidates for synthesis and testing, additional tools, such as scoring, must be

applied. It is clear that this method can only be applied to a very small set of targets for

which several inhibitors are known and crystal structures are available.

2.2.5 COLIBREE

[41] To guide the process of combinatorial de novo design, this work uses a discrete version of

particle swarm optimization (PSO) algorithm. PSO is a stochastic, evolutionary algorithm,

which is based on swarm intelligence. A swarm is modeled by particles, each of which

has access to a personal memory where it stores its best solution at the moment. Each

particle has also access to social memory, which contains the best solution found by the

whole swarm. In addition, particles store their current search point (a molecule) and a

17



set of quality vectors (QV) for each of the building blocks and linkers (building blocks are

molecular fragments; linkers are substructures connecting building blocks). A QV represents

the relative probability of a fragment (building block or linker) to be selected in the next

step of building up the molecule, and is incremented at the beginning of the search step if

the corresponding fragment is present in the current generation of the swarm.

In the beginning all particles are randomly initialized in the search space. Starting with

a user provided scaffold, they add randomly selected linkers and building blocks until all

attachment points are saturated. In a search step, the molecule is treated a tree structure

with the scaffold being the root of the tree. Linkers and building blocks are both considered

nodes of the tree. Walking from the root to the end of a branch the algorithm makes a

decision to replace an existing node with another with a probability of 0.4. If a decision is

made to replace a node, the node is picked according to its value in the respective QV. During

an optimization cycle a new molecule is created by each particle, and its fitness is evaluated

by a fitness function described below. The social and personal memories are updated if

the newly found solution is a better one. The optimization cycle is repeated several times

for each particle and the molecules stored in personal memory represent the output of the

algorithm. Molecular building blocks are obtained from six compound libraries, consisting of

known drugs and lead structures by applying pseudo-retrosynthetic fragmentation[55]. Only

the building blocks with a molecular weight < 200 Da and less than four attachment points

are kept. The set of linkers consists of 12 linkers, which were picked by hand.

The fitness function represents a weighted sum of Euclidean distances between the ref-

erence ligands and the ligand under consideration. The molecular descriptors used here are

given as scaled frequencies of atom-type pairs over topological distances (number of bonds

along the shortest path connecting the two atoms in the molecular graph). Being indepen-

dent of the 3D conformation of the molecule, this descriptor can be useful for scaffold-hopping

during the design process. The weights for the reference compounds are adjusted by the user

according to their relevance to the target at hand.
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To test the impact of the swarm size on the algorithm’s optimization ability, a small

search space of 100 building blocks and 7 linkers was used. The reference molecule was

Rosiglitazone. The run was considered successful if the reference molecule was found during

the first 500 000 search steps. The test didn’t show a notable dependence on the swarm size,

except for the pseudo-swarm of size 1. To test if the PSO was able to come up with molecules

similar to the reference molecule, a previous implementation of self-organizing maps was

employed. The data was projected into a two-dimensional space and grouped into clusters

at the same time. The neighboring regions in the two-dimensional space contain similar

molecules (in terms of the Euclidian distance between their high-dimensional descriptors).

This approach yielded several molecules similar to Rosiglitazone. The performance of the

algorithm was also compared to that of a swarm with randomly searching particles with

results in favor of the former.

Because scaffold as well as the linkers is selected manually, it is difficult to apply this

approach to a large number of proteins in an automatic fashion. The molecular tree is only

one deep so only certain types of molecules will be explored.

2.2.6 MEGA

[21] This program implements a multi-objective genetic algorithm to assemble novel com-

pounds. The compounds are represented as graphs and mutation and crossover operations

are applied to explore the search space. The operations can be performed at the level of bonds

and atoms as well as molecular fragments. The fragments were obtained by fragmentation of

two data sets containing around 500 known Estrogen Receptor ligands with a substructure

mining tool. A fragment is weighted according to the activity level of molecules containing it.

The weights determine the likelihood of the fragment being chosen in the molecule building

process. To perform crossover and mutation operations a RECAP[55] type bond is broken

and one of the end fragments is swaped for a fragment from the fragment collection in case of

mutation, and for a fragment from the second parent molecule in case of crossover. A second
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type of crossover is also available, which breaks an arbitrary bond in each of the parent

molecules and recombines the resulting fragments. Additional measures are implemented to

handle the cases where the randomly chosen bond is part of a ring system or if the resulting

molecules are not valid with respect to valences.

The algorithm provides several options for scoring. These include the calculation of

the binding affinity score via a docking program, a molecular similarity score based on

Tanimoto distance[46] and chemical structure score, which is a simple score calculated from

the chemical graph of the molecule, e.g. Rule of Five[20]. After all objectives are calculated

for each new individual a Pareto ranking procedure is applied - the rank is assigned to an

individual according to the number of individuals in the population that dominate it. The

fitness is assigned either by linear transformation of the Pareto rank or a niching mechanism

is invoked. In the second case a diversity analysis is performed by clustering the genotypes

and the fitness score consists of both the linear transformation of the Pareto rank and the

cluster assignment of the individual.

The populations are subjected to crossover and mutation operations according to user

provided probabilities. Several selection strategies are available, such as ”best”, ”tourna-

ment” or ”roulette”. In the case when niching is enabled the selection is applied to clusters

rather than the entire population. In the new population the parents are merged with off-

spring and after fitness calculation the population size is reduced to the size set by the user

via ”roulette”-like method. The program also provides an elitism strategy to prevent good

solution from getting lost: the non-dominated solutions are stored in an archive which can

be merged with the current population before the fitness is assigned and the next population

is picked.

Various test are reported, analyzing the performance of the algorithm in both single- and

multi-objective modes. Both ligand-base score and the binding affinity score were applied in

the single-objective optimization tests. In the first case, the objective was to design molecules

similar to a known ligand. Population size varied from 10 to 100 individuals and the program
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ran for 1000 iterations. The resulting molecules were then visually analyzed for the similarity

with the desired ligand. They report running time of around 2 minutes for these tests. In

the second case, the objective was to design molecules with high binding affinity to Estrogen

Receptor-alpha. The performance was evaluated by comparing the docking scores of the

resulting molecules to the score of tamoxifen known to bind strongly to the target receptor.

Even though comparable scores where obtained, the absence of other objectives and hard

filters resulted in non-druglike characteristics and potential structural issues. In this case,

the program ran for 20 hours on the population of 50 individuals for 100 iterations.

The other test combined several objectives: the maximization of the binding affinity

to ER-beta, the minimization of binding affinity ER-alpha and the Tanimoto similarity to

tamoxifen greater than 0.4 as hard filter. Several structural scores, such as molecular weight,

were also applied as hard filters. The run on a population of 20 individuals, 100 iterations

took 40 hours to complete. 23 solutions were obtained on the Pareto-front, 14 of which

showed good scores on both objectives. All tests were done on Intel Core 2 Duo 3GHz

processor and 2GB of memory.
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3 Computational Techniques

3.1 Genetic Algorithms

Genetic algorithms attempt to simulate biological evolution to solve search and optimization

problems on the computer. A population of individuals representing candidate solutions is

iteratively mutated and/or recombined according to predetermined probabilities. The fitness

of the individuals in the population is assessed in order keep better fit individuals for the

next generation. It also plays a role in the selection of individuals which will be recombined

or mutated. Genetic algorithms require both an objective (evaluation) function and a fitness

function. Objective function reflects the requirements imposed by the problem domain by

defining the optimality condition. Fitness function measures how well a solution satisfies the

optimality condition.

Genetic representation of the individuals is another problem dependent part of genetic

algorithms. The standard representation of candidate solutions is as a binary array of fixed

size due to ease of the alignment and therefore operations of recombination. The pseudo-code

for evolutionary procedure that was applied in this research is shown below. The problem

specific details of the algorithm, such as the evaluation functions and genetic representation

of the individuals as well as the parameter values used in experimental runs are provided in

the next chapter.

Data: n, m, crossover and mutation probabilities
Choose initial population
while not terminated do

Calculate fitness for each candidate
Select individuals to mate based on fitness values from above
Copy n best fit individuals to the next population
Apply crossover and/or mutation to the selected individuals
Keep m best individuals found so far in a separate array
Check for termination criteria

end
Algorithm 1 Genetic Algorithm
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In our program, the termination can occur in following cases: maximal number of itera-

tions N has passed, the percentage of individuals is larger than m, the best evaluation value

has not change for k iterations (N , k and m are specified by the user).

3.1.1 Fitness Calculations

At each iteration, fitness is computed for each individual in the population. For this purpose,

a function must be provided which takes a genetic representation of the chromosome and

assigns it a score based on the desired objective. To help maintain diversity or differentiate

between similar individuals oftentimes the objective scores are scaled in some fashion to get

the final fitness value. Below, we describe fitness functions implemented in our program.

The objective score is converted to a non-negative monotonically increasing fitness func-

tion. If the scores are negative, they are mapped to positive values. If the problem is a

minimization one, it is translated into a maximization problem by one of the following two

methods.

• The reciprocal of the objective or evaluation function is calculated by

u(x) = (af(x) + b)k (4)

where we take a = 1, b = 0 and k = -1.

• The worst evaluation function value in the population is subtracted from each evalua-

tion function:

u(x) = af(x) + b(t) (5)

where a = -1, and b(t) = kmax f(x), k is given by the user.

The fitness functions applied to the maximization problem are listed below:

• If identity fitness is requested, no other transformations are applied to the raw objective

scores.
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• In the case of linear ranking [9, 72], the transformation is given by

u(p) = Min+ (Max−Min)
rank(p)− 1

N − 1
(6)

where rank(p) is the index of chromosome p in the list of the population members

sorted by their evaluation values, and N is the population size. Ranking requires that

1 6Max 6 2 and Min+Max = 2. The value of Max is given by the user.

• The third method available in our algorithm is linear normalization[14] given by

u(p) = K − (σrank(p)) (7)

where σ is the standard deviation of objective scores and K is their mean value.

The implementation of the functions described in this subsection as well as some other

functions used in our program is borrowed from PGAPack package [4].

3.1.2 Selection

The selection scheme determines how individuals are chosen for mutation and recombination

based on their fitness scores. If the bias towards best individuals is too large it can lead

to premature convergence and if it is not large enough - too slow evolution rate. The

selection methods are designed to address these issues. The following are the selection

schemes implemented in our program.

• In proportionate or roulette wheel selection[60] the individual’s probability of selection

is proportional to its fitness: pi = fi/
∑

i fi, where pi and fi are the probability of

selection and the fitness value respectively.

• Stochastic universal sampling (SUS) [9] is a development of the proportionate selection.

While the proportionate selection chooses individuals by repeated random sampling,
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SUS uses a single random value, and chooses candidates at evenly spaced intervals

from that value. Figure 1 shows the process graphically. The main difference of this

method from the roulette wheel selection is that an individual will be selected exactly

as many times as predicted by the probability proportional to its fitness, while the

roulette wheel method doesn’t make this guarantee. E.g. if an individual occupies

25% of the wheel and we select 10 individuals, we would expect on average for that

individual to be selected 2 or 3 times. SUS will selected the individual exactly 2 or 3

times, depending on the one random value, while the roulette may select any number

of times between 0 and 10.

1 2 3 4 5 6 78

random  number

Total fitness = F

F/N F/NF/N F/N

Figure 1: Stochastic universal sampling.

• Tournament selection [60] chooses two individuals randomly and picks the with the

higher fitness value.

• Probabilistic tournament selection [60] is a slight variation of tournament selection. In

this case the individual with higher fitness is selected according to some predefined

probability. In our program the probability can be provided by the user.

Other selection methods not implemented in our program include truncation selection

where a proportion of a population with best fitness values is selected, local selection where

individuals only mate inside ”neighborhoods” and others.
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3.1.3 Crossover and Mutation

Crossover and mutation operations are dependent on the type of genetic representation being

used. In one-point crossover a point on the genome of both individuals is picked, and the

part of the genome beyond that point is swapped between the two individuals. Analogously,

in two-point crossover two points are selected and the section of genome between those points

is swapped. Another common type of crossover operation is uniform crossover. In this case

all non-matching genes of parent individuals are swapped with a fixed probability.

To diversify the population and avoid local minima, a mutation operation can be used

in genetic algorithms. It can produce genomes which cannot be obtained by crossover.

Usually, one or more genes are mutated with small fixed probability. Mutation and crossover

operations can both be applied at the same time or one or the other can be chosen. In our

program mutation operation can be applied following crossover, or alternatively, mutation is

only applied when crossover is not (this is determined by the crossover probability provided

by the user).

Our implementation of crossover and mutation operations tailored to the problem of

molecular design is described in the next chapter.

3.1.4 Multi-objective Genetic Algorithms

Multi-objective genetic algorithms are one of the popular stochastic approaches to solve

multi-objective optimization problems. In mathematical terms, the problem of multi-objective

optimization (minimization) is defined as follows:

min[F (x) = (f1(x), f2(x), ..., fk(x))] subject to gi(x) ≤ 0, i = {1, ...,m} and hj(x) =

0, j = {1, ..., p}, x ∈ Ω. The solution minimizes the components of a vector F (x), where

x is an n-dimensional decision variable x = {x1, ..., xn} from some universe Ω, subject to

inequality and equality constraints g and h.

In the presence of multiple objectives the notion of optimum changes. In multi-objective

problems, the objectives are generally conflicting, which prevents simultaneous optimization
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of each objective. Instead of a unique solution the aim is to find a set of good solutions

compromising between objectives. Most commonly, the adopted ”optimality” is the Pareto

optimality. A solution x ∈ Ω is said to be Pareto optimal with respect to Ω if and only if

@x′, s.t. F (x′) dominates F (x). Pareto dominance is denoted by � and defined as follows:

a vector u = {u1, ..., un} is said to dominate vector v = {v1, ..., vn} (u � v)if and only if

∀i ∈ {1, ..., n}, ui ≤ vi and ∃i ∈ {1, ..., n} : ui < vi.

For a given multi-objective optimization problem, the Pareto optimal set, P ? is defined

as {x ∈ Ω|@x′ ∈ Ω, F (x′) � F (x)}. For the vectors in this set, the objective values cannot

be improved simultaneously. The Pareto front, PF ? for a give multi-objective problem is

defined as {F (x)|x ∈ P ?}.

The ultimate goal of a multi-objective optimization method is to identify solutions in

the Pareto optimal set. In most cases, however, Pareto front contains an uncountable set of

solutions, which is in practice impossible to identify. The practical competing goals[16, 31]

that a multi-objective method should strive to achieve can be summarized as follows:

• The best Pareto front found should be as close as possible to the true Pareto front.

• Solutions in the best-known Pareto front should be diverse and evenly distributed along

the Pareto front to provide a good picture of trade-offs.

• The whole spectrum of the Pareto front should be captured in the best-known Pareto

front.

Genetic algorithms have been the most popular heuristic approach to solving multi-objective

optimization problems. Several multi-objective genetic algorithms have been developed,

mainly differing in fitness assignment procedure, and mechanisms for diversity and elitism.

Below we summarize the major techniques used in popular multi-objective genetic algo-

rithms.

• Fitness functions. Some multi-objective algorithms use a weighted sum approach. In
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this case the multi-objective problem is converted into a single-objective problem, with

the evaluation function calculated as follows:

f(x) = w1f
′
1(x) + ...+ wnf

′
n(x) (8)

where f ′i(x) is the normalized ith objective function, and
∑
wi = 1. In the classi-

cal approach, the user is expected to provide the weights a priory. Alternatively, a

random weight vector can be generated for each solution. These functions are easy

to implement, but they have difficulty in exploring solutions in non-convex objective

spaces[31, 16].

Other approaches have been proposed that use alternating objective functions. One

way is to divide the population into subpopulations, with each subpopulation opti-

mizing a different objective. The subpopulations are divided and combined at each

iteration[68]. Alternatively, at each iteration the algorithm can randomly decide which

objective to optimize.

The remaining methods are based on computation of Pareto dominance. The solutions

are ranked based on the dominance and the fitness value is assigned according to the

rank of the solution. In our program we used the fitness assignment procedure described

in Fast Non-dominated Sorting Genetic Algorithm (NSGA-II) [38]. We describe the

algorithm below:

Other methods assign the rank by also taking into account how dense the neighborhood

of the solution is in the objective space. Penalizing solutions in denser neighborhoods

favors the selection of solutions that are in more underrepresented regions in the objec-

tive space and is done to preserve uniform distribution over the Pareto front. Usually,

the rank obtained in this manner is transformed by some fitness sharing procedure

to assign a fitness value to the solution. The transformations is done to distinguish

between solutions with same rank to help find a diverse and uniform Pareto front.
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foreach p ∈ P do
Sp = ∅ // Set of solutions that the solution p

dominates

np = 0 // Number of solutions that dominate the

solution p
foreach q ∈ P do

if p � q then
Sp = Sp

⋃
{q}

else if (q � p) then
np = np + 1

end

end
if np = 0 then // p belongs to first front

prank = 1
F1 = F1

⋃
p // Add p to the first front

end

end
i = 1 // Counter of fronts

while Fi 6= ∅ do
Q = ∅ // Next front

foreach p ∈ Fi do
foreach q ∈ Sp do

nq = nq − 1
if nq = 0 then // q belongs to next front

qrank = i+ 1
Q = Q

⋃
q

end

end

end
i = i+ 1
Fi = Q

end
Algorithm 2: fast-non-dominated-sort(P )
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• Diversity mechanisms. One of the diversity mechanisms called fitness sharing, penalizes

solutions located in densely populated areas by reducing their fitness value. The used

in [57] is to calculate the Euclidean distance between each pair of solutions in the

population and assign a niche count to each solution. This requires a niche size supplied

by the user which defines the neighborhood of the solution. The niche count for a

solution is then calculated to take into account how many other solutions with the same

rank are within the defined neighborhood and also the distances of those solutions from

the solution under consideration. Fitness is then divided by niche count. Some methods

estimate and dynamically update niche size, to avoid having a new parameter for the

user to supply. This type of calculations of niche count are usually computationally

costly.

In our program we used crowding distance approach as proposed in [38] to obtain a

uniform Pareto front. It is described below:

l = |I| // I is a non-dominated set

foreach i do I[i]distance = 0
foreach objective m do

I = sort(I,m) // sort population using objective value

m
I[1]distance = I[l]distance = 1 // assign maximal distance to

the end points

end
for i = 2 to l do

I[i]distance = I[i]distance + abs(I[i+ 1].m− I[i− 1].m)/(fmaxm − fminm )
end

Algorithm 3: crowding-distance-assignment(I)

fmaxm and fminm are maximal and minimal values of the mth objective function in the

set I.

We then calculate the fitness with:

f(i) = r(i) +
(n− I(i)distance) ∗ 0.99

n
(9)
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where r(i) is the rank of the ith individual, n is the number of objectives.

Among other diversity approaches is cell-based density calculation, where the objective

space is divided into K dimensional cells, where K is the number of objectives. The

density of a solution is decided by the number of solutions which occupy the same cell

as the solution under consideration and is used to calculate the fitness of the solution.

• Elitism approaches. The stochastic nature of the selection methods does not guarantee

the preservation of non-dominated solutions found throughout the run of the algorithm.

To take care of this problem elitism methods have been developed. One approach is to

copy all non-dominated solution from one generation to the next before generating the

offspring. This will most likely require a growing population size. To avoid this, [38]

assigns fitness values to the combined population of parents and offspring, and selects

the next generation based to those fitness values and the crowding distance.

Another type of elitism approach is to use an external population to store all found

non-dominant solutions. At each generation the external population is updated: new

non-dominant solutions are inserted and the solutions that become dominated are

removed. Due to potentially infinite number of Pareto optimal solutions this external

population can grow very large. One of the techniques proposed to deal with this issue

uses a clustering method and keeps only one representative from each cluster in the

external population.

Usually, at each generation some number of solutions from the external population is

reintroduced to the main population.

In our program we use a sort of a hybrid elitism strategy: a fixed number (supplied

by the user) of the best solutions from the parent population is copied to the next

generation, the rest of the population is obtained from mutation and/or recombination

of selected individuals (with one of the selection strategies described above) from the

parent generation. We also keep an external set of individuals E of a fixed size N ,
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supplied by the user. The set E is updated at each generation t as follows: the fitness

is calculated on the set Et
⋃
Pt using (9) in the multi-objective case or one of the

fitness functions described previously for single-objective case and afterwards N best

fit unique individuals are copied into Et+1. The individuals in the set E never mix

with the general population.

3.1.5 Parallel Implementations of Genetic Algorithms

Parallel implementations of genetic algorithms can achieve considerable speed-ups compared

to the serial implementations and in some cases can improve the quality of found solutions.

The main classes of parallel genetic algorithms are:

• Single population master-slave. In this type of parallel genetic algorithm there is a

single population and the genetic operations and/or evaluation operations are done

in parallel. This is similar to the serial genetic algorithms but performs faster, es-

pecially in cases where the operations that are performed concurrently are very time

consuming. Usually, one computational node performs as a ”master” process. It keeps

the population and delegates the individuals to be evaluated to all other nodes called

”slaves”. After performing the requested operations on the individuals, ”slaves” send

the required data back to the master. Most implementations of master-slave paral-

lelization are synchronous - ”master” stops and waits for all data to be received from

”slaves” before proceeding.

• Single population fine-grained. These parallel genetic algorithms also have a single

population, but they have a spacial disposition, e.g. a 2D grid, limiting the interactions

between the individuals. Individuals compete and mate only with individuals in a

certain neighborhood. Neighborhoods are overlapping, which allows propagation of

good solutions throughout the whole population.
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• Multiple population coarse-grained. The characteristic features of this algorithm is

the use of several populations and migration between them. Each population runs a

serial genetic algorithm and migration occurs at some migration rate. The migration is

controlled by parameters such as the topology of interconnections between populations,

the number of individuals that migrate each time and how often the migration occurs.

Hybrid models of parallel genetic algorithms usually combine two (or more) types of paral-

lelization methods mentioned above. In our program we use a two-level hybrid model with

a master-slave parallelization on the lower level and a coarse-grained on the top level. The

number of islands, i.e. master-slave populations is adjustable, so the algorithm can perform

as a single population master-slave type genetic algorithm. The migration occurs at fixed

intervals, decided by the user. The percentage of the population that migrates is also sup-

plied by the user. We use a ring type topology for interconnections between the islands but

the ”migration gap” is increased by one each time the migration occurs. Depending on the

number of islands and the ”migration gap” we can get rings of various sizes, ranging from

2-island rings not connected to each other to n-island rings (n is the number of islands). E.g.

if during the previous migration island 1 sent migrants to island 2 and received from island

8 (Figure 2a), then in the next migration phase island 1 will send migrants to island 3 and

receive from 7 (Figure 2b), etc.

Each island performs the genetic operations and evaluation operations in parallel. Two

individuals are sent to each ”slave” as necessary, with the information on what operations

to perform on them, e.g. only mutation or both mutation and crossover, etc. The resulting

individuals and their scores for each objective function are sent back. Master then proceeds

to the next generation as outlined in algorithm 1. During the migration, ”masters” send

to each other the genetic representation of the migrants, as well as their objective values.

Migrants are selected with the same selection mechanism as used for choosing the individuals

that will mate during the generation.
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Figure 2: Migration between islands.

3.2 Neural Networks

In our program, one of the objective functions is based on a back-propagation neural network.

In this chapter we bring an overview of neural networks.

Back-propagation neural networks are a type of supervised learning technique. Super-

vised learning is a machine learning technique for creating a function from training data.

In supervised learning a system is given a set of input data and a set of the corresponding

output data. The goal is for the system to learn to associate those two with each other. This

is done by minimizing the error between the output of the system and the correct output.

Artificial neural networks (ANNs) were motivated by research into the functionality of

the biological nervous system. Just as the brain constitutes a network of interconnected

neurons, ANN is a network consisting of artificial neurons.

3.2.1 The Single Neuron

In the brain, information from one neuron flows to another neuron across a synapse (a small

gap separating neurons). A neuron has special receptors, called dendrites for the signals

coming from other neurons. These signals are then converted into a single signal in the cell

body (soma) of the neuron. If the strength of this signal is larger than a certain threshold
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value, it is transmitted to the axon of the neuron (i.e., the neuron has fired) which carries

the output of the neuron to the dendrites of other neurons through a synapse. The axon

branches into several ”collaterals”. The intensity of signals produced by the neurons (the

frequency of neuron firing) depends on the strength of the stimulus [74]. The learning of the

brain is achieved by modifying the strength of the synapse.

Figure 3: (a) Biological neuron. (b) Artificial neuron.

An artificial neuron is a mathematical model of the biological neuron. It consists of

multiple inputs which play the role of dendrites of a biological neuron and a single output,

the axon, which connects to inputs of other neurons. The neuron receives input signals xi,

which are then modified by weights, wi (which correspond to the synaptic strength) and

summed to give a net signal Net (12) [58]. It is convenient to combine the input signals and

weights into multidimensional vectors:

X = (x1, x2, ..., xm) (10)

and the weight vector

W = (w1, w2, ..., wm) (11)
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So the net input can be represented as a dot product of 2 vectors:

Net =
∑
i

wixi = WX (12)

This is not the only way to represent the net input of a neuron but the use of a large number

of neurons makes up for its simplicity.

To obtain output another step takes place in a neuron which is a nonlinear transformation

of the net input signal:

out = f(Net) (13)

called a transfer function.

To make the neuron’s output signal more realistic some limitations have to be applied to

the transfer functions: the final output signal must be non-negative, continuous and confined

to a specified interval. There are several functions satisfying these criteria but the following

three are being used in neural networks almost exclusively:

• Hard-limiter

The function (hl) takes only two values: zero or one. The threshold parameter υ

decides whether the neuron will fire or not [74]:

out = hl(Net, ϑ) =

{
1 if Net ≥ ϑ

0 if Net < ϑ
(14)

• Threshold logic

This threshold function (tl) is similar to hard-limiter with one difference. It has a

swap interval within which the output is proportional to net input. The interval is
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determined by a parameter α; the interval starts at ϑ and has a width of 1
α

[74].

out = tl(Net, α, ϑ) =

{ 1 if Net ≥ ϑ+ 1
α

α(Net− ϑ) if ϑ < Net < ϑ+ 1
α

0 if Net ≤ ϑ

(15)

Both the hard-limiter and the threshold logic are very convenient for computer pro-

grams. However, there can be difficulties involving their derivatives because they

contain singularities. This makes them of little theoretical use [74].

• Sigmoidal function

This function (sf) is the most widely used transfer function in neural network appli-

cations and we used it in this research as well. It shows both a linear and nonlinear

behavior. It is worth noticing that sf is both continuous and differentiable.

out = sf(Net, α, ϑ) =
1

1 + e−α(Net−ϑ)
(16)

Figure 4: (a) Hard limiter, (b) threshold logic and (c) sigmoidal
transfer functions

To increase the adaptability of the decision function to the decision problem it is solving,

an additional parameter, called bias, can be introduced.

The argument of the sigmoidal transfer function (16) arg = α(Net−ϑ) can be rewritten
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using the formula for Net (12):

Net = w1x1 + w2x2 + ...+ wixi + ...+ wmxm = WX (17)

It becomes:

arg = αw1x1 + αw2x2 + ...+ αwixi + ...+ αwmxm − αϑ (18)

The values of wi, α and ϑ are unknown. So we may substitute unknown value of αwi by

w′i, and −αϑ by ϑ′. Equation (18) now becomes:

arg = w′1x1 + w′2x2 + ...+ w′ixi + ...+ w′mxm + ϑ′ (19)

ϑ′ can be regarded as a product ϑ′xm+1 where xm+1 is always equal to 1. Then (19)

becomes:

arg = w′1x1 + w′2x2 + ...+ w′ixi + ...+ w′mxm + ϑ′xm+1 (20)

By renaming ϑ′ to w′m+1 we can extend the summation in (20) by one more element:

arg = w′1x1 + w′2x2 + ...+ w′ixi + ...+ w′mxm + w′m+1xm+1 =
m+1∑
i=1

w′ixi (21)

Inserting the newly obtained arg (21) back into the sigmoidal transfer function (16) and

renaming w′i to wi we get:

sf(Net, α, ϑ) =
1

1 + e−
∑m+1

i=1 wixi
(22)

We can see that the output produced by a neuron using this function depends only on two

(m+1)-dimensional vectors:

X = (x1, x2, ..., xm, 1) (23)
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and the weight vector

W = (w1, w2, ..., wm, wm+1) (24)

The parameters ϑ and α can be regarded as an additional ”synaptic strength” called bias

which only receives signals of value 1 [74].

3.2.2 Network Structures

No matter how many weights a neuron has, it cannot find solutions to complicated real-

world problems. So the arrangement between neurons and synapses becomes a problem of

foremost importance. There is a tight relationship between the learning algorithm and the

neural network structure which makes the design central [61].

In a neural network neurons are generally arranged in layers. Two neurons are in the

same layer if they produce output simultaneously. The output vector, Out, of one layer,

consisting of the outputs of the neurons in that layer, can be passed as input to the next

layer. A single-layered network consists of an input layer of input units and an output layer

of neurons. A multi-layered networks has in addition one or more hidden layers in between.

A model of a single-layered network could look like this:

Figure 5: Single layer neural network with a bias.

In this model all the neurons in output layer have the same number of weights m and they

all receive the same m-dimensional input signal simultaneously. The weights in a layer can

be represented as a matrix W , where the rows represent the neurons in the layer. The row j

contains a vector Wj representing the j-th neuron in the layer. Wj consists of m weights of
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the neuron j, Wj = (wj1, wj2, ..., wjm). When the input vector X = (x1, x2, ..., xm) is input

into the network, all the neurons in the layer get it simultaneously, therefore all the products

wjixi are computed at the same time. The output layer is the layer which yields the final

signals. The passive input layer and the output layer are the only layers connected with the

outside world. A multi-layered network also contains hidden layer(s). These extra layers

raise the network’s ability to extract higher-order statistics from input data.

Figure 6: An example of a multi-layered neural network with 1
hidden layer.

The connections between layers can be different from network to network. In more

complex networks the input signals may be input to neurons in more than one layer, neurons

in the same layers may have different number of weights etc. A network is said to be fully

connected if every node in each layer is connected to every node in the next layer. In a

partially connected network at least one of the synaptic connections is missing.

The described models of neural networks are examples of feed-forward networks. They

don’t have any feedback connections between their layers. Another type of ANNs is called

recurrent networks. As the name suggests, they contain at least one feedback loop.
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3.2.3 Back-Propagation of Errors

In this research as a learning method we used the back-propagation algorithm. Back-

propagation of errors is a method of supervised learning, therefore it requires a set two ob-

jects: the inputsXs = (xs1, xs2, ..., xsn) and the desired outputs (targets) Ys = (ys1, ys2, ..., ysm).

These are referred to as training set. The task of the resulting network is to predict the m-

dimensional value of the function given an n-dimensional input after learning from the set

of training objects.

Now we will proceed to the mathematical description of the learning process. For all the

derivations that follow [74] was consulted.

In learning by back-propagation, the output of the net is compared to the provided target

value. From this comparison an error is obtained and the weights of the net are adjusted

accordingly starting from the output layer in the direction opposite to the one in which the

outputs were computed.

The correction of the i-th weight of the j-th neuron in the l-th layer is:

∆wlji = w
l(new)
ji − wl(old)ji (25)

The weight wlji is connected to the i-th input and the j-th output of the l-th layer, i.e.

both the previous and the next layers. To put it in a mathematical form we can use the

delta-rule. According to the delta-rule, the change of any parameter in an adapting process

should be proportional to the input signal and to the error on the output side. For wlji the

delta-rule looks like this:

∆wlji = ηδljout
l−1
i (26)

η (learning rate constant) determines how fast should the changes to wlji be implemented

in the iteration cycles, δlj is a function of the output error, and outl−1i is the output of the

i-th neuron in the (l − 1)-st layer, which is actually the input signal to wlji.

To obtain the change δlj the gradient descent method is used. It approaches a local
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minimum of a function by taking steps proportional to the negative of the gradient of the

function at the current point. If ε is our error, the simplest version of gradient descent is to

change each weight by an amount proportional to the dε/dw:

∆wlji = w
l(new)
ji − wl(old)ji = −k∂εl/∂wlji (27)

where k is a positive numerical scaling factor.

Using the chain rule for ∂ε/∂w we get:

∆wlji = −k ∂εl

∂wlji
= −k

(
∂εl

∂outlj

)(
∂outlj
∂Netlj

)(
∂Netlj
∂wlji

)
(28)

We’ll calculate the three partial derivatives in (27) separately staring from the last one. We

showed that

Netlj =
m∑
i=1

wljix
l
i (29)

xli is the i-th component of the input vector X l to the l-th layer which is the same as the

output of the i-th neuron in the (l− 1)-th layer, outl−1i . Substituting outl−1i for xli in (29) we

can calculate

∂Netlj
∂wlji

=

(
wlj1out

l−1
1 + ...+ wljiout

l−1
i + ...+ wljmout

l−1
m

)
∂wlji

= outl−1i (30)

Inserting equation (30) into (28) we get

∆wlji = −k

(
∂εl

∂outlj

)(
∂outlj
∂Netlj

)
outl−1i (31)

By comparing the equations (31) and (26) we get an expression for the delta-term:

δlj = −

(
∂εl

∂outlj

)(
∂outlj
∂Netlj

)
(32)
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We will now proceed to computing the second partial derivative in the equation (28).

The relationship between outlj and Netlj has already been discussed above. As we mentioned

before, the sigmoidal transfer function is easier to differentiate than the hard-limiter and

threshold functions. The derivative of the sigmoidal function (16) can be expressed in terms

of the function itself:
∂outlj
∂Netlj

= outlj(1− outlj) (33)

The last partial derivative to be computed is ∂εl/∂outlj. Since the error εl is not explicitly

known for the hidden layers, it has to be calculated separately for the hidden layers and the

output layer.

We’ll start with the simpler case of the last layer where the error is always known. It’s

equal to the difference between the target output Y (y1, y2, ..., ym) and the actual output of

the last layer Outlast(outlast1 , outlast2 , ..., outlastm ):

εlast =
n∑
j=1

(
yj − outlastj

)2
(34)

Then the derivative ∂εlast

∂outlastj
is equal to:

∂εlast

∂outlastj

= −2
(
yj − outlastj

)
(35)

Inserting the equations (35), (33) and (30) into (26) and substituting η for 2k we get:

∆wlji = η
(
yj − outlastj

)
outlastj

(
1− outlastj

)
outlast−1i (36)

In the hidden layer l, the output error cannot be directly calculated since there is not

target value available. To calculate the derivative ∂εl/∂outlj we will assume that the error
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from the layer l is evenly distributed over all neurons in the lower level l + 1:

εl =
r∑

k=1

εl+1
k (37)

Since the error at a level l is expressed by the errors at the level l+1 below it, by applying

the chain rule for ∂εl/∂outlj we get:

∂εl

∂outlj
=

r∑
k=1

(
∂εl+1

k

∂Netl+1
k

)(
∂Netl+1

k

∂outlj

)
(38)

As it was shown before:

Netl+1
k =

m∑
j=1

wl+1
kj x

l+1
j =

m∑
j=1

wl+1
kj out

l
j = wl+1

k1 out
l
1 + ...+ wl+1

kj out
l
j + ...+ wl+1

km out
l
m (39)

Therefore

∂Netl+1
k

∂outlj
= wl+1

kj (40)

To calculate ∂εl+1/∂Netl+1
k we are going to apply the chain rule again:

∂εl+1

∂Netl+1
k

=

(
∂εl+1

∂outl+1
k

)(
∂outl+1

k

∂Netl+1
k

)
(41)

By comparing the equations (41) and (32), we get that the delta-term is:

∂εl+1

∂Netl+1
k

= δl+1
k (42)

By inserting ∂εl+1/∂Netl+1
k into the equation (38) we get:

∂εl

∂outlj
=

r∑
k=1

δl+1
k wl+1

kj (43)

We have computed the derivatives ∂Netlj/∂w
l
ji, ∂out

l
j/∂Net

l
j and ∂εl/∂outlj in (30), (33)
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and (43) respectively. By inserting them into the equation (28) we get:

∆wlji = η

(
r∑

k=1

δl+1
k wl+1

kj

)
outlj

(
1− outlj

)
outl−1i (44)

This result can be significantly improved by using an acceleration method - equation (26)

becomes:

∆wlji = ηδljout
l−1
i + µ∆w

l(previous)
ji (45)

In this equation (45), the correction of weights in the l-th layer is composed of two

terms: the first one tends towards a fast ”steepest-descent” convergence, while the second

prevents the solution from getting trapped in shallow local minima. By taking into account

the correction made in the previous cycle, µ can prevent sudden changes in the direction in

which the corrections are made. The constant η is called the learning rate and µ is called

the momentum constant.
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4 Materials and Methods

Here we bring some details of the implementation that are specific to the problem we are

trying to solve. All parts of the program are written in C++.

4.1 Genetic Representation and Operations

The individuals in our population are small molecules. The initial population is generated at

random by picking the desired number of molecules from the drug-like subset of compounds

in the ZINC database [62]. To represent them on the computer we use two different molecular

representations. To perform the genetic operations and calculate molecular properties we use

OBMol class provided by OpenBabel toolkit [47, 3]. On the ”master” nodes, the individuals

in the population are kept in the canonical SMILES string format [24, 25] in order to save

space. The SMILES strings are also used in send and receive operations between the nodes.

The SMILES (Simplified Molecular Input Line Entry Specification) is a specification that

was originally developed in the late 1980s by Arthur Weininger and David Weininger. It is

intended for unambiguously representing the structure of chemical molecules using short

ASCII strings. To generate a string from a chemical graph where the nodes are labeled by

their atomic names, the hydrogens are removed and the cycles in the graph are broken to

turn it into a spanning tree. The two ends of a broken cycle are labeled numerically to

indicate connection. Depth-first traversal of the tree is performed and the symbols obtained

in that process are printed. To indicate branching on the tree parentheses are used. An

example of is shown in the Figure 7.

In our program, the molecules in the SMILES format are converted to OBMol format

only when genetic operations or evaluations need to be performed. To perform genetic

operation, the molecules are broken down to fragments according to RECAP [55] rules. The

fragmentation procedure is described in the following subsection.
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CN1C=NC2=C1C(=O)N(C(=O)N2C)C
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Figure 7: SMILES representation of the caffeine molecule.

4.1.1 Fragmentation

The building blocks, or genes in our chromosomes are molecular fragments. In order to

provide synthetic accessibility RECAP rules break the molecules around bonds which are

formed by common chemical reactions. The figure 8 below depicts the 11 default bond types

suggested in [55] and used in our program. This type of cleavage of the bonds leaves ring

systems intact.
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1 = Amide 2 = Ester 3 = Amine 4 - Urea 5 = Ether 6 = Olefin

7 = Quarternary
nitrogen

8 = Aromatic nitrogen -
aliphatic carbon

9 = Lactam nitrogen -
aliphatic carbon

10 = Aromatic carbon -
aromatic carbon

11 = Sulphonamide

Figure 8: Default bond cleavage types.

We use SMARTS (SMiles ARbitrary Target Specification) representation of the bond

types, and perform substructure searching with the help of OBSmartsPattern class in Open-

Babel toolkit. SMARTS [1] is a line notation for representation of substructural patterns in
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a molecule, developed by Daylight Chemical Information Systems, Inc, which uses many of

the same symbols as SMILES notation but in addition can handle wildcard specification of

atoms and bonds. For example, the substructure 4 of urea in figure 8 can be represented as

N(∗)(∗)C(= O)N(∗)∗.

Using the rules above, the molecules are broken down to the smallest fragments possible

- let’s call them ”genes”, with the exception of hydrogens, which are left connected. Each

atom on a fragment that was once connected to a broken bond retains information about

the type of the bond and the ”directionality” - for non-symmetric bonds atom retains the

information about which end of the bond it was connected to to avoid additional checks later

on. This information makes it easy to find matching fragments which after connecting them

will result in chemically synthesizable molecules.

4.1.2 Cross-over and Mutation

As mentioned before, the ”slave” nodes receive two individuals in the SMILES string form

from the ”master” with the indication on which operations to perform on them. At the start

of a genetic operation the molecules are converted to the OBMol representation and broken

down to fragments according to the procedure described above.

In our program, we support one- and two-point cross-over operations which, by default,

are selected with equal probability. After the molecules have been broken down to fragments

and all the cleavage types identified, the algorithm proceeds to find cleavage points common

to both molecules where they can be recombined. In this manner, one or more ”genes” of

the molecules can be swapped. E.g. in figure 9 below, where the numeric label represents

the type of the bond and a and b represent direction of the bond, if two-point crossover

is selected, the fragments can be swapped around bonds of types 1 and 2, but not 1 and

3, since direction of the bond 3 does not match. The result is molecule3 and molecule4 in

figure 9. In some cases when two-point crossover is impossible to perform, the molecules

are recombined around one point. In the example in figure 9, if one-point crossover is
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chosen, the molecules can be recombined around any one of the cleavage bonds of type

1, 2 or 5. If molecules do not have any cleavage types in common, no modification is

performed and the individuals are returned to the ”master”. The mutation operation relies
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Figure 9: An example of the cross-over operation.

on a fragment database. The fragment database we use in our experiments was generated

according to the RECAP rules by breaking down molecules from a database. For this

purpose we downloaded a subset of chemical structures from the ZINC molecular database
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[62]. The subset used for generation of fragments consists of around 9 million compounds

that are available for purchase immediately. In this manner we obtained a little more than

800,000 unique fragments. For each fragment the frequency with which it occurred in the

molecules from the database was also counted. We used this frequency to prune the fragment

database size to around 50,000 fragments by removing all fragments that occurred less than

15 times. The final database contains fragments of 786 distinct types - types are based on

the connection points of the fragments.

In the mutation operation, fragments are selected according to specific probabilities.

The probability of a fragment to be selected in our program depends on the frequency of its

occurrence adjusted by logarithmic scale:

Fnew = d10 lg(Fold)e (46)

The fragments are stored in their SMILES representation in text format, retaining the infor-

mation on the cleavage points and cleavage types, as well as the frequency Fnew. At the start

of the program, the fragment database is loaded on all of the nodes into a type of ordered

binary tree. To save space, the fragment is only converted to its OBMol representation when

it is selected for mutation. Once it is converted, the OBMol representation is also kept so it

will not need to be converted again.

During mutation, when the individual is broken down to fragments and the cleavage types

are identified, the fragment database is searched for all possible substitutions. Currently,

only one ”gene” of the molecule can be mutated. After the possible substitution fragments

are identified, one of them is selected with roulette wheel selection mechanism using the

frequency information mentioned above.

After the mutation and/or cross-over operations are completed, the two new individuals

are evaluated with the objective functions and their values are sent back to the ”master”

node along with their SMILES representation. The objective functions used in our program
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are described in the next section.

4.2 Objective Functions

In our work we used two objective functions: target-based and ligand-based. Most of the

experiments were done with a single-objective genetic algorithm, using the binding affinity

estimation as the objective.

4.2.1 Binding Affinity Estimation

To create a function for binding affinity estimation we used back-propagation neural networks

described in previous chapter. The training set for the neural network was chosen from a

subset of drug-like compounds in ZINC [62] database. The subset of drug-like compounds

consists of about 9 million molecules. From this subset, we chose 10,000 molecules at random

to use as a training set. We docked the training set using DOCK6 [36, 30, 2] software and

used the binding energies predicted by DOCK6 as the ”true” energies in the target vector Y .

The input vector, X = (x1, x2, ..., x11) is comprised of the following 11 molecular properties:

x1: the standard molar mass given by IUPAC atomic masses amu.

x2: the octanol-water partition coefficient, logP, which is a measure of the hydrophobicity

and hydrophilicity of a substance.

x3: the polar surface area of the molecule, defined as the amount of molecular surface arising

from polar atoms (oxygen and nitrogen).

x4: the number of hydrogen bond acceptors, defined as the number of O and N atoms.

x5: the number of hydrogen bond donors, defined as the number of OH and NH groups.

x6: the number of rotatable bonds. Any bond with at least one heavy atom, no sp-hybrid

atoms (e.g., a triple bond somewhere) and not in a ring is classified as a potential rotor.
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x7: the total charge on this molecule, calculated from the atomic formal charge information.

x8: the number of rings in the Smallest Set of Smallest Rings.

x9: the total number of atoms in the molecule.

x10: the number of non-hydrogen atoms.

x11: the total number of bonds in the molecule.

All the properties above are computed with the help of OpenBabel API. The neural network

was then trained on 10,000 such X and Y vectors.

It should be mentioned, that since the docking results are specific to the target that is

used in docking, the neural network needs to be trained separately for each target of interest.

The analysis of the performance of the neural networks is presented in the next chapter.

During the run of the genetic algorithm, each time a molecule needs to be evaluated,

the 11 properties are computed and given as input to the neural network based function.

Since the scoring functions used in the docking programs tend to have a bias towards heavier

molecules [56], the resulting neural network also shows the same bias. When used in the

genetic algorithm as the objective function, it can lead to undesirable results as the molecules

will grow indefinitely. To avoid this we introduce a correction to the neural network score,

based on the weight of the molecule. The correction is applied to molecules heavier than 400

amu to increase the evaluation score (binding energy is negative, the smaller the energy the

stronger the attraction between the ligand and the target). The objective score is increased

progressively as a function of the weight of the molecule so that molecules with a weight of

900 amu have a score of 0. We modeled the desired curve via a fifth degree polynomial. We

choose 400 amu to account for the fact that the average molecular weight of drugs and lead

structures depending on the receptor class varies from 336 for hormones to 495 for proteases,

with 395 for kinases which are the main receptor class used in our study [69].
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4.2.2 Similarity Estimation

The second objective function used in our program is an estimation of similarity of a molecule

to known drugs based on molecular fingerprints. Fingerprints are an abstract representation

of molecules through bitstrings. Structural fingerprints are based on substructure features.

E.g. a bit can indicate a presence of more than 32 hydrogens, or more complex substructures

such as Cc1ccc(C)cc1 given by SMARTS pattern. Another type of fingerprints is called hash

fingerprints. This method enumerates all substructures of length N in the molecule (N

atoms, N − 1 bonds). Atoms and bonds are assigned numeric values based on their type

and other properties that are deemed interesting. Afterwards, a hash function is applied to

assign an integer value to the substructure. The bit that is set to 1 for the substructure is

usually decided by the integer modulo the number of bits in the fingerprint. This kind of bit

assignment is not unique to the substructure.

OpenBabel provides four different types of fingerprints: one path based hash fingerprint

and three structural fingerprints based on different SMARTS pattern sets. In our experiments

we used the hash fingerprints which index linear fragments of up to 7 atoms. We generated

the fingerprints for the subset of small molecule drugs from DrugBank [28, 29, 19], which

consists of 6620 compounds. To measure the similarity between two molecules we calculate

the Tanimoto coefficient: SAB = c/(a+b−c). Here, a and b are the number of bits set to 1 in

molecules A and B respectively and c is the number of bits common in both molecules. The

closer the coefficient is to 1 the more similar the molecules are (value of 1 does not indicate

that the molecules are identical). When a new molecule is generated during the run of the

genetic algorithm, the Tanimoto coefficient is calculated between the new molecule and each

drug molecule in the database. The objective function to maximize is then calculated as the

sum of the Tanimoto coefficients to measure general drug-likeness of the molecule.
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5 Results

We have performed several experiments in order to support our claim that generation of

molecules de novo can lead to discovery of better drug candidates than virtual screening of

an existing database. We have repeated the experiments described in this chapter on three

different drug targets, crystallographic structures for which were obtained from Protein Data

Bank [5, 35]:

• Human cyclin-dependent kinase 2 (CKP2)(PDB ID 1CKP) [44]

• Unphosphorylated EphB2 receptor tyrosine kinase (PDB ID 1JPA)[40]

• Glutathione s-tranferase (PDB ID 1AQW) [39]

In all cases, the bound ligand was removed and Dock Prep tool of Chimera [32] software

was used to delete solvent molecules, add hydrogens and assign charges to atoms in standard

residues in order to prepare the receptor for docking. The binding site was selected from the

location of the bound ligand. Rigid docking was used.

To train the neural networks, input vector components X = (x1, x2, ..., x11) were scaled

to fit the interval {−1; 1}. The one-dimensional target vector Y = (y1) was scaled to fit the

interval {0.3; 0.7}. For each target we trained several neural networks to find the optimal

network configuration and adjust the constants µ and η. We used a randomly selected subset

of compounds for evaluating the performance of the networks. In the end we chose the values

µ = 0.4 and η = 0.6 although varying these did not affect the performance of the neural

networks very much. We chose the number of hidden layers equal to two: 7 neurons in the

first layer and 5 in the second.

Docking was done on Argonne Leadership Computing Facility’s IBM BlueGene/P super-

computer. Each Blue Gene/P rack contains 1024 compute nodes. A compute node has 4

cores, each one a 850MHz PowerPC 450 processor with a dual floating-point unit. Mem-

ory per node is 2GB. There are 64 compute nodes per I/O node. The compute nodes are
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connected in a three-dimensional torus topology. We used both Surveyor which is a single

rack (4096 cores) and Intrepid which has 40 racks (163840 cores). Some test runs of the ge-

netic algorithm were also performed on BlueGene/P system. The docking usually took less

than an hour per molecule, so docking 10,000 molecules on 5,000 cores took approximately

2 hours.

Most of the runs of the genetic algorithm were done on Argonne Mathematics and Com-

puter Science Division’s SiCortex 5832 system. SC5832 system has 972 nodes. Each node

contains a node chip and two DDR2 memory modules. The node chip contains six 64-bit

MIPS processors running at 500, 633, or 700 MHz (revision-dependent). The interconnect

fabric is based on a degree 3 Kautz graph, which enables internode messages to arrive at the

destination with a maximum of 6 hops. Running the single-objective genetic algorithm with

8 islands, population on each island of 5,000 individuals and the external set of individuals

of the same size took about 10 hours on 680 processors. The multi-objective genetic algo-

rithm with the same parameters took about 30 hours, mostly due to the fact that fitness

calculation is not parallelized.

5.1 Neural Network Validation

First, a set of experiments were done to assess the performance of neural network based

scoring. For this purpose some 10,000 compounds were selected at random from the drug-

like subset of the ZINC database containing about 9 million compounds. These compounds

were docked using DOCK6 and the binding energies obtained from docking, along with 11

molecular properties described in the previous chapter were used to train three different

neural networks for each of the proteins described above. Another 90,000 compounds chosen

randomly from the same compound database were docked as well and used to test the

performance of the neural networks.

If we assume that top x% of the 90,000 compounds according to docking energies are the

actives inhibiting the target, we can obtain the enrichment factors in the following several
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Figure 10: Percentage of actives found as a function of the num-
ber of actives. The size of the screened subset is equal to the
number of actives. The size of the whole database is 90,000.

figures. Enrichment factor quantifies how well the scoring method does at picking actives

from the database compared to random selection. When selecting a fixed percentage of

compounds from the database with the scoring method and at random, the enrichment

factor is given by the formula:

ef =
activesfound
activesexpected

(47)

Here, activesfound is the number of actives in the subset picked by the scoring function,

activesexpected is the number of actives in the random subset. Figure 10 shows the percentage

of actives found by the neural networks and by random selection, when the size of the subset

selected from the database is equal to the number of actives. Figure 11 plots the values of

enrichment factors for the three targets obtained by dividing the number of actives found in

the neural network predicted subsets by the number of actives in the random subset. Figures

12 a) and b) show enrichment curves obtained from screening the pool of 90,000 compounds

containing 900 and 9,000 actives respectively. The ideal method would find all 900 actives

on ranks 1 to 900 (similarly, in the case of 9,000). A successful screening method will usually

lie between the random and ideal curves, as in this case.
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From these graphs we can deduce that if 1% of the compounds in a database are actives,

we would need to test approximately 10% of the top compounds in the database as predicted

by a neural network to find half of those actives. In comparison, random selection would

require testing half of the database.

Using the neural networks for the three targets, we predicted the top ranked 10,000

compounds from the 9 million compound data set. These compounds were subsequently
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docked using DOCK6. The following figures 13, 14, 15 show histograms of the percent error

of predicted binding energies of those compounds. The error is calculated between the value

predicted by the neural network and by DOCK6. As can be seen from the figures 13, 14, 15

they are more or less centered around zero which means there is no tendency to overestimate

or underestimate the values. The various parameters associated with the graphs in figures

13, 14, 15 are given in table 1.
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Figure 13: 1CKP: Percent error between neural network and
DOCK6 predicted values.

1CKP 1AQW 1JPA
Average -2.604% 2.043% 1.479%
Standard deviation 7.059% 9.372% 7.081%

Table 1: Statistics behind figures 13, 14, 15

To test the usefulness of the neural networks as a virtual screening tool, we also compared

the docking energies of a 10,000 compound subset chosen by the neural network with those

of a randomly chosen subset of the same size. The results are given in figures 16, 17, 18.

The statistics for the graphs are given in table 2
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Figure 15: 1JPA: Percent error between neural network and
DOCK6 predicted values.
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Figure 16: 1CKP: Docking energies of a subset chosen with
neural network for 1CKP and a subset chosen at random.
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Figure 17: 1AQW: Docking energies of a subset chosen with
neural network for 1AQW and a subset chosen at random.
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Figure 18: 1JPA: Docking energies of a subset chosen with neu-
ral network for 1JPA and a subset chosen at random.

1CKP 1AQW 1JPA
Average of predicted subset -28.224 -34.235 -41.539
Average of random subset -23.262 -29.654 -36.481
StDev of predicted subset 2.055 2.940 2.877
StDev of random subset 2.936 3.684 3.787

Table 2: Statistics behind figures 16, 17, 18

5.2 Molecular Design versus Virtual Screening

In this subsection we present a comparison of 10,000 drug candidates selected from the ZINC

subset of drug-like compounds using virtual screening and a similar number of compounds

generated by our genetic algorithm. It should be mentioned that both methods use the same

scoring method. The virtual screening procedure to obtain 10,000 promising candidates using

the neural networks was described in the previous subsection. To generate the same number

of molecules de novo, we run the genetic algorithm with 8 islands, 5,000 individuals in each

population for 1000 iterations. On each island we preserve 5,000 best molecules encountered

throughout all the generations. Those ”best” molecules from all islands are afterwards

combined, and from resulting 40,000 compounds we select 10,000 unique compounds with the
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lowest predicted energies. These compounds are uploaded to ZINC in SMILES format, where

they are processed before docking. This includes the assignment of charges and conformation

expansion. Often, ZINC returns several conformations of the molecule. In order to keep the

number of compounds to dock the same as in virtual screening, we randomly pick one of the

conformations.

The histograms in figures 19, 20, 21 present the docking results of the top sets obtained

by virtual screening and molecular design. The statistical parameters of the histograms are

presented in table 3.
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Figure 19: 1CKP: Docking energies of a subset chosen by vir-
tual screening and a subset chosen by the genetic algorithm for
1CKP.

1CKP 1AQW 1JPA
Average of VS subset -28.224 -34.239 -41.539
Average of GA subset -31.422 -35.198 -45.343
StDev of VS subset 2.055 4.287 2.877
StDev of GA subset 2.980 2.933 5.752

Table 3: Statistics behind figures 19, 20, 21
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Figure 20: 1AQW: Docking energies of a subset chosen by vir-
tual screening and a subset chosen by the genetic algorithm for
1AQW.
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Figure 21: 1JPA: Docking energies of a subset chosen by virtual
screening and a subset chosen by the genetic algorithm for 1JPA.
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