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INTRODUCTION

In many domains graphs are a natural way of representing the geometric structure of data. They
can be biological networks (microarray data, protein-protein interaction networks), social networks
(friendship graphs, collaboration graphs, citation networks), physical networks (astronomy net-
works, transportation networks), graphical models in statistics, or graph arising in manifold and
semi-supervised learning. Invariably, graphs are encoded as matrices in one form or another. For
example, a friendship graph of n friends could be represented as a graph G on n vertices with an ad-
jacency matrix A∈Rn×n consisting of zeros and ones, where the ones represent friendships between
individuals and the zeros represent the lack of relationship. Due to the need for fast manipulation
of large scale datasets in learning problems, there has been an increased interest in developing fast
methods for low rank matrix approximations, matrix factorizations, matrix compression, matrix
completion, and randomized algorithms for matrices (for reviews see [Drineas et al., 2006, Halko
et al., 2011]). Some of the advantages these methods provide include efficient ways of storing large
matrices, exploiting the matrix sparsity, or speeding up matrix operations. All of these methods
require some assumptions to be made about the underlying matrix. Invariably, they leverage the
fundamental theorem of linear algebra and make the assumption that the underlying matrix is of
low rank. Yet, for matrices arising from real graphs it is often the case that the low rank assump-
tion, despite the computational advantage that it offers, does not suffice to explain many complex
and frequently observed phenomena in graphs. For one, the matrix might be of full rank in the first
place, or it could have some structure to it that cannot be fully captured by the notion of rank.
These observations lead us to believe that rank alone is not sufficient to capture the rich structural
information encoded in a graph and its matrix encoding. In the field of complex networks it has
been empirically observed that real networks exhibit strong locality properties, e.g., most of their
vertices have just a few neighbors except for a very small number of vertices that have a very high
number of neighbors (this is the so called power–law distribution [Barabasi and Albert, 1999]), and
have multiscale structure, e.g., the vertices can be organized in a hierarchical, “clusters of clusters”
manner based on an appropriate distance metrics between the vertices. These are precisely the
type of properties used for detection of community structure [Newman, 2002, Leskovec et al., 2009,
Fortunato and Barthelemy, 2007] in networks research and clustering in machine learning. It has
become clear that real graphs and matrices derived from them have nontrivial intrinsic structure,
and disentangling this structure is vital for, on the one side, the characterization and modeling of
graphs, and on the other side, the construction of efficient and scalable methods for graphs and
matrices derived from them.

The general framework proposed here for tackling the problem of structure in matrices leverages
ideas from multiresolution analysis and wavelets. The broader context of the work relates to
multilevel and multiscale representations of matrices and graphs in harmonic analysis, numerical
linear algebra and machine learning.

Chapter 1 provides a short, self-contained overview of concepts used in classical harmonic
analysis. We start by defining the Fourier and the wavelet transforms and continue by introducing
the idea of Multiresolution Analysis, which motivates much of the work presented in this thesis.
While classical Multiresolution Analysis as defined by Mallat [Mallat, 1989] has made a significant
impact on applied mathematics starting at the end of the 80’s, there have only recently been
attempts to generalize this idea to discrete, unstructured cases, where the underlying representation
space is a graph or a nonlinear manifold. Dubbed “signal processing on graphs” [Shuman et al.,
2013a] in analogy to signal processing, this generalization has proven to be somewhat challenging
to tackle. One of the main obstacles stems from the fact that graphs are highly irregular spaces
and thus signals defined on graphs lack many of the nice properties of signals defined on regular
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spaces (such as Rn) which signal processing deals with. Chapter 2 outlines the challenges associated
with applying multiresolution ideas on graphs and describes how to formulate the graph equivalent
of multiresolution on the real line. The main focus of Chapter 3 is a concise survey of various
multiresolution designs on graphs. Chapter 4 reviews various types of matrix factorizations in
machine learning and linear algebra from a multiscale/multilevel perspective. Chapter 5 presents
the idea of Multiresolution Matrix Factorization (MMF), whose key insight is the observation
that multiresolution analysis and matrix factorization are analogous in a certain sense. We offer
multiresolution factorizability as an alternative to the ubiquitous low rank assumption for data
matrices. Additionally, we describes the machine learning problems MMF can be applied to focusing
specifically on MMF as a tool for matrix compression. The work related to MMF is original work
published in [Kondor et al., 2014].
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CHAPTER 1
HARMONIC ANALYSIS

1.1 The Classical Fourier Transforms

The problem which initiated the study of Fourier analysis is whether a function can be represented
as a sum of simpler periodic functions. More specifically, Fourier series is motivated by the idea of
breaking down complex periodic functions f ∶R → C on the unit circle into a sum (or integral) of
“waves”, which are represented by sine and cosine functions. This idea can be extended relatively
easily from periodic functions on the unit circle to periodic functions on the real line. Somewhat
more miraculously, the idea of representing a function as a sum of waves is applicable not just to
periodic integrable functions on the real line, but also to non-periodic integrable function on the
real line (see [Stein and Shakarchi, 2011] for review).

The classical Fourier transform (Fourier series) is defined on the space of functions on the
unit circle

f̂(k)= 1

2π

2π

∫
0

e−ikxf(x)dx, k ∈ Z, (1.1)

or functions on the real line

f̂(k)=∫ e−2πikxf(x)dx, k ∈ R, (1.2)

where i ∶=
√
−1 is the imaginary unit. The values f̂(k) are also called Fourier series coefficients

or Fourier coefficients. The motivation for this naming convention comes from the fact that these
values serve as coefficients in a formula which can recover the original function f . The reconstruction
of f is called the inverse Fourier transform. For the two cases above, the corresponding inverse
Fourier transforms are respectively

f(x)=
∞
∑
k=−∞

f̂(k)eikx,

f(x)=∫ f̂(k)e2πikxdk (1.3)

Intuitively, the k values can be thought of as the “frequency” and x values can be thought of as
the “time”, hence the representations f̂ and f are called the “frequency domain” and the “time
domain” respectively. If the function f is smooth, then the Fourier coefficients f̂ decay rapidly and
so f can be closely approximated using just the first few low frequencies k.

For periodic functions on the real line Euler’s identity eix = cosx + i sinx provides a nice con-
nection between these trigonometric functions and the complex numbers, the sums in (1.3) reduce
to a weighted sum of sinusoids of the form e2πikx. Due to the derivations in (1.3) involving com-
plex exponentials, the Fourier coefficients are complex valued. Note that the functions in the set
{e2ikx}k∈{0,1,...,n−1} form a basis — this can be shown by observing that the inner product

∫ e2πipx[e2πimx]∗dx=
⎧⎪⎪⎨⎪⎪⎩

1 if p /=m (orthogonality),

0 otherwise (normality),

of any two functions, e2πipx and e2πimx, of this set guarantees orthonormality and so by extension
the whole set is orthonormal.
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When the function f is discrete, or if it is discretized on a finite set of cardinality n, the integrals
in (1.1) and (1.2) can be expressed as a finite sum, also called the discrete Fourier transform
(DFT)

f̂(k)=
n−1

∑
x=0

e−2πikx/nf(x), 0 ≤ k ≤ n − 1. (1.4)

with its corresponding inverse Fourier transform given by

f(x)= 1

n

n−1

∑
k=0

f̂(k)e2πikx/n. (1.5)

Another way to think of the discrete Fourier transform (1.4), and one that is more relevant to
the goals of this thesis, is to view it as a linear transformation F ∶ Cn → Cn. So, the matrix form
of the discrete Fourier transform is

f̂ =Ff, (1.6)

where both the original function f and its transform f̂ are vectors in Cn, and the DFT matrix
F is in Cn×n. The rows of F contain the vectors forming the Fourier basis consisting of the set
{e−2πikx/n}k∈{0,1,...,n−1} mentioned above. In other words, the Fourier transform f̂ is just f expressed
in a different basis. Multiplication of f by F on the left allows for an easy conversion between the
time and the frequency domain.

The matrix for the inverse DFT is

F−1f̂ =F−1(Ff)=f, (1.7)

which allows for the inverse operation of (1.6), switching back from the frequency to the time
domain.

From Fourier to Wavelets

Fourier analysis decomposes signals into frequency components, but it does not provide any in-
formation about the time at which these frequencies occurred. Figure 1.1(b), left, for example,
shows that the sinusoid waves are localized in frequency (k), but global in time. As a result if the
frequency content of a signal f varies with time, its Fourier transform does not detect any local
time variations and so cannot be used to analyze non–stationary signal. A solution to this problem
was introduced in Gabor [1946], who came up with the idea of a “windowed” Fourier transform
constructed by translating, in time and frequency, a window function g

gu,k = g(x − u)eπikx, k, u ∈ R

where u is the translation parameter. One function that can serve as a window is, for example, a
Gaussian, in which case the resulting transform is called Gabor transform [Gabor, 1946, Mallat,
2008]. So for functions on the real line, analogously to (1.2), the windowed Fourier transform is

f̂gab(k, u)=∫ e−πikxf(x)g(x − u)dx, k ∈ R, (1.8)

where the multiplication by the translated window essentially localizes the Fourier integral in the
neighborhood of u.

4



(a) (b)

Figure 1.1: (a) Haar wavelet and scaling function. (b) Fourier transform (right), windowed Fourier
transform (middle) and wavelet transform (right) phase planes (frequency k and time x). Unlike
the first two cases, the wavelet transform has different resolution levels.

The original function can then be recovered by

f(x)=∫ ∫ f̂gab(k)g(x − u)eπikxdkdu. (1.9)

The windowed Fourier transform finds applications in many signal processing tasks, such as
music and speech recognition, where frequencies vary with time. Yet, it is inappropriate for signals
which have short durations of high frequency events, for examples signals arising in seismology or
molecular dynamics among many. As Figure 1.1(b), middle illustrates this is due to the observation
that as the frequency parameter k increases, the transform translates in frequency, but always by the
same width — in other words, it lacks resolution. On other hand, a transform which has different
levels of resolution, would be better suited to capture the short–lasting high frequency and long–
lasting low frequency parts of a signal. This type of transform is called a wavelet transform, shown in
Figure 1.1(b), right. Starting at the beginning of the 80’s the wavelet transform and multiresolution
ideas, which we discuss in Section 1.3, were formalized by Gabor, Morlet, Grossman, among many,
(see Mallat [2008] for a historical review).

1.2 Smoothness

One of the central questions of harmonic analysis is how to filter the space of functions on X into
a nested sequence of spaces according to their smoothness. Before we explain how these nested
spaces can be constructed in the next section, we will first define smoothness and in particular
what it means depending on the type of the starting space X.

If X is an Euclidean space or a differentiable (smooth) manifold, which often is the underlying
assumption for a lot of problems arising in Machine learning, the smoothness of f ∶X → R may be
defined in terms of the Laplace operator or the Laplace–Beltrami operator, respectively.

For functions defined on Euclidean space, for example when X =Rd, the Laplace operator, or
the Laplacian, is a second order differential operator

∆ = ∂2

∂x2
1

+ ∂2

∂x2
2

+ ⋅ ⋅ ⋅ + ∂2

∂x2
d

, (1.10)

which, when applied to a function f ∶X → R in d-dimensional Euclidean space, gives

∆f = ∂
2f

∂x2
1

+ ∂
2f

∂x2
2

+ ⋅ ⋅ ⋅ + ∂
2f

∂x2
d

.
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As a side note, a simple way to think of the two–dimensional Laplace operator, ∆ = ∂2/∂x2 +
∂2/∂y2, is in terms of an examples from physics. Consider the plane R2 and a function u(x, y, t)
which describes how the temperature at a given point changes with time t. Now let’s fix a square
— the heat diffuses through it, from higher to lower temperature, but after a long period of time
of heat flow stops and the system reaches an equilibrium state. This equilibrium is given by the
steady–state heat equation

∂2u

∂x2
+ ∂

2u

∂y2
= ∆u = 0. (1.11)

Going back to the general form of the Laplace operator, (1.10), we can “measure” the smooth-
ness of f by considering the ratio

η = ⟨f,∆f⟩
⟨f, f⟩

, (1.12)

where ⟨⋅, ⋅⟩ is the inner product. If the ratio (1.12) is small, we say that the function f is smooth.
Intuitively, this is equivalent to saying that, when applied to f , the Laplace operator does not
change it too much.

In differential geometry the counterpart of (1.10) is the Laplace–Beltrami operator

∆ = 1√
∣det(g)∣

d

∑
i,j=1

∂

∂xj

√
∣det(g)∣ gij

∂

∂xi
, (1.13)

which is just a generalization of the Laplace operator to functions defined on d-differentiable man-
ifolds with a metric tensor g (the metric tensor is a generalization of the Euclidean dot product
to manifolds). Smoothness is measured analogously to (1.12) except that the Laplace–Beltrami
operator is used instead.

Another way to think about function smoothness, without involving differentiation, is to con-
sider the set {Tβ}β∈[0,+∞) of smoothing operators. One example of such an operator is the diffusion

operator T t = e−α∆ generated by a second–order differential operator. When applied to a function
f on Rd, it takes the form

(Tβf)(y) = (2πβ)d/2∫ f(x)e−2π∣∣x−y∣∣2/βdx. (1.14)

1.3 Classical Multiresolution Analysis

Fourier analysis filters the space of square integrable functions L2(X) defined on R according
to smoothness by explicitly constructing an orthogonal basis of eigenfunctions of the ∆ or Tβ
operators. In this case, however, the eigenvectors, while perfectly localized in “frequency”, (i.e.
corresponding to a single eigenvalue of ∆ or Tβ) are not at all localized in the spatial domain due
to the fact that the Fourier transforms (discrete or continuous) are constructed as superpositions
of “dilations” of the function g(x) = e−ix. Wavelets, on the other hand, are designed to capture
information both in the frequency and in the space (time) domain and so a function in L2(X) could
be better represented by wavelet series expansion in an orthonormal basis generated by the dilation
and translation of a wavelet function. Multiresolution analysis (MRA) is an alternative way
of decomposing the space L2(X) into a wide range of scales by constructing a nested sequence of
spaces of functions of increasing smoothness using not only “dilation”, but also “translation”

L2(X) ⊃ . . . ⊃ V0 ⊃ V1 ⊃ V2 ⊃ . . . ⊃ {0} (1.15)
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L2(X) // ⋯ // V0
S1 //
D1

%%

V1
S2 //
D2

&&

V2
S3 //
D3

&&

⋯

W1 W2 W3

Figure 1.2: Multiresolution analysis repeatedly splits the function spaces V0, V1, . . . into a smoother
part V`+1 and a rougher part W`+1. S` and D` denote the scaling and the detail transform respec-
tively.

Each V` is split into a smoother (or “low frequency”) part V`+1 and rougher (or “high frequency”)
part W`+1 (Figure 1.2). In the sequence of subspaces, the smaller ` is, the shorter the length scale
over which functions in V` vary. In other words, if k > ` the space resolution 2` of the `–th subspace
is higher than the resolution 2k of the k–th subspace. We will refer to each of the subspaces V` as
a “level” of resolution.

[Mallat, 1989] proposed defining MRA on L2(R) (i.e., X = R) as a sequences of embedded spaces
using the following axioms:

1. ⋂` V` = {0}, i.e., when the resolution decreases to zero, the approximation signal contains less
and less information and converges to zero;

2. ⋃` V` = L2(R), i.e., when the resolution increases to infinity, the approximation signal contains
more and more information and converges to the original signal;

3. Translation invariance of V`: f ∈V` ⇐⇒ f ′(x) = f(x − 2`m)∈V`, for all m∈Z;

4. Dilation property: f ∈V` ⇐⇒ f ′(x) = f(2x)∈V`−1;

5. There exists a function φ(x) such that {φ(x −m)}m∈Z is an orthonormal basis for V0. This
property is key for the construction of a basis for each of the V` subspaces.

A direct consequence of the existence of a “father” wavelet according to Mallat’s fifth axiom is the
observation that V` is spanned by an orthonormal basis of the form

Φ` = {φ`,m(x) = 2−`/2φ(2−`x −m)m∈Z}. (1.16)

However, the totality of all these orthonormal bases, consisting of the set

{φ`,m(x) = 2−`/2 φ(2−`x −m)}m,`∈Z

is not an orthonormal basis for L2(X) because the “approximation” subspaces V` are not mutually
orthogonal.

In order to avoid this problem, we define the wavelet “detail” subspace W` to be the orthogonal
complement of V` in V`−1. In other words,

V` =W`+1⊕V`+1, (1.17)

where ⊕ denotes the sum of mutually orthogonal subspaces. From axiom 4 it follows that there are
scaled versions W` of W0 and from axiom 1 and 2, we can conclude that L2(X) = V`⊕(⊕∞

i=`Wi).
It can be further shown that the scaling function φ determines the “mother” wavelet ψ such

that {ψ(x −m)}m∈Z is an orthonormal basis of W0. Similarly to the way we used {φ(x −m)}m∈Z
to construct an orthonormal basis for some V` in (1.16) we can shown that W` is spanned by an
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orthonormal basis
Ψ` = {ψ`,m(x) = 2−`/2 ψ(2−`x −m)m∈Z} (1.18)

The spaces Vj can also be used to approximate general functions by defining projections onto
these spaces. Since the union of all Vj is dense in L2(X), it is guaranteed that any function of
L2(X) can be approximated arbitrarily close by such a projection. Let f ∶ X → R be a function
residing at a particular level of the hierarchy, without loss of generality, f ∈V0, its wavelet transform
is

f(x) =
∞
∑
i=0

Qi +P∞f (1.19)

=
∞
∑
`=1

∑
m

⟨f,ψ`,m⟩ψ`,m(x) +∑
m

⟨φ∞,m, f⟩φ∞,m(x), (1.20)

where Qi and Pi designate the orthogonal projection operators onto Wi and Vi.
For computational tractability we truncate the sum in (1.19) to the first L terms so f can be

reconstructed by f can be reconstructed by

f(x) =
L

∑
`=1

∑
m

⟨f,ψ`,m⟩ψ`,m(x) +∑
m

⟨φL,m, f⟩φL,m(x). (1.21)

The sum in (1.21) consists of L different levels of “detail”, expressed using the wavelet bases,
and a rough part, expressed using the scaling function — this representation of f is called the
wavelet transform. Algorithmically, the coefficients a`m = ⟨f,ψ`m⟩ and dm = ⟨φLm, f⟩ can be
efficiently calculated using schemes which ensure that the S` ∶ V` → V`+1 scaling transform and
the D` ∶ V` → W`+1 detail transform are sparse resulting in increasingly sparse wavelet basis at
increasing resolution of the MRA.

An examples of a wavelet function (together with its corresponding scaling) is shown in Figure
1.1 as well as in Figure 1.1 — this is the so-called Haar wavelet. One of its disadvantages is that it
has discontinuities which renders them unsuitable for a basis for smooth functions. Instead, many
other smoother wavelet are used such as for example the Daubechies wavelet, Morlet wavelet, Meyer
wavelet among other (see [Mallat, 2008, Daubechies, 1992] for a review).
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CHAPTER 2
HARMONIC ANALYSIS ON DISCRETE SPACES

We begin the chapter with a review of some basic concepts related to graphs and spectral graph
theory, whose main goal is to deduce principal properties and structure of graphs from the eigen-
spectrum of matrices associate to them [Chung, 1997]. Expanding a function defined on a graph
using the eigendecomposition of a matrix derived from it is precisely the graph equivalent of ex-
panding a function on the real line using its Fourier transform. In this sense spectral graph theory
amounts to performing Fourier analysis on graphs. In Section 2.2 we discuss the graph analog of
the Fourier transform on the real line. Further details on spectral graph theory can be found in
the seminal works by Chung [1997] and Spielman [2009], while [Shuman et al., 2013a,b] provide an
more intuitive overview of spectral graph theory as a Fourier analysis on graphs.

2.1 Spectral Graph Theory Notation and Background

Recall from Section 1.2 that one of the ways to define the smoothness of a function is by applying
the Laplace operator to it and measuring the ratio (1.12). However the Laplace operator defined
in (1.10) applies only to continuous functions. The discrete Laplace operator is the discrete
analog of the continuous Laplace operator, defined for discrete spaces such as graphs. The graph
Laplacian, and the normalized graph Laplacian are the two most widely used ways to define the
discrete Laplace operator.

Let G(V,E) denote an unweighted, undirected graph containing no graph loops or multiple
edges, where V and E denote the vertex and the edge set respectively. When referring to the
vertex set and the edge set of the graph, we may occasionally, when possible, omit explicitly
denoting them by V and E. Sometimes ∣G∣ may be used as a shorthand to refer to the number of
vertices of the graph.

The graph Laplacian is defined as L ∶=D−A for unweighted graphs, or L ∶=D−W for weighted
graphs. Here D denotes the degree matrix of G, which is a square diagonal matrix, such that each
element [D]i,i equals the number of edges incident on vertex i for unweighted graphs, or the sum
of the weights of all the edges incident to i for weighted graphs. The matrix A is the adjacency
matrix, where

[A]i,j ∶=
⎧⎪⎪⎨⎪⎪⎩

1 if vertices i, j are adjacent,

0 otherwise,
(2.1)

and W is the weight matrix with [W ]i,j representing the weight of edge i, j.
The normalized graph Laplacian [Chung, 1997] of a graph G is defined in matrix form as

L̃ ∶=D−1/2LD−1/2, which is equivalent to normalizing each graph edge by the square root of the
degrees of its end vertices:

˜[L]i,j ∶=

⎧⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎩

1 if i=j and Di,i /=0,

− 1√
deg(i)deg(j)

if i /=j and i, j are adjacent,

0 otherwise,

(2.2)

for a pair of vertices i, j ∈G, degree matrix D and deg(⋅) denoting a vertex degree.
Note that both the graph Laplacian L and the normalized graph Laplacian have a full set

of orthonormal eigenvectors since they are L̃ are real symmetric matrices. For both the graph
Laplacian and the normalized graph Laplacian eigenvalues are bounded from below by 0 and for
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the graph Laplacian, L the eigenvector associated with the zero eigenvalue is constant. In addition,
the eigenvalues of the normalized Laplacian L̃ are contained in the interval [0,2].

When analyzing functions on graphs, which can be represented simply by ∣V ∣-dimensional vec-
tors f ∈R∣V ∣, it is important to remember that measuring function smoothness is always with respect
to the intrinsic structure of the data, which in this context is a graph. Often the graph Laplacians
arise from a discrete sampling of a smooth manifold and so, if the density of the sampling is high
enough, under certain assumptions about the sampling probability distribution the discrete Lapla-
cian converges to its continuous counterpart at certain rate (see [Belkin and Niyogi, 2008, Hein
et al., 2005] and the reference cited therein for additional detail). The edge derivative of a function

f =Rn at vertex i is taken with respect to some edge e is
∂f(i)
∂e and so the graph gradient of f at

vertex i, with edges Ni={e1, e2, . . . , ep} incident on it, is just the vector

qi=[
∂f(i)
∂e1

,
∂f(i)
∂e2

, . . . ,
∂f(i)
∂ep

] ,

and so the local variation of f at vertex i can be measured by the `2 norm, ∣∣qi∣∣2, of the graph
gradient of f . Accordingly, the global, i.e., among all vertices in G, variation is then given by

1

2
∑ ∣∣qi∣∣22 =

1

2
∑
i∈V

∑
j∈Ni

Wi,j(f(i) − f(j))2. (2.3)

Expressing equation (2.3) in vector form leads to the so-called graph Laplacian quadratic form
[Spielman, 2009]

f⊺Lf = ∑
(i,j)∈E

Wi,j(f(i) − f(j))2 (2.4)

= 1

2
∑
i∈V

∑
j∈Ni

Wi,j(f(i) − f(j))2. (2.5)

Intuitively, the quadratic form can be used for measuring the graph smoothness of f since it will
be small if the function does not “jump” too much at the two endpoints of any edge of the graph.
For example, if f is constant on all vertices, the quadratic form will be 0. In general, the quadratic
form is small if two vertices i, j are connected by an edge with high weight (i.e., they are far apart
in the graph), and their endpoint vertices have similar weights (e.g., they are both positive or both
negative). In fact, when a situation like this arises, we say that the graph is smooth and so, not
surprisingly, the quadratic form, derived in (2.4), is equivalent to finding ⟨f,∆f⟩ in (1.12), except
that now ∆ is replaced with its graph equivalent L, and thus ⟨f,Lf⟩ = f⊺Lf 1.

2.2 Spectral Fourier Transform

Since the graph Laplacian L is a real positive definite symmetric matrix, it has n orthonormal
eigenvectors {u`}`=0,1,...,n−1 with their corresponding eigenvalues {λ`}`=0,1,...,n−1 being real and non-
negative assume that the eigenvalues are ordered 0=λ0 < λ1 ≤ ⋅ ⋅ ⋅ ≤ λn−1 ∶=λmax, where λ0 =0 is an
eigenvalue with multiplicity equal to the number of connected components in the graph.

1. Note that in general the inner product between two vectors f, g is defined as ⟨f, g⟩= ∫ f(x)g(x)dx, but if f, g
are finite vectors the integral is discretized by their dot product ⟨f, g⟩=f⊺g
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Recall from Section 1.1 that on the real line the classic Fourier transform is

f̂(k) ∶=
n−1

∑
j=0

e−2πijk/nf(j), k={0,1, . . . , n − 1},

where i ∶=
√
−1 is the imaginary unit and both f̂ and f are represented as vectors in Cn. f̂ is the

expansion of a function f in terms of the complex exponentials e2πijk, which are the eigenfunctions
of the one-dimensional Laplace operator ∂2

∂k2
(i.e., the Laplace operator defined in (1.10) in the

specific case when d = 1). The spectrum of the Laplace operator consists of all eigenvalues λ for
which there is a corresponding eigenfunction g such that −∆g =λg. In this specific case g = e2πijk

and so

− ∂2

∂k2
e2πijk =(2πk)2e2πijk. (2.6)

In analogy to the real line case, the graph Fourier transform f̂ of a function f ∈ Rn defined on the
vertices of the graph is the expansion of f in terms of the eigenvectors of L

f̂(λ`) ∶=⟨u`, f⟩=
n

∑
i=1

u`(j)∗f(i) (2.7)

and the inverse Fourier transform is then given by

f(i)=
n−1

∑
`=0

f̂(λ`)u`(i). (2.8)

In classical Fourier analysis the eigenvalues {(2πk)2}k∈R in (2.6) have a specific meaning of “fre-
quency” in the sense that for k close to zero (low frequencies) the associated complex exponential
eigenfunctions are slowly oscillating (smooth) functions, while for k far from zero (high frequencies),
the associated complex exponential eigenfunctions oscillate much faster. Analogously, in the graph
Fourier transform, the graph Laplacian eigenvalues and eigenfunctions provide a similar notion of
frequency. We will refer to the space of eigenfunctions of the discrete graph Laplacian L as the
graph spectral domain. For connected graphs the Laplacian eigenvector u0, with its corresponding
eigenvalue λ0 = 0, is constant with entries equal to 1/

√
n (for fully disconnected graphs the eigen-

values are all zero). The graph Laplacian eigenvectors u` associated with the low frequencies λ` are
smooth in the sense that if two vertices in the graph are connected by an edge with large weight,
the entries of the eigenvector corresponding to those vertices are likely to have similar values. The
eigenvalues associated with the large eigenvalues, on the other hand, oscillate much faster (high
frequencies) and the entries corresponding to vertices in the graph that are connected by an edge
with large weight are likely to be dissimilar.

For a wide range of signals wavelets transforms (1.3) are preferred to the Fourier transform since
their different levels of resolution localize signals in both time and frequency better than the Fourier
transform does. Similarly, it is thought that a graph wavelet transform should be able to localize
signals in both the vertex and graph spectral domain. In the classical wavelets setting, however,
there is a tradeoff between time and frequency resolution (generally knowns as the Heisenberg
uncertainty principle, originating from physics [Gabor, 1946]), and it is not clear if such a tradeoff
exists in the graph scenario. The graph Fourier transform and its inverse provide equivalent ways
of representing signals on graphs in two different domains — the vertex domain and the spectral
domain, examples of which are discussed further in Chapter 3.
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2.3 Multiresolution on Discrete, Unstructured Spaces

Both a signal on a graph with n vertices and a discrete-time signal with n samples can be viewed
as vectors in Rn. In other words in this case X is a space of finite cardinality n, and so let
V0 = L2(X) = Rn. While in the classical case of multiresolution on the real line operations such as
translation and dilation are both intuitive and mathematically well-defined notions, they cannot
necessarily be easily applied to irregular domains such as graphs. For example, it is not immediately
obvious what “translating” and “dilating” a graph signal means. A naive way to translate a
function on the vertices of the graph might be to number the vertices, the however this “ordering” is
arbitrary and it is not shift-invariant. However, the overarching idea of a sequence of sparse unitary
transforms U`∶V` → V`+1⊕W`+1 that successively split spaces of function on X into smoother and
rougher parts carries through from the real line to the discrete setting. In order to derive Mallat’s
axioms for the discrete, unstructured case, let the symmetric matrix A ∈ Rn×n play the role of the
smoothing operator δ from above. To construct a multiresolution on X, then one needs to construct
a nested sequences of subspaces

VL ⊂ . . . ⊂ V2 ⊂ V1 ⊂ V0 = L(X) ≅ Rn (2.9)

of dimensions dL ≤ ⋅ ⋅ ⋅ ≤ d2 ≤ d1 ≤ d0 = n, where each V` has orthonormal basis

Φ` ∶= {φ`1, φ`2, . . . , φ`d`}`={0,1,...,L}
and each W` has orthonormal basis

Ψ` ∶= {ψ`1, ψ`2, . . . , ψ`c`}`={1,...,L}
with V` =W`+1⊕V`+1, c` ∶= dim(W`) = d` − d`+1 for ` = 1, . . . , L and {φ0

m = em}nm=1 satisfying three
conditions:

MRA1 The sequence in (2.9) is a filtration of Rn in terms of smoothness with respect to A in the
sense that, if we let

η` = sup
v∈V`

v⊺Av/∣∣v∣∣2,

the sequence η0 ≥ η1 ≥ ⋅ ⋅ ⋅ ≥ ηL decreases sufficiently fast. Note that this is identical to the
definition of smoothness in (1.12).

MRA2 The wavelets are localized in the sense that if we let

µ` = max
{1,...,d`}

∣∣ψ`m∣∣0,

(where ∣∣ ⋅ ∣∣ denotes vector `0-norm, or the number of nonzero elements in the vector), the
sequence µ0 ≥ µ1 ≥ ⋅ ⋅ ⋅ ≥ µL increases no faster than a certain rate.

MRA3 Letting U` be the matrix form of the orthogonal transform taking the basis Φ`−1 to the
basis Φ` ∪Ψ`, i.e.,

φ`m =
d`−1

∑
i=1

[U`]m,i φ`−1
i m = {1, . . . , d`}

ψ`m =
d`−1

∑
i=1

[U`]m+d`,i φ
`−1
i m = {1, . . . , c`}

each U` is sparse, guaranteeing the existence of a fast wavelet transform.
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CHAPTER 3
MULTIRESOLUTION DESIGNS ON DISCRETE SPACES

In this chapter we review the various wavelet on graph designs and provide more detail on some
of the key developments on the topic. We closely follow the material presented in [Coifman and
Maggioni, 2006, Mahadevan, Hammond et al., 2010, Gavish et al., 2010, Lee et al., 2008] and the
references cited therein. In some cases the notation has been changed to conform to the rest of the
thesis.

Similarly to the classical wavelet transforms, which are designed to localize signals in both time
(space) and frequency, the wavelet transforms are designed with a similar goal in mind. There are
two main types of ways of defining wavelets on graphs.

On the one hand, spectral domain designs such as Diffusion Wavelets [Coifman and Mag-
gioni, 2006] and Spectral Graph Wavelets [Hammond et al., 2010], utilize precisely the spectral
properties (i.e. information encoded in the eigendecomposition) of matrices defined on graphs
(such as the graph Laplacian, normalized graph Laplacian, or the adjacency matrix). Diffusion
wavelets are based on compressed representation of the powers of a diffusion operator and the basis
functions at each resolution level are obtained through a Gram-Schmidt orthogonalization scheme.
Spectral graph wavelets are dilations and translations of a kernel function defined in the spectral
domain of the graph Laplacian.

On the other hand, the vertex domain designs are based on the spatial features of the graph
itself such as distance between nodes or node connectivity. The idea here is to localize the transform
by filtering some k-neighborhood of vertices around a given vertex based on some distance metric
without relying on the spectral properties of the graph. For example, the “Wavelets on trees” idea,
introduced by [Gavish et al., 2010], is a notable example of this approach. Wavelets on trees are
constructed by first fitting a balanced hierarchical tree on a set of data points using some distance
metric d(i, j) for each (i, j) pair of points and then defining orthonormal bases for the space of
functions over the hierarchically nested partitions of that tree.

3.1 Diffusion Wavelets

Recall from 1.2 that one of the ways of defining smoothness is with respect to a smoothing operator,
example of which the diffusion operator. The diffusion wavelets method uses the diffusion operator
T =e−α∆ (where the Laplace operator ∆ is now replaced by its graph analog, the graph Laplacian
or a kernel matrix) to induce a multiresolution analysis, interpreting the powers of T as dilation
operators acting on functions, and constructing a downsampling scheme to efficiently represent the
multiscale structure. This yields a construction of scaling functions and wavelets at different levels.

Consider a finite graph G on n vertices and a symmetric positive definite, positive diffusion
operator T on functions onG. For example, G could be represent a metric space in which the vertices
are documents and edges have positive weights, function of the similarity between documents; T
could be the heat kernel of a weighted undirected graph. The goal is to efficiently compute the
powers of T 2j , for 0≤ j ≤J , which describe the long term behavior of the diffusion (or the random
walk).

While classical wavelet analysis constructs multiresolution on X using the span of translations
of a scaling function at a certain scale, the diffusion wavelets idea relies on the use of the span of
all eigenfunctions of T at a certain scale. Let ΛT ={λi}0≤i≤1 denote the spectrum of T and ξT its
eigenfunctions. Note that ΛtT is the eigenspectrum of T t and so we can decompose the spectrum
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of T into dyadic (i.e., powers of 2) scales by defining

λT,i={λ ∈ ΛT ∶ λ2j−1 ≥ ε} and ξT,i={fλ ∈ ξT ∶ λ ∈ λT,i}.

Note that if we let Vj ∶= span{ξT,i}, then each ξT,i is an orthonormal basis for Vj , since it
consists of eigenfunctions of T . Additionally, λT,j+1 ⊂ λT,j implies that Vj+1 ⊂ Vj ⊂ L(X). This
nested sequence of subspaces is reminiscent of the way classical MRA (1.15) decomposes L2(X)
into different scales. In fact, the set {Vj}j∈Z plays the role of the scaling multiresolution for diffusion
wavelets. We can also define, for each j ≥ 0, the subspace Wj as the orthogonal complement of Vj in
Vj−1, analogously to the relationship in (1.17) between the “approximation” and “detail” subspaces
in classical MRA.

Even though each subspace Vj has an orthonormal basis consisting of eigenfunctions of T (and
so does each corresponding Wj subspace, orthogonal to Vj), these basis function are in general
highly non localized. The goal then is to build localized bases for each of these Vj subspaces,
starting from a basis for the finest subspace V0 and explicitly constructing an orthonormal basis
for each subsequent coarser subspace {Vj}j>0 by an explicitly constructed downsampling scheme.

Starting by applying the diffusion operator T once to a space of test functions at the finest scale
j = 0, the scheme is based on the repeated application of the following procedure: orthonormalize
the columns of T 20 to get a new “downsampled” basis for its column space (up to some precision,
similar to numerical rank in Section 4.3), represent T in this compressed basis and then compute

the next dyadic power T 21 on this compressed basis; on the next level j =1, orthonormalize again
and so on. In the general case, at scale j we obtain a compressed representation of T 2j acting
on a family of scaling functions spanning the column space of T 1+2+22+⋅⋅⋅+2j−1 for which we have a
compressed orthonormal basis, and then we apply T 2j , locally orthonormalize, and compress the
result, thus getting the next coarser subspace.

Initially, the starting basis is the set {δx}0≤x≤n−1, which, using matrix notation can be rep-
resented by a matrix Φ0 ∶= In, where In is just the identity matrix with the basis vectors on its
columns. Next we construct an orthonormal basis for the column space of T 20=T using a Gram-
Schmidt orthonormalization scheme. In matrix form this amounts to finding the rank revealing QR
factorization of T into a product T ∼ε Q0R0 of a matrix Q, whose columns Q∶,i are orthogonal, and
an upper triangular matrix R0, with ∼ε denoting the fact that the factorization is exact up to some
numerical precision parameter ε of choice. Note that the QR decomposition used is reduced (see
Section 4.3 and [Trefethen and Bau III, 1997] for additional details), which makes the procedure
computationally efficient.

The k columns of Q0 form an orthonormal basis Φ1 of scaling functions for the column space of
T , written as a linear combination of the initial basis, i.e. the identity matrix Φ0=In. This step can
be interpreted as the “downsampling” of V1 since the basis functions of T 2j+1 are computed using
only the k lowest frequency basis functions of T 2j since the high frequency ones (corresponding
to the singular values that are below the precision ε) are “discarded” in the rank revealing QR
procedure.

The next step involves expressing the first dyadic power of T on the basis Φ1 using the fact
that T is a symmetric matrix

T 21 =(Q∗
0T

∗)(TQ0) = Q∗
0R

∗
0Q

∗
0Q0R0Q0 = Q∗

0R
∗
0R0Q0,

where T 21 is now a compressed, k × k matrix, represented in terms of the column space of the first
power, T , of the diffusion operator.

Recursively this procedure continues up to some level J , where the 2J–th dyadic power of T is
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approximated by the factorization

T 2J =Q∗
0Q

∗
1 . . .Q

∗
JR

∗
JRJQJ . . .Q1Q0.

Conceptually, for a given level j the dyadic powers, T 2j , of the diffusion operator T correspond
to dilation operators acting on functions L2(X), and the projections of T2j onto Qj correspond
to carefully constructed downsampling of T . Intuitively, the dyadic powers of T diffuse over the
space G and propagate local relationships in the function to which they are applied to until these
relationships become global.

Wavelet bases for the spaces Wj can be built analogously using the QR decomposition by
factorizing IVj −Qj+1Q

∗
j+1, which is the orthogonal projection of the complement of Vj+1 into Vj .

Assuming that the QR procedure could be carried out in time O(nk), where k = 1,2, the

computational cost of applying the diffusion operator to a function, T 2jf , for any fixed f =Rn. In
the worst case, when the diffusion operator is not of low rank, the running time is O(n3).

The main assumptions of diffusion wavelets are: (1) G is strongly connected and local, i.e. each
vertex is connected to only a small number of vertices; (2) the operator T is “local” in the sense
that when it is applied to the Dirac delta function δx, x ∈ G, the resulting Tδx has small support;
(3) the powers of the diffusion operator T have low numerical rank, i.e., rank(T 2j)<rank(T 2j−1).
Since the powers of T are of low rank, they could be efficiently represented on a small set of basis
vectors obtained by the reduced QR factorization at each level. However, note that for higher levels
j the operator T 2j is no longer local in the original space G, but in the new, compressed space
obtained from the QR decomposition. Essentially, at each step the QR factorization destroys the
nice small support of the wavelets, which is the main drawback of constructing diffusion wavelets.
The high frequency wavelets end up having very wide support, which is at odds with the very goal
of constructing well-localized wavelets.

3.2 Spectral Graph Wavelets

Hammond et al. [2010] propose a way for constructing wavelet transforms of a function f∈R on the
vertices of an arbitrary finite weighted graphs by defining scaling using the graph analogue of the
Fourier domain, namely the spectral decomposition of the discrete graph Laplacian L. The method
called Spectral Graph Wavelet transform (SGWT) consists of one scaling function centered at each
vertex and L wavelets centered at each vertex, at each one of them at a different scale. The scaling
function is given by

φa(x)=
n−1

∑
i=0

h(λi)ui(x)ui(a), (3.1)

where h(λ) ∶ R≥0 → R is a real valued kernel function which smoothes the low frequencies, i.e., the
eigenvalues close to 0.

For a given scale t, there are total of n wavelets, each centered at each of the graph vertices

ψt,a(x)=
n−1

∑
i=0

g(tλi)ui(x)ui(a) a={1, . . . , n} t={t1, . . . , tL} ∈ R+, (3.2)

where g is a kernel satisfying certain admissibility conditions which guarantees that the wavelets
ψt,a can be used for accurate signal reconstruction by the inverse Fourier transform.

The number of scales L is a design parameter adapted to the upper bound λmax of the eigen-
spectrum of the graph Laplacian L and is thoroughly described in [Hammond et al., 2010]. Note
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that despite the fact that the spatial domain for the graph is discrete, the scale t is actually defined
for any positive real number since the kernel g is continuous.

The SGWT scaling functions φ, despite their name, differ from the scaling function introduced
in 1.3 and are not used to generate the SGWT wavelets (3.2) themselves as in the case of tradition
orthogonal wavelets described in the previous chapter. Constructed analogously to, but indepen-
dently of, the SGWT spectral graph wavelets (3.2), the goal of the scaling functions (3.1) is simply
to smoothly represent the low frequency content on the graph. In a sense, the SGWT wavelets (3.2)
represent a band-pass filter, while the scaling functions (3.1) are a low-pass filter geared towards
capturing the low frequency content of f .

The wavelet coefficients at scale t are derived by applying the wavelet operator to f :

Wf(t, a)=⟨ψt,a, f⟩=
n−1

∑
i=0

g(tλi)ui(x)∗ f(x)ui(a)

=
n−1

∑
i=0

g(tλi) f̂(i)ui(a).
(3.3)

where f̂(i) = ⟨ui, f⟩ =∑ni=1 ui(i) f(i) is the graph Fourier transform of f . Intuitively, the wavelet
coefficient Wf(t, a) provides a measure of the degree to which the wavelet ψt,a is present in the
signal f . Thus, at scale t the wavelet transform of a function f is given by

W t
f =[Wf(t,1),Wf(t,2), . . . ,Wf(t, n)]

and so the entire transform W ∶ Rn → Rn(L+1) across all L scales is

W =[Wh;W t1
f ;W t2

f ; . . . ,W tL
f ] (3.4)

where Wh=⟨φa, f⟩ are the SGWT scaling coefficients using (3.1)
The naive way of computing the transform, by directly using equation (3.3), requires explicit

computation of the entire eigenvector decomposition of the graph Laplacian, which is unfeasible
for large matrices, since even general purpose routines such as QR decomposition have computa-
tional complexity of O(n3) in the worst case. In order to circumvent this computational problem,
[Hammond et al., 2010] approximate the scaled generating kernel g by a low order polynomial and
so the wavelet coefficients at each scale can be computed as a polynomial of L applied to the input
signal f through simple matrix-vector multiplication.

The SGWT is overcomplete in the sense that there are more wavelets than vertices in the graph,
i.e., there are n(L + 1) coefficients in the entire SGWT (3.4) transform. Ideally, at each scale one
would want to subsample a collection of vertices which would serve as wavelets centers in (3.2)
instead of calculating all n wavelet coefficients at each scale. However, how one can perform this
subsampling in a meaningful way remains an open question. On a regular graph the underlying
geometric regularities can be used to find appropriate subsampling, however the more interesting,
and also more difficult problem, is how to perform vertex subsampling on an irregular graph.

3.3 Multiscale Wavelets on Trees

Gavish et al. [2010] argue that current techniques in machine learning rarely exploit the rich ge-
ometric structure of high dimensional and graph data. Many methods used to process functions
defined on undirected graphs are based on the graph Laplacian L, where L is a symmetric weighted
matrix, usually the result of applying a similarity kernel. The global function smoothness w.r.t. the
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graph is measured by the graph Laplacian quadratic form f⊺Lf (2.4). However, measuring func-
tion smoothness using the quadratic form leads to ill–poised problems for semi–supervised learning
with high dimensional data as the number of unlabeled data grows to infinity. Another problem is
that eigenvector–based methods might not be suitable for representing functions on graphs since
these basis vectors, as eigenvectors of a symmetric matrix, have global support and become increas-
ingly oscillatory, which leads to a restricted number of coefficients that can be reliably calculated.
Therefore, conceptually it makes more sense to construct basis vectors which have local, rather
than global, support; to achieve this purpose Gavish et al. [2010] rely on the underlying geometry
of the graph itself.

The proposed harmonic analysis framework relies on the assumption that the geometry of
the input graph or high dimensional data can be captured by one (or many) hierarchical tree(s).
Unlike many methods that construct hierarchical trees from graphs such as deterministic, random,
or agglomerative trees, this approach does not assume Euclidean structure. The exact method of
hierarchical tree construction is not relevant, as long as the input dataset X is equipped with such
a tree, and moreover the tree is balanced. Let the tree has L levels with `=0 denoting the root level
and ` = L − 1 denoting the deepest level in the tree, where each datapoint x∈X is a leaf node.

Let V ={f ∣ f ∶X → R} denote the space of all functions on X with inner product and ⟨f, g⟩ and
let X l

k denote the set of all leaves of the k–th subtree of a tree rooted at some node which resides
on level l.

The tree representation of the data induces a multiresolution analysis with an associated Haar-
like wavelet basis. In particular, if for a given level `, V ` denotes the spaces of functions constant
on all subtrees at that level, i.e. V `={f ∣ f ∶X → R, f constant on all subtrees X`

j},

V L ⊃ . . . ⊃ V l+1 ⊃ V l ⊃ . . . V 1=V, (3.5)

where V 1 is the one-dimensional space of constant functions on the datasets X. The sequence of
nested subspaces resembles a multiresolution (MRA) analysis of V . Analogously to classical MRA,
let W `, (1 ≤ l ≤ L) be the orthogonal complement of V ` in V `+1, i.e. V `+1 =W ` ⊕ V `, where each
V` is split into a smoother part V`+1 and a rougher part W`+1. More specifically, consider a subtree
X`
k at level ` with two subtrees X1

`+1 and X2
`+1, then there is a zero-mean Haar-like function (see

Figure 1.2 for description of Haar wavelets) ψ`,k,1 that is supported only on these two subtrees and
is piecewise constant on each of them. If a tree X`

k has t subtrees which are located at level ` + 1,
then t − 1 Haar-like orthonormal functions ψl,k,j (i.e.,{ψl,k,j}1≤j≤(t−1)) are constructed. In order

words, if t is the index of the subtrees (located at level `+1) of the tree X`
k, the first function ψ`,k,1

is supported only on the first two subtrees (t=1, t=2), the second function ψ`,k,2 is supported on the
first three subtrees (t=1, t=2, t=3), the third function ψ`,k,3 on the first four subtrees (t=1, t=2, t=3)
and so on up to the (t − 1)–th function ψ`,k,(t−1) supported on t subtrees. The collection of all of
these functions plus the constant function on X constitutes an orthonormal basis of V .

While [Gavish et al., 2010]’s Multiscale Wavelets idea exploits the geometric structure in the
vertex domain, it suffers from the oversimplifying assumption that one can fit a balanced tree on
the dataset in the first place. On the one hand, defining a tree on a dataset relies upon finding
an appropriate distance metric between the data points, and so it is not immediately clear given
a dataset, which metric would produce a tree which best captures the inherent structure of the
dataset. On the other, while one might be able to come up with a good metric given a dataset, it
might not be feasible to expect that the resulting tree would be balanced.
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CHAPTER 4
FACTORIZATION OF MATRICES IN MACHINE LEARNING AND

LINEAR ALGEBRA

Classically, the way a lot of problems in numerical linear algebra are approached is though the
prism of matrix factorizations. Typically, the goal of these factorizations is to derive some canonical
form such as a diagonal or upper triangular matrix. In this chapter, we review a type of matrix
factorizations, one related to multilevel methods and sparse coding, as well as some canonical
algorithms that we use throughout the paper.

4.1 Dictionaries and Sparse Representations

Often the assumption in numerical linear algebra and certain machine learning methods is that a
matrix is of low rank. If a matrix A ∈ Rn×n is of low rank r<<n, it can be expressed as a sum of a
dictionary of r mutually orthogonal unit vectors {u1, u2, . . . , ur} in the form

A =
r

∑
i=1

λiuiu
⊺
i , (4.1)

where the columns of U , u1, u2, . . . , ur, are the normalized eigenvectors of A with their corresponding
eigenvalues λ1, λ2, . . . , λr. When A is a covariance matrix, the decomposition of the form (4.1) is
also known as Principal Component Analysis (PCA) [Jolliffe, 1986, Eckart and Young, 1936].
Recall that the left and right eigenvectors of symmetric matrices are identical and so the eigenvalue
decomposition of A is

A=UΛU⊺, (4.2)

where U ∈Rn×n is an orthogonal matrix containing the eigenvectors with their corresponding eigen-
values on the main diagonal of the diagonal matrix Λ∈Rn×n.

Using the eigendecomposition (4.2), the matrix form of (4.1) is

Ar =UrΛrU⊺
r , (4.3)

where Ur ∈Rn×r consist of the r top eigenvectors with their corresponding eigenvalues on the main
diagonal of D ∈ Rr×r. The “top” eigenvectors of A are the ones corresponding to the r highest
eigenvalues in the ordered sequence λ1 ≥ ⋅ ⋅ ⋅ ≥ λr ≥ ⋅ ⋅ ⋅ ≥ λn = 0. In fact, the PCA decomposition
(4.3) is one of the ways to approximate (or compress) the original matrix A since selecting the top
eigenvectors guarantees that the error ∣∣A−Ar ∣∣, measured in Frobenius, operator or trace norm, is
minimized.

The computational drawback of using PCA for matrix approximations is that eigenvectors are
generally dense, i.e. supported on all n dimension of A, while matrices arising in graph learning
problems are sparse since each graph vertex is generally connected to just a few other “nearby”
vertices. In cases like this, conceptually it makes sense to decompose A into a dictionary of local,
rather than global, dense eigenfunctions. In addition, modeling A in this manner avoids the added
overhead of finding the first r eigenvectors, which becomes prohibitive in cases where the underlying
matrix is very large.

In fact, the study of sparse representation of signals (also known as sparse coding) using dic-
tionaries attempts to achieve precisely this task. Traditionally used in image and signal processing
[Mallat, 2008], more recently dictionaries have also found applications in compression, regulariza-
tion in inverse problems and feature extraction [Chen et al., 1998, Mairal et al., 2007, Aharon et al.,
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2006]. More precisely, the goal is to model a signal y ∈ Rn using a dictionary, D ∈ Rn×k, whose
columns {di}ki=1 form a collection of k waveforms (also known as atoms). The signal y can be
(approximately or exactly) represented as a linear combination in the form y ≈ Dx, where x ∈ Rk
is a sparse vector of representation coefficients. If the dictionary consists of more than n atoms, it
is called overcomplete and in this case, if D is also a full rank matrix (which is often the case)
the representation problem of finding x has an infinite number of solutions. Given a dictionary of
atoms D, the problem of finding x is non–trivial and so certain constraints need to be imposed.
Most often the solution is to simply find an x with the highest sparsity, i.e., largest number of zero
coefficients, which is equivalent to simply minimizing the `0 norm (number of nonzero entries) of
x. Obtaining the most sparse representation itself is a hard problem in and of itself and finding
the best solution is the main topic of the “pursuits” (e.g., matching pursuit, basis pursuit among
others) family of algorithms [Mallat and Zhang, 1993, Tropp, 2004, Chen et al., 1998]. All of these
methods, however, assume that they are a priori equipped with such a dictionary D. In practice,
however, the properties of D set the limit on the sparsity level of x which in turn directly affects the
convergences properties of the pursuit algorithms. Thus, the way such a dictionary is constructed
in the first place is crucial for finding the sparse representation x.

Designing dictionaries, in fact, has developed into a separate line of research. On the one
hand, wavelets methods offer an easy solution by simply composing D as a union of orthonormal
bases.However, one of the major disadvantages of this approach is that the bases are predefined
in the sense that the wavelet transform used is chosen in advance and is not learnt from the data
points. On the machine learning front, on the other hand, some more recent ideas focus on designing
an “adapted” dictionary; finding the optimal dictionary is treated as a learning problem in which
D is iteratively updated based on the training datapoints. In case multiple observations of the
same signal are available, the vector y is now replaced by a matrix Y ∈Rm×n, the goal is to learn a
dictionary D ∈Rn×k such that each observation can be well approximated by a linear combination
of k columns of D. The coefficients determining the linear combination are now contained in a
matrix X ∈ Rm×k (rather than vector x) and so the approximation of Y reduces to finding the
decomposition Ỹ =XD⊺ such that Ỹ is close to Y in some norm. Note that the learning problem
here consists of finding both the dictionary and the coefficient matrix.

Some of the methods operate at a single scale [Aharon et al., 2006, Jenatton et al., 2010, 2011]
while other incorporate a more refined notion of structure, one that is constructed in a multiscale
or multilevel manner [Mairal et al., 2007].

4.2 Multilevel Factorizations

In multilevel algorithms one usually “coarsens” a graph/matrix level by level until a small number of
vertices/variables remain. By coarsening we mean, roughly, clustering the vertices using a carefully
crafted objective function. The goal is to compress a large graph/matrix to a more manageable size
while that the local information is still preserved in the vicinity of the each vertex and the global
structure remains approximately unchanged.

To be more specific, for a symmetric matrix A ∈ Rn×n, a multilevel factorization is a factor-
ization of the type

UL . . . U2U1AU
⊺
1U

⊺
2 . . . U

⊺
L =H, (4.4)

where U1, U2, . . . , UL are n×n rotation matrices. The idea of making dense matrix transformations
more computationally efficient by breaking them down into a product of multiple, more sparse
transformations is not new. In fact, a similar notion can be noticed in the classical Jacobi’s
eigenvalue algorithm from the 1840’s, which we review in what follows along other multilevel ideas,
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some of which are much more recent.

Jacobi’s algorithm

Jacobi eigenvalue algorithm iteratively calculates the eigendecomposition, A =PDP−1, of a sym-
metric matrix [Jacobi, 1846]. The algorithm works by repeatedly applying a series of rotations U1,
U1, . . . , UL to a symmetric matrix A ∈ Rn×n on the left and on the right side until the product

D=UL . . . U2U1AU
⊺
1U

⊺
2 . . . U

⊺
L, (4.5)

converges to a diagonal matrix, up to numerical precision.
The rotation matrices U1, U1, . . . , UL are also known as Givens rotations in the numerical linear

algebra community. A Givens rotation is typically represented by a matrix of the form

Ui,j,θ =

⎛
⎜⎜⎜⎜⎜⎜⎜
⎝

1 ⋮ ⋮
. . . c . . . −s . . .

⋮ 1 ⋮
. . . s . . . c . . .

⋮ ⋮ 1

⎞
⎟⎟⎟⎟⎟⎟⎟
⎠

,
c=cos θ
s=sin θ,

(4.6)

where the dots denote the fact that the matrix is zero everywhere except for its main diagonal,
which contains either 1’s or c= cos θ/s= sin θ, for some angle θ ∈ (0,2π), at the intersections of the
i–th and j–th row/column. Essentially, at each level 1 ≤ ` ≤ L of the factorization, each Givens
rotation matrix U` = Ui,j,θ, is calculated in closed form and so the updates performed on A`+1 also
have closed form given by

[A`+1]i,i=c2[A`]i,i + s2[A`]j,j − 2sc[A`]i,j
[A`+1]j,j =s2[A`]i,i + c2[A`]j,j + 2sc[A`]i,j
[A`+1]k,i=c[A`]k,i − s[A`]k,j (4.7)

[A`+1]k,j =s[A`]k,i − c[A`]k,j
[A`+1]i,j =0

. (4.8)

The rotations from (4.5) can also be used to obtain the eigenvectors of A. Each column [P ]∶,i of

P =U⊺
1U

⊺
2 . . . U

⊺
L,

contains an eigenvector corresponding to the eigenvalue [D]i,i.
Note that even though each rotation might increase/decrease certain entries in A which have

been zeroed out in previous rotations, total off-diagonal mass (sum of the squares of the off-digaonal
entries of A) decreases with each iteration. The eigenvalues of A are determined by finding the
roots of the characteristic polynomial, however explicit algebraic formulas for finding the roots of a
polynomial exists only if its degree is ≤4. So in general A cannot be diagonalize to infinite precision
in a with a finite number of rotation. In practice 3n2 to 5n2 rotations, each requiring operations of
order n, suffice for the convergence of the algorithm [Rutishauser, 1966]. Thus, the total running
time of Jacobi’s method is O(n3).
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Treelets

The main limitation of the classical wavelet approach is the implicit assumption of smoothness of
the data as a function of its variables. For this reason standard wavelets are not suited for analysis
of unordered data. Instead, Lee et al. [2008] suggest an adaptive approach, called Treelets, which
finds a multiscale representation of the data regardless of the order of the variables. The algorithm
is similar to the classical Jacobi eigenvalue decomposition method except that in addition to finding
a multilevel orthogonal basis U1, U2, . . . , UL (as in (4.5)) supported on nested clusters in a tree, it
also finds a hierarchical cluster tree of the data points. Both of these procedures are data driven
in the sense that they are derived by exploring the local structure of the data and they do not
rely on sorting or the application of some predefined structure, for example, such as the one in
[Gavish et al., 2010] discussed earlier. Treelets is motivated by the need to find higher order
relationships/dependences in covariances matrices in statistics. These hierarchies have applications
in various problems arising in classification such as feature selection, i.e., extracting the dataset
features which contain the most information.

Starting with a set of n variables X whose covariance matrix is Σ ∈ Rn×n and a set of indices
S = {1,2, . . . , n}, the Treelets algorithm consists of the following steps. First, at each level ` the
two most similar variables i and j (i.e., rows/columns i, j of Σ`) are selected. Since covariance is a
measures of similarity, finding the most similar variables corresponds to finding the maximum off–
diagonal element of the covariance matrix [Σ`]i,j and in particular for the purposes of the Treelets
algorithm i, j are selected such that i, j ∈ S. The next step is applying a Givens rotation U`=Ui,j,θ
(4.6) on Σ`, where the rotation angle is fixed at ∣θ∣ ≤ π/4, which guarantees that after rotation the
(i, j)–th entry of Σ`+1=U⊺

` ΣU` becomes zero. The rotation step can be thought of performing local
PCA in the sense that at a given step a pair of rows/columns i, j are selected and the orthogonal
transformation at that step is localized to these rows/columns. In particular, after rotation the
two diagonal entries [Σ]i,i and [Σ]i,i get updated (according to the top two closed forms in (4.7)
— the first goes up and the second goes down in value relative to their respective values before the

rotations. Let’s assume that after rotation at level `, Σ
(`)
i,i ≤Σ

(`)
j,j , then index i is removed from the

set of index variables S. The combination of a rotation and elimination of a dimension is repeated
on the next level for a total of n iterations, i.e., until S is empty.

By performing a series of rotation, followed by an elimination of one element of the set S, the
Treelets algorithm constructs a multiscale orthonormal basis on a hierarchical tree. After L = n
rotations and eliminations, the product U⊺

1U
⊺
2 . . . U

⊺
L contains the wavelets on its columns.

4.3 Elementary Factorization Concepts

Finally, for completeness we review two widely used method from numerical linear algebra which
we refer to at different places. Additional details can be found in [Trefethen and Bau III, 1997,
Golub and Van Loan, 2012].

The Singular valued decomposition (SVD) of a matrix A ∈ Rm×n with rank r is

A=UΣV ∗, (4.9)

where U ∈ Rm×r has orthonormal columns (left singular vectors), Σ ∈ Rr×r is a diagonal matrix
with positive real entries (singular values) on the diagonal, V ∈Rn×n also has orthonormal columns
(right singular vectors). Geometrically, the SVD has the following interpretation. If we consider
the unit sphere in S in Rn, then the linear map A = UΣV ∗ maps S to a hyperellipse AS ∈ Rm.
The unit sphere is essentially “stretched” in some orthogonal directions, corresponding to the
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columns of {[U]∶,1, [U]∶,2, . . . , [U]∶,r}, each by a factor of {σ1, σ2, . . . , σr} respectively. The vectors
of {σ1[U]∶,1, σ2[U]∶,2, . . . , σr[U]∶,r} are called principal semiaxes of the hyperellipse. Unless m= r,
the columns of U do not form a basis for Rn and U is not orthogonal either. However, by adding
additional m−r orthonormal columns U can be transformed into a orthogonal matrix. Accordingly,
in order to match the matrix dimension Σ needs to be extended by adding m − r rows of zeros on
the bottom. This version of the SVD, called full SVD in contrast to the reduced SVD (4.9),
decomposes A into A=UΣV ∗ with U ∈Rm×m, Σ∈Rm×n, and U ∈Rn×n.

Having defined the singular vectors of A, we can introduce the notion of numerical rank. In
general, the rank of a matrix is the number of linearly independent columns of A, which corresponds
to the number of non–zero singular values. We define zero up to finite precision by finding the first
gap in the ordered sequence of singular values σ1 ≥ σ2, . . . ,≥ σn where σi/σi+1 > ε.

In many applications one is interested in the column spaces of a matrix A. To be more precise,
by column spaces we mean the successive spaces spanned by the columns {[A]∶,i}1≤i≤n of A

⟨[A]∶,1⟩ ⊆ ⟨[A]∶,1, [A]∶,2⟩ ⊆ ⟨[A]∶,1, [A]∶,2, [A]∶,3⟩ ⊆ . . . , (4.10)

where ⟨[A]∶,1⟩ is the one–dimensional subspace spanned by the first column of A, ⟨[A]∶,1, [A]∶,2⟩ is
the two–dimensional subspaces spanned by first two columns, [A]∶,1 and [A]∶,2, of A, and so on.
The idea of the QR factorization finds a sequence of orthonormal vectors spanning all of these
successive spaces. In matrix form, this is equivalent to decomposing A into the product

A=QR, (4.11)

where Q ∈ Rm×r has orthogonal columns, and an upper triangular matrix R ∈ Rr×r. In subspace
notation from (4.10), the first column of Q forms the span of the first column of A, the second
column of Q forms the span for the first two columns of A and so on. Analogously to the distinction
between reduced and full SVD from above, the size of the matrices in the QR decomposition in
(4.11) can be extended so that Q forms an orthonormal basis for the column space of A.
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CHAPTER 5
MULTIRESOLUTION MATRIX FACTORIZATION (MMF)

The following chapter introduces the idea of Multiresolution Matrix Facotirization (MMF), and is
based on [Kondor et al., 2014].

5.1 Multiresolution Matrix Factorization

Multiresolution Matrix Factorization (MMF) is centered around the idea of expressing multireso-
lition analysis in a matrix form. While in Chapters 1 and 2 we saw that Fourier analysis and
the eigendocomposition of a symmetric matrix A are closely related since finding the Fourier ba-
sis reduces to finding the eigendecomposition A = UDU⊺, where U is an orthogonal matrix and
D is diagonal. In contrast to the “one–shot” diagonalization eigendecomposition performs, the
multiresolution factorization relies on a sequence of transformations of the form

A↦ U1AU
⊺
1 ↦ U2U1AU

⊺
1U

⊺
2 ↦ ⋅ ⋅ ⋅↦ UL . . . U2U1AU

⊺
1U

⊺
2 . . . U

⊺
L,

where each of the U1, U2, . . . , UL matrices is orthogonal and so A is factorized at L different levels

A=U⊺
1U

⊺
2 . . . U

⊺
LHUL . . . U2U1, (5.1)

where the matrix H is close to diagonal.
The central idea of MMF is to convert multiresolution analysis into a matrix factorization

problem by focusing on how it compresses the matrix A. If we set U` ← U` ⊕ In−dim(V`−1), we can
extend each U` matrix to size n × n. So in the basis Φ1 ∪ Ψ1 A becomes U1AU

⊺
1 , in the basis

Φ2 ∪Ψ2 ∪Ψ1 A becomes U2U1AU
⊺
1U

⊺
2 , and so on leading after L levels to the form (5.1).

Similar to the sparsity requirements for the MRA transforms S`,D` in Figure 1.2, in the MMF
setting each of the U` orthogonal matrices must also be sparse. Outside a square block of size
dim(V`−1), each U` is the identity. For simplicity, we can assume this block is in the upper left
corner — Figure 5.1 illustrates the shape of the blocks in each of the U1, . . . , UL matrices. In
addition, the first dim(V`) rows of UL . . . U2U1 are the scaling functions for level L, {ψLm}m∈Z, and
the remaining rows are the L-level wavelets {φLm},{φL1

m }, . . .{φLm}.
H consists of four distinct blocks

H =( HΦ,Φ HΦ,Ψ

HΨ,Φ HΨ,Ψ
) , (5.2)

where HΦ,Φ is an “active” d` × d` submatrix consisting of the rows and columns that are still
active after performing the series of rotations H = U` . . . U2U1AU

⊺
1U

⊺
2 . . . U

⊺
` ; a (n − d`) × (n − d`)

submatrix HΨ,Ψ consisting of the “inactive” rows/columns that have been designated wavelets; the

⎛
⎜
⎝

⎞
⎟
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⋯
⎛
⎜
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⎛
⎜
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⎞
⎟
⎠

U⊺
1

⎛
⎜
⎝

⎞
⎟
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U⊺
2

⋯
⎛
⎜
⎝

⎞
⎟
⎠

U⊺
L

≈
⎛
⎜
⎝

⎞
⎟
⎠

H

Figure 5.1: As ` increases, an increasingly large part of the U` matrices, specifically all but a d`−1

dimensional submatrix, is just the identity. The purpose of the permutation matrix Π is to ensure
that it is always the last n − d`−1 coordinates that are fixed by U`, purely for ease of visualization.
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submatrices HΦ,Ψ and HΨ,Φ are of size d`×(n−d`) and (n−d`)×d` respectively. The three matrices
reflect the extent to which criterion MRA1 is satisfied. In particular, the closer the wavelets are to
being eigenfunctions, the better they filter the space by smoothness. In fact when HΦ,Ψ =H⊺

Ψ,Φ = 0
and HΦ,Φ is diagonal the filtration is “perfect”, and we call the matrices for which this condition
holds multiresolution factorizable.

Definition 1 Given an appropriate subset O of the group SO(n) of n–dimensional rotation ma-
trices, a depth parameter L ∈ N, and a sequence of integers n = d0 ≥ d1 ≥ d2 ≥ . . . ≥ dL ≥ 1, a
Multiresolution Matrix Factorization (MMF) of a symmetric matrix A ∈Rn×n over O is a
factorization of the form

A=U⊺
1U

⊺
2 . . . U

⊺
LHUL . . . U2U1, (5.3)

where each U` ∈ O satisfies [U`][n]/S`−1, [n]/S`−1
= In−d` for some nested sequence of “active” sets

[n]=S0 ⊇ S1 ⊇ . . . ⊇ SL with ∣S`∣=d`, and H ∈HnSL
, where AL ↓Hn

SL
designates the fact that all entries

of A` are zeroed out except those on the diagonal and in the SL × SL block.

We say that a symmetric matrix A∈Rn×n is fully multiresolution factorizable over O ∈SO(n)
with d1, . . . , dL if it has a decomposition of the form described in Definition 1.

Notation

Let [n] = {1,2, . . . , n}, S1 ⊍ S2 denote the disjoint union of two sets S1, S2 and SO(n) denote the
group of orthogonal matrices of dimension n.

Given a matrix M ∈ Rn×m and two sequences of indices I = (i1, . . . , ik), J = (j1, . . . , j`), where
I, J are subsets of [n], MI,J denotes the matrix M ∈ Rk×` cut out by rows (i1, . . . , ik) and columns
(j1, . . . , j`) of M . The entry at position (a, b) in MI,J we will denote by [MI,J]a,b.

Given M1 ∈ Rn1×m1 and M2 ∈ Rn2×m2 , M1⊕M2 is the (n1 +n2)× (m1 +m2) dimensional matrix
with entries

[M1 ⊕M2]i,j =

⎧⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎩

[M1]i,j if i ≤ n1 and j ≤m1

[M2]i−n1,j−m1 if i > n1 and j >m1

0 otherwise.

A matrix M is said to be block diagonal if it is of the form

M =M1 ⊕M2 ⊕ . . .⊕Mp

for some sequence of smaller matrices M1,M2, . . . ,Mp. We will only deal with block diagonal
matrices in which each of the blocks is square. We the remove the restriction that each block must
involve a contiguous set of indices and introduce the following notation instead

M = ⊕(i11,...,i
1
k1

)M1 ⊕(i21,...,i
2
k2

)M2 . . . ⊕(ip1,...,i
p
kp

)Mp (5.4)

for the generalized block diagonal matrix whose entries are

Ma,b =
⎧⎪⎪⎨⎪⎪⎩

[Mu]q,r if iuq = a and iur = b for some u, q, r,

0 otherwise.

We may sometimes abbreviate expressions like 5.4 by dropping the first ⊕ operator and its indices.

5.2 MMF Algorithms

Definition 2 We say that U ∈ Rn×n is an elementary rotation of order k (sometimes also
called a k–point rotation) if it is an orthogonal matrix of the form
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U =In−k ⊕i1,...,ik O (5.5)

for some {i1, . . . , ik} ⊆ [n] and O ∈ SO(k). The set of all such matrices we denote SOk(n).

Definition 3 We say that U ∈Rn×n is a compound rotation of order k if it is an orthogonal
matrix of the form

U =⊕{i11,...,i
1
k1

}O1 ⊕ {i21,...,i
2
k2

}O2 . . .⊕ {im1 ,...,i
m
km

}Om (5.6)

for some partition {k1
1, . . . , k

1
k1
}⊍⋅ ⋅ ⋅⊍{km1 , . . . , kmkm} of [n] with {k1, . . . , km} < k, and some sequence

of orthogonal matrices O1, . . . ,Om of the appropriate sizes. The set of all such matrices we denote
SO∗

k(n).

The intuition behind the compound rotations is that they consist of multiple elementary rotations
executed in parallel.

Finding the best MMF factorization of a symmetric matrix A requires solving the optimization
problem

minimize
[n] ⊇ S1 ⊇ . . . ⊇ SL

H ∈Hn
SL

; U1, . . . , UL ∈ O

∣∣A −U⊺
1 . . . U

⊺
LH UL . . . U1∣∣,

where O is a set of sparse rotations.
Using the fact that Frobenius norm is rotationally invariant, we can rewrite the equation above

as
minimize

[n] ⊇ S1 ⊇ . . . ⊇ SL

U1, . . . , UL ∈ O

∣∣U⊺
L. . . U1AU

⊺
1 . . . U

⊺
L∣∣

2
res. (5.7)

where ∣∣ . ∣∣2res is ∣∣H ∣∣2res = ∑
i/=j,(i,j)/∈SL×SL

∣[H]i,j ∣2

The following proposition follows from the optimization problem above:

Proposition 1 Given MMF as defined in Definition 1, the objective functions (5.7) can be ex-
pressed in the form ∑L`=1 E`, where E` = ∣∣[A`]J`,J` ∣∣2offdiag+2 ∣∣[A`]J`,S ∣̀∣2Frob, and ∣∣M∣∣2offdiag ∶= ∑i/=j ∣[M]i,j∣2.

The following algorithms are based on a greedy strategy which finds at each level the best
rotation U` that produces d` − d`−1 rows/columns tat are as close to diagonal as possible, and then
designating them as level ` wavelets.
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Figure 5.2: Example of the tree induced by (a) a second (k = 2) order Jacobi MMF on a six
dimensional matrix and (b) a third order (k = 3) Jacobi MMF on a 10 dimensional matrix.

Elementary Rotations
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Algorithm 1 GreedyJacobi: computing the Jacobi MMF of A with d` = n − `.
Input: k, L, and a symmetric matrix A0 = A ∈ Rn×n
set S0 ← [n]
for (` = 1 to L ){

foreach I = (i1, . . . , ik) ∈ (S`−1)k with i1 < . . . < ik
compute EI = minO∈SO(k) EOI (as defined in 5.8)

set I` ← arg minI EI
set O` ← arg minO∈SO(k) EOI`
set U` ← In−k ⊕I`O`
set S` ← S`−1 ∖ {ik}s
set A` ← U`A`−1U

⊺
`

}
Output: U1, . . . , UL and H = AL ↓Hn

SL

In Jacobi MMFs, where each U` is an elementary rotation of oder k, we split off a constant
number of wavelets are each level. For simplicity let’s remove just one wavelet at each level, and
moreover let that wavelet be one of the rows/columns involved in the rotation.

E` = EOI = 2
k−1

∑
p=1

[O[A`−1]I,IO⊺]2
k,p + 2[OBO⊺]k,k, (5.8)

where B = [A`−1]I,S`
([A`−1]I,S`

)⊺. According to the greedy strategy, at each level ` the index
tuple I and the rotation O must be chosen so as to minimize (5.8). The resulting algorithm for
the binary rotaiton (k = 2) is given in Algorithm 1.When the order of rotation is 2, the matrices
U1, . . . , UL form a binary tree in which each U` takes two scaling functions from `−1 and passes on
a single linear combination of them to the next level (Figure 5.2, left). When the order of rotations
is higher, k ≥ 3, the order in which Jacobi MMFs eliminates the dimensions defines a lattice or
mixture of trees (Figure 5.2, right).

In the case of elementary rotations of order k = 2, the MMF is similar to the Treelets method
described in Section 4.2 in the sense that the hierarchical tree of the dimensions defined by rotations
is binary. However, Treelets is not formulated as a factorization problem and as such it is not geared
towards minimizing the approximation error.

Compound Rotations

On the other hand, compound rotations combine many independent rotations in one single com-
pound rotation, with the idea of performing many very local rotations at once. Let’s assume that
it is the last coordinate in each (i11, . . . , i1k1), . . . , (i

m
1 , . . . , i

m
km

) blocks that give rise to a wavelet. If
U` is a compound rotation of the form

U` = ⊕I1O1⋅ ⋅ ⋅ ⊕ ImOm

for some partition I1⊍ ⋅ ⋅ ⋅ ⊍ Im of [n] with k1, . . . , km ≤ k, and some sequence of orthogonal matrices
O1, . . . ,Om, then level `’s contribution to the MMF error obeys

E` ≤ 2
m

∑
j=1

⎛
⎜
⎝

kj−1

∑
p=1

[Oj[A`−1]Ij ,IjO
⊺
j ]

2
kj ,p

+ [OjBjO⊺
j ]kj ,kj

⎞
⎟
⎠
,

26



Algorithm 2 GreedyParallel: computing the binary parallel MMF of A with d` = ⌈n2−`⌉.
Input: L and a symmetric matrix A = A0 ∈ Rn×n
set S0 ← [n]
for (` = 1 to L ){

set p← ⌊∣S`−1∣/2⌋
compute Wi,j =Wj,i as defined in 5.9 ∀i, j ∈ S`−1

find the matching {(i1, j1), . . . , (ip, jp)}
minimizing ∑pr=1Wir,jr

for (r = 1 to p) set Or ← arg minO∈SO(2) EO(ir,jr)
set U` ← ⊕(i1,j1)O1 ⊕(i2,j2) O2 ⊕ . . .⊕(ip,jp) Op
set S` ← S`−1/{i1, . . . , ip}
set A` ← U`A`−1U

⊺
`

}
Output: U1, . . . , UL and H = AL ↓Hn

SL

where Bj = [A`−1]Ij ,S`−1∖Ij ([A`−1]Ij ,S`−1∖Ij)⊺. As in the elementary binary rotation case above,
the binary case is the simplest as well. In this case optimizing I1 ⊍ ⋅ ⋅ ⋅ ⊍ Im reduces to finding the
minimal cost matching amongst the indices in the active set S`−1 with cost matrix

Wi,j = 2 min
O∈SO(2)

([O[A`−1](i,j),(i,j)O⊺]2
2,1 + [OBO⊺]k,k) , (5.9)

where B = [A`−1](i,j),S`−1∖{i,j} ([A`−1](i,j),S`−1∖{i,j})
⊺.

MMFs satisfy the properties MRA2 and MRA3 defined in Section 2.3 by construction. Show-
ing that they also satisfy the MRA1 requires requires, to prove that the smoother a function is, the
smaller its high frequency wavelet coefficients are. For this purpose the usual notion of smoothness
with respect to a metric d is Hölder continuity. The proof of this relies on the fact that A is Λ-rank
homogeneous. Intuitively, this means that the rows of A are neither too orthogonal, not too parallel
and a detailed proof can be found in our publication [Kondor et al., 2014].

5.3 Applications of MMF

MMF can be used for a variety of applications, which we concisely review in the beginning of the
present chapter. In the second part we focus on using MMF as a tool for matrix compression.
Section 5.4 provides an overview of other compression methods for matrices and large scale data,
generally knowns as Nyström approximations. In Section 5.5 we demonstrate that MMF can be
used for compression by comparing MMF to different variations of the Nyström method on several
datasets.

Sparse approximations Exploring sparsity, both theoretically and in applications, is one of the
key developments in machine learning in recent years. This trend has been set largely due to
the continuously growing volume of real datasets and the need for computational efficiency
and scalability of traditional machine learning algorithms. Constructing dictionaries, as we
saw in Section 4.1, is key for the sparse representation of signals. In this respect MMF can
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be used to produce a data adapted sparse wavelet basis for sparse approximations on graphs
or other datasets.

Clustering It can be used for hierarchical clustering similarly to the way the Treelets algorithms
[Lee et al., 2008] recovers a binary tree on the data given its covariance matrix. Since MMF
recovers a more fine-tuned hierarchical structure, namely one consisting not just of one hi-
erarchical tree, but a lattice of multiple interleaving trees as described in Section 4.2 and
demonstrated in Figure 5.2, it is more well suited to capture the higher order dependencies
between the data points.

Community structure One of the main reasons uncovering community structure [Fortunato,
2010] in graphs, be it biological, social or physical networks, is quite challenging is the fact
that communities are present at different scales and form overlapping hierarchies. Thus, in
order to determine the “best” community structure in a computationally efficient way one
needs to find a judicious way of finding these hierarchies. When applied to the (normalized)
graph Laplacian, MMF performs very localized (binary or of higher order, k) rotations on the
matrix, and finds multiple overlapping hierarchies of the vertices. Hence, it is particularly
well suited for the task of finding communities in graphs.

Matrix Completion It can also provide a prior over matrices for matrix completion in cases
where the underlying matrix is expected to have MMF structure. While different optimization
approaches [Candès and Recht, 2009, Meka et al., 2009, Cai et al., 2010, Foygel et al., 2012]
provide non–trivial convergence guarantees for low rank matrix completion, one of their main
assumptions is that the known matrix entries (i.e., not the ones that need to be “completed”)
are sampled uniformly at random, and thus form an Erdős–Rényi random graph [Erdand
Rényi, 1959]. Yet the power–law graph model, indicating the presence of hierarchies, has
proved to be more appropriate for modeling real networks [Barabasi and Albert, 1999]. MMF,
in the spirit of [Meka et al., 2009], can potentially be a better tool in such more realistic matrix
completion scenarios.

Matrix Compression We focus on this application of MMF in the rest of the chapter.

5.4 Nyström Methods for Matrix Compression

The Nyström method constructs a low rank approximation Ã of a positive semidefinite matrix
A ∈ Rn×n (the type of matrix often arising in Machine Learning problems) as a decomposition of
the form

Ã=CW †C⊺, (5.10)

where C =AP and W = P ⊺AP , with P ∈ Rn×m. The matrix P is just a diagonal binary matrix
which acts as a “selector” for m of the columns of A, and so in practice, C is constructed simply
by subsampling m of the actual (hence interpretable in a sense) columns of A. The matrix W is
formed in a similar fashion except that both its columns and rows are subsampled identically from
A. A less formal, but perhaps more clear way of describing the way C and W are constructed is
in terms of an n-dimensional sampling probability vector p. Each dimension pi corresponds to the
probability of selecting the i–th column (and row) to include in C (W respectively). When the
matrix A is a kernel matrix, constructed by applying a similarity function over a dataset of n points,
the Nyström method has an intuitive explanation – selecting the m most appropriate columns/rows
is equivalent to selecting the m appropriate data points such that the Ã approximates A sufficiently.
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The key assumption of the Nyström method is that a small number, i.e., m << n, of the actual
columns (respectively rows) of A capture most of the information contained in it. The goal then
is to construct C by judiciously selecting a small, representative number of the columns/rows of A
and then show that Ã is a “good” approximation of A, for example by measuring the approximation
error ∣∣A − Ã∣∣, where ∣∣.∣∣ is a norm of choice (e.g., Frobenius, spectral norm or trace norm).

Since m << n, W ends up being a square matrix of dimensions much smaller than the original
matrix A. Thus, the overhead of having to store W and having to efficiently compute its inverse,
as required in (5.10), is only minimal.

Of course, the extent to which A is well approximated by the low rank matrix Ã depends on
the choice of the sampling probability vector p. Recent years have resulted in the development
of many variations of the Nyström methods which differ mainly in the way the columns/rows of
A are selected to construct P . The earliest version of the Nyström method, yet surprisingly well
working for certain types of graphs and one of the easiest to compute in practice, subsamples the
columns/rows of A uniformly at random without replacement [Williams and Seeger, 2001],or with
replacement [Drineas and Mahoney, 2005].

An alternative technique, introduced by [Drineas and Mahoney, 2005], uses importance sam-
pling probability distribution constructed from the `2 norm of each column of A. The importance
sampling approach was later adapted to use the so-called statistical leverage scores as weights
instead. Leverage scores were first introduced in [Mahoney and Drineas, 2009] as a sampling tech-
nique for the more general type of low rank approximation, called CUR decomposition, which is
the analogue of the Nyström decomposition for non–symmetric matrices. The leverage scores of
a matrix A are calculated from its SVD decomposition, which for a symmetric matrix is given by
A = UΣU∗, where U ∈ Rn×d is unitary and its columns U∶,i contain the left (and right) singular
vectors of A. The leverage score for column (respectively row) i of a symmetric matrix A ∈ Rn×n is
given by

µi= ∣∣Ui,∶∣∣22, 0 ≤ i ≤ n − 1, (5.11)

Since
n−1

∑
i=0
µi= ∣∣U ∣∣2F =d, one can define a probability distribution over the rows of A by setting pi= µid .

Sampling from this distribution essentially guarantees that the columns/rows of A which are most
highly correlated with the span of the top d singular vectors are most likely to be selected for the
approximation (5.10). However in some cases, for example, when A is a linear kernel or a dense
RBF kernel with certain parameters (see [Gittens and Mahoney, 2013]), the leverage scores are
fairly uniform, and so sampling using the distribution defined by the leverage scores is not much
more informative than uniform sampling, for example. In fact, in these cases the approximation
error obtained by leverage score sampling is higher than than the approximation error obtained by
uniform sampling. In this situation uniform sampling is a more appropriate method of compression
since the leverage scores calculation requires first obtaining the singular vectors of a potentially
dense matrix. Despite the availability of efficient methods, such as the Lanczos iterative eigenvalue
algorithm for finding the SVD of a matrix (see [Golub and Van Loan, 2012] for details), for large
matrices in the interest of computational time, the leverage scores themselves are in practice also
approximated [Drineas et al., 2012, Gittens and Mahoney, 2013].

More recently [Zhang et al., 2008] and [Zhang and Kwok, 2010] have taken a different avenue,
called the “clustered” Nyström. It exploits the fact that A could be a kernel matrix (which is
often the case in matrices arising in Machine Learning tasks) reflecting the similarity between n
data points. Instead of probabilistically selecting columns/rows of the kernel matrix A, this flavor
of the Nyström method clusters the data points using k–means clustering and then uses only the
dimensions (rows/columns) of A corresponding to the cluster centers to reconstruct the kernel
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matrix A.
Another Nyström variation, first proposed by [Deshpande et al., 2006], and more recently mod-

ified by [Kumar et al., 2012] and [Wang and Zhang, 2013], is the “adaptive” sampling technique
which updates the weighted sampling probabilities for each column in a series of rounds instead of
using a fixed distribution, with or without replacement. On the first round a few columns/rows are
selected from some initial distribution p (e.g., uniform), the approximation Ã is performed using
those columns/rows, and subsequently the probability distribution p is updated based on the ap-
proximation error ∣∣A∶,i − Ã∶,i∣∣ incurred in each column i. The second round proceeds identically —
a few more columns are selected from the updated distribution p, the approximation is performed
again using the columns that were selected in the first two rounds, the probability distribution p is
updated and so on until the desired number of columns, m, is reached.

An alternative approach, called “ensemble” Nyström [Kumar et al., 2009] samples the columns
of A not just one, but t times, producing t different approximations Ã using a sampling of choice,
e.g., one of the aforementioned techniques, then combines them using a weighted average

t

∑
j=0

w(j)Ã(j),

where w(j) is the weight for the j–th approximation matrix Ã(j).
Extensive experiments on numerous real datasets showing comparison of the various sampling

techniques, as well as multiple combinations of them, can be found in [Gittens and Mahoney, 2013],
[Zhang and Kwok, 2010] and [Wang and Zhang, 2013] and the references cited therein.

5.5 MMF for Matrix Compression

In a toy example we consider the diffusion kernel of the Laplacian of a cycle graph (Cn) on n = 16
vertices. Applying Algorithm 2, we compute the binary parallel MMF up to depth L = 5, and find
that MMF recovers the Haar wavelets (see Figure 5.3). Similar results can be obtained for any
cycle graph, except that for large n the longest wavelength wavelets cannot be fully reconstructed
due to issues of numerical precision.

Figure 5.3: Reconstruction of the Haar wavelets
on a cycle graph on 16 vertices

We also evaluate the performance of
GreedyJacobi by comparing it with the
Treelets method, described in 4.2 on two small
matrices. Note that in the greedy setting, sim-
ilar to the Treelets, MMF removes one dimen-
sion at a time, and thus in both algorithms,
the off-diagonal part of the rows/columns desig-
nated as wavelets contributes to the error. The
first dataset is the well-known Zachary’s Karate
Club [Zachary, 1977] social network consisting
of 34 vertices and 78 edges, for which we set
A to be the heat kernel. The second one is
constructed using simulated data from the fam-
ily pedigrees in [Crossett et al., 2013]: 5 fami-
lies were randomly selected, and 10 individuals

from the 15 related individuals were randomly selected independently in each family. The re-
sulting relationship matrix represents the estimated kinship coefficient and is calculated via the
GCTA software of Yang et al. [2011]. Figure 4 shows that GreedyJacobi outperforms Treelets
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(a) (b)

Figure 5.4: Comparison with the Treelets algorithm. Zachary’s Karate Club graph (a) and a
matrix of genetic relationship between 50 individuals from [Crossett et al., 2013] (b).

for a wide range of compression ratios. This comes to no surprised since the Treelets algo-
rithm is not geared towards reducing the approximation error of the multiresolution decomposition
A=U⊺

1U
⊺
2 . . . U

⊺
LHUL . . . U2U1.

To verify that MMF can be used as a compression tool, such as the Nyström method, we
measure the approximation error of factoring two 1024 × 1024 matrices: a matrix consisting of
i.i.d. normal random variables and a Kronecker graph, Kk

1 , of order k== 5, where K1 is a 2 × 2
symmetric seed matrix of probabilities [Leskovec et al., 2010]. Figure 5.5 shows that MMF performs
suboptimally when the matrix lacks an underlying multiresolution structure. However, on matrices
with multilevel structure MMF systematically outperforms other algorithms. Note that compressing
a matrix to size d × d means something slightly different for Nyström methods and MMF: in the
latter case, in addition to the d × d core, we also preserve a sequence of n − d wavelet frequencies.
This observation is illustrated by the shape of the H matrix in Figure 5.1.

In order to evaluate the performance of MMF for matrix compression, we use several large
datasets listed in Table 5.1, which are widely tested in the Nyström approximations literature.
Depending on the dataset used, three different kernels were constructed: Laplacian graph kernel,
linear and Gaussian radial basis function (RBF) kernel. Some of the datasets are unweighted
undirected graphs (e.g., collaboration graphs, peer-to-peer networks) whose graph Laplacians L
are simply binary matrices, where each entry [L]i,j designates the fact that vertices i and j have
collaborated in the case of collaboration graphs, or can exchange information between each other
in the case of a peer-to-peer network. For the Laplacian kernel experiments we used the normalized
graph Laplacians as defined in 2.2 as an input for Algorithm 2. For a given pair of data points i, j
the linear kernel function is k(i, j)= i⊺j, and the RBF kernel function is k(i, j)== e−∣∣i−j∣∣2/2σ2

for a
given “width” parameter σ. The σ parameter determines how many nearby points each data point
see. Decreasing σ leads to fewer points being “seen” from each datapoint.

As described in detail in Section 5.4, the Nyström method for matrix compression involves
randomly sampling rows/columns of a symmetric matrix A. The versions of the algorithm dif-
fer mainly in the sampling technique used. For the results presented in Figure 5.6, we compare
MMF to the following extensions of the Nyström method: uniform sampling of the columns with-
out replacement, non-uniform leverage score importance sampling, Sampled Randomized Fourier
Transform (SRFT) [Gittens and Mahoney, 2013] or Gaussian mixtures of the columns. The MMF
approximation error is measured by summing the `2 norm (except for the diagonal element) of
the rows/columns that are designated wavelets at each iteration of the algorithm (Proposition 1).
For the Nyström method, the compression error is measured by taking the Frobenius norm of the
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(a) (b)

Figure 5.5: Frobenius norm error of the MMF and Nyström methods on a random vs. a structured
(Kronecker) matrix.

difference, ∣∣A −CW †C⊺∣∣Frob, between A and its approximation Ã as defined in (5.10). Similarly,
at every level of the MMF compression, the approximation error is a function of the “compression”
value ∣S`∣, which is the number of dimensions that are still “active”.

Dataset Size Kernel

HEP: high energy physics-theory
collaboration graph 9877 normalized Laplacian
GR: general collaboration and quantum
cosmology collaboration graph 5242 normalized Laplacian
Gnutella: peer-to-peer network from August 6, 2002 8717 normalized Laplacian
Enron: subgraph of the Enron email graph 10000 normalized Laplacian
Dexter: a bag of words dataset 2000 linear kernel (d = 20000)
Abalone: physical measurements of Abalones 4177 RBF kernel (d = 8)
Wine Quality: wine quality based
on physicochemical tests 4898 RBF kernel (d = 12)

Table 5.1: Description of the datasets used for the matrix compression experiments. For the
normalized Laplacian kernels, the size reflects the number of vertices in the dataset. When a linear
or an RBF kernel is used to construct a symmetric kernel matrix, the size is the number of data
points and d (given in parentheses) is the number of “features” for each data point. The first four
datasets can be found in [Leskovec] and the rest are in [Bache and Lichman, 2013].
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GR HEP

Abalones, σ = 1.0. Abalones, σ = 0.15.

Gnutella Dexter

Wine quality Subgraph of the Enron dataset

Figure 5.6: Comparison of the Frobenius norm error of the binary parallel MMF (Algorithm 2
with k=2) and different flavors of the Nyström method on several real datasets listed in Table 5.1.
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CONCLUSIONS

We reviewed classical harmonic analysis concepts such as wavelets and multiresolution, and ma-
chine learning and numerical linear algebra concepts related to multilevel/multiscale matrix fac-
torizations. This is the basic framework within which we introduced the idea of Multiresolution
matrix factorization (MMFs). We formulated the MMF factorization as an optimization problem,
where the goal is to minimize the approximation error of the factorization, and introduced a greedy
strategy for finding it. We evaluated the performance of MMF specifically as a compression tool
for large matrices and compared it to other existing methods. However, in order to fully evaluate
MMF various questions need to further investigated, some of which include:

• What the types of matrices are MMF factorizable with no approximation error?

• What are the theoretical bounds for the approximation error of MMFs?

• What properties make a matrix suitable for MMF factorization?

• What is the best approximation method for MMF?

• How exactly can the MMF idea be extended to each of the applications listed in Section 5.3?
It is possible to extend them MMF to more general type of matrices such as non-symmetric
ones?

• Can MMF be used to generate matrices, rather than approximate them? If this is in fact
the case, is it a good model for graphs and networks? How does it compare to other graph
models?
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