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Abstract

This paper is about structuring an object recognition task for finely controlling computational costs.

The motivating problem comes from 3D scans with many identical objects, from which the pose of

the objects must be recovered as accurately as possible with a given computational budget. This paper

presents a method for detecting such objects which allows control over the amount of computation per-

formed. Using a smaller computational budget results in worse quality results. We also explore different

allocations of computation given a particular budget. Given a particular computational budget, different

allocations of computation result in different quality results. Devoting computation to the edges of the

object results in a tighter fit, at the expense of a narrower basin of attraction. We can achieve the same

tightness of fit with roughly half as much computation by focusing on the edges of the object.

1 Introduction

Object detection has been a active research problem in computer vision for a long time. The traditional

problem is to teach a computer to “see” like humans do. Frequently this means recognizing common objects

(faces, cars, fruit, etc.) from 2D images. This is an extremely challenging problem for several reasons. First

of all, most object classes have a lot of variation (no two faces are alike). There are also environmental

factors affecting how the object appears: lighting or fog can drastically change the appearance of an object.

Then the object is projected onto a 2D plane, and it will look different when that projection happens from

different directions. The complexity of this problem makes it an ongoing area of active research.

The problem this paper approaches is inspired by a physics experiment into the packing of granular

materials under pressure [9]. Granular materials are things like sand, gravel, or breakfast cereal: aggregates

of small, solid objects. First, a physical printer produced large numbers of uniform shapes (cubes, tetrahedra,
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etc.). Then, these grains were placed in a piston and a 3D scan was taken using CT. Pressure was repeatedly

increased and new scans were acquired after each increase in pressure. This paper focuses on the problem

of converting the results of the 3D scan to a list with the location and orientation of every particle. With the

number of particles to be detected, doing this identification by hand is infeasible.

This problem differs from the standard object detection problem in a few major ways. First, the objects

to be detected are very uniform. They are all roughly the same shape and size, and have the same intensity.

Since the objects to be detected are so uniform, this can also be seen as an image registration problem: a

known image is being detected in a larger scene. This problem differs from most image registration problems

in that the data contains a large number of tightly packed instances of the object. Another difference from

usual object detection is that the data is not a projection of objects onto a 2D plane. The image is a 3D grid

of values, so there is no projection, occlusion, or lighting to deal with.

This paper focuses on achieving fast, high precision results in the face of noisy, low-resolution data.

One goal is to recover the true pose of the objects as precisely as possible. The other goal is to recover the

true pose of the objects as fast as possible. Imaging technology is evolving rapidly, and it is important that

data can be processed at least as quickly as it is being generated or acquired. This paper presents a method

for determining the pose of the objects to less than the width of a voxel as well as controlling the amount

of computation done for pose recovery. The trade off between speed and accuracy of object detection is

explored.

2 Related Work

There is a lot of existing work on finding instances of an object in a scene. For finding very similar objects,

template matching is frequently used [30]. These methods can frequently be classified in two ways: the

similarity measure and the optimization strategy.

The similarity measure is the function used to evaluate how similar the template is to a particular

area of the image. Frequently, the template and the sub-image are considered vectors of pixel values.

Then, the similarity measure is a distance measure on Rn. Two simple distance measures which have

been used for template matching are the L1 and L2 norms, also called the Manhattan distance [1] and

the Euclidean distance [26] [23]. These are the sum of absolute difference and sum of squared differ-

ences of the vector components, respectively. These are generalized by the Minkowski norm of order n,
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(Ln(X,Y ))n =
∑

i(xi−yi)n. Another common similarity measure is the normalized cross-correlation [15].

The cross-correlation is computationally expensive. An information theory based approach is to use the mu-

tual information as the similarity measure [24]. Mutual information only assumes that the model and the

data are statistically dependent.

It can be beneficial to transform the data before computing similarity. Fourier transforms and various

wavelet transforms have been used successfully in image registration [4] [13]. Once the image has been

transformed, the above similarity measures, or others, can be used to evaluate the similarity of the trans-

formed data to the transformation of the sub-image.

After a method for evaluating similarity has been chosen, the remaining task is to find the location for

the template where it has the highest similarity with the underlying image. This is an optimization problem,

and there are a large number of optimization strategies to choose from. Simple brute force search can be

used if the search space isn’t too large. This is only possible if you restrict yourself to a discretized set of

potential transformations. Several methods exploit knowledge of the derivatives of the similarity function.

The simplest of these is gradient descent [24]. More complex methods include Newton-Raphson, Gauss-

Newton [19], Levenberg-Marquardt [23] [26], and the method of conjugate gradients [20]. One major flaw

in these derivative based methods is that they have a tendency to get caught in local optima, and not find the

correct global solution. Simulated annealing has been shown to frequently do a better job at finding global

optima, by probabilistically allowing the algorithm to take a step to a position with lower similarity [21].

Other non-gradient based optimization methods exist. In principle, this is an optimization problem, so any

optimization strategy could be attempted.

The Hough transform can also be seen as a template matching technique [8]. Originally, the Hough

transform was used for finding lines in sets of points. It exploited the fact that the equation y−mx− c = 0,

while commonly seen as a function from points (m, c) in parameter space to sets of points (lines) in image

space, can also be seen as a function from points (x, y) in image space to lines in parameter space. Every

point (x, y), corresponds to a line in parameter space which contains all parameters for lines containing

(x, y). Lines in image space correspond to intersections of these parameter lines. More generally, if given

a function which maps from some parameters to a set of points in the image, function can to project points

of a given image into the parameter space, and then the parameters which have the largest contributions

from image points are selected. For template matching, the parameters are the parameters of the admissible

transformations (translations, rotations, etc.), and the function tells us what the expected image values are

3



for a given transformation of the template.

Another common way to find a template image in a scene is to use feature-based methods. These meth-

ods usually involve first detecting relevant features in both the template and the image, and then computing a

transformation that aligns the features. A wide variety of features have been studied. They can be classified

by their dimensionality. Some simple examples are region features, such as the result of a segmentation

algorithm [7], line features, such as the result of an edge detector [14] [3] or Hough transform [28], or point

features, such as the result of a corner detector [27]. Many more complex features have been proposed, in-

cluding Scale-Invariant Feature Transform [11], the Histogram of Oriented Gradients [5], and the Speeded

Up Robust Features [2]. Once features have been chosen, what remains is to find the best transformation to

match the features.

Coarse-to-fine approaches have been used to speed up computation. First, the template is matched in a

coarse resampling of the image. The resulting locations are updated with progressively more fine samplings.

The sampling used to create the coarse resolution images can be done with many different techniques,

including averages [29], medians [25], or Gaussians [10].

There also exists a large body of work on modeling more complex objects or object classes as collections

of parts [18] [12]. These methods are not closely related to this work, because they were designed to handle

objects with lots of variation.

3 Model

Throughout this paper, 1D examples will be used to illustrate. In 1 dimension, both the problem and the

results will be easier to visualize and comprehend.

The model is created from a reference image of the object to be detected. Every pixel in the reference

image represents a distribution of intensities that can be found at that location. The distribution of values

is assumed to be Gaussian; therefore, the reference image defines the mean and standard deviation at every

location in model space. In 1D, the reference image is just a single 1D region of high expected intensity, as

in Fig. 1.

There are two approaches to aligning the model with the data. The model can be transformed until it

is aligned with the data or the data can be transformed until it is aligned with the model. In the ideal case,

where all points in both the model and the data are inspected, these two approaches are equivalent. However,
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Figure 1: The model for a 1D object.

the ideal model requires an unmanageable amount of computation. Using only a small set of points makes

the problem more tractable. In this case, it is important to choose a fixed set of points in the model and

inspect the data at a transformation of those locations to ensure that the model locations being used always

contains the object. If a fixed set of data points was used, and the model were inspected at transformed

locations, then, as different poses of the data are examined, there would be no way to ensure that relevant

locations in the model were always being inspected. Later, in section 5, the choice of a small number of

discrete points from the continuous reference image domain will be discussed.

By using a list discrete of points, it is possible to control the computation in a variety of ways. The

number of points can be modified, trading off computational cost for accuracy. The positions of the points

may be changed, emphasizing certain parts of the reference image and deemphasizing others.

Since the data must be inspected at any potential transformation of the model locations, the data must

be treated as continuous. Convolution will be used to determine the value of the data at arbitrary locations.

For reviewing the mathematical foundations of the model, the ideal model will be used. Using the ideal

model means using integrals instead of sums and gives some useful theoretical results. Switching from the

ideal model to the non-ideal model simply requires a change from continuous integrals to discrete sums.

3.1 Notation

The model has a set of points, s ∈ S in the model image domain, Ψ. The ideal model would include

every point in the reference image (S = Ψ), but such a model would require an unmanageable amount of

computation. To make the problem more tractable, a small, finite set of points is used (S ⊂ Ψ).
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Figure 2: Relationship between variables.

Each point s in the reference image domain is associated with a Gaussian distribution of possible data

values. The symbols µ and σ will represent the mean and standard deviation of the distribution, respectively.

Both µ and σ vary within the model domain (µ = µ(s) and σ = σ(s)).

Locations in the image domain will be denoted x ∈ Ω. The image intensity can be evaluated at any point

in the image domain (I = I(x)). Object detection involves finding a transformation T of model locations

s to image locations x. The only transformations of the model points considered are rigid transformations

(translations and rotations), so the transformation can be completely determined by the pose of the object, θ

(T = T(θ)). A rigid transformation can always be expressed as a single matrix multiplication in homoge-

neous coordinates [16], so the transformation of model location s to a data location x as can be expressed

as x = Ts. A likely transformation is one where the image intensity at the image location x is very likely

given the distribution corresponding to model point s.

The relationship among variables is shown in Fig. 2.

3.2 Model

The model has a description of the data expected at each model point. The model for the data at each point is

an independent Gaussian random variable. Each model point has an expected value and standard deviation.

A point in the data matches a point in the model if the data at that point has a high likelihood. The likelihood
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of a particular data value (I(x)) given the pose of the object θ is:

p(I(x)|θ) =
1

σ
√

2π
e−

(I(x)−µ)2

2σ2 (1)

µ = µ((T(θ))−1x)

σ = σ((T(θ))−1x)
(2)

This is a simple Gaussian with mean and standard deviation taken from the corresponding model point

s = T−1(θ)x.

The overall likelihood of the data I , given some pose θ is the likelihood that all the model points match

their transformed location in the data:

p(I|θ) =
∏

x∈TS
p(I(x)|θ) =

∏
s∈S

p(I(Ts)|θ) (3)

Switching to log-likelihood for ease of handling:

ln(p(I|θ)) =
∫

ln(p(Ts|θ))ds

=
∫

ln( 1
σ
√
2π
e−

(I−µ)2

2σ2 )ds

= −
∫

ln(σ) + 1
2 ln(2π) + (I−µ)2

2σ2 ds

(4)

Where σ = σ(s) and µ = µ(s) depend on s and I = I(T(θ)s) depends on both s and θ. If the standard

deviation, σ is constant throughout the model, then this log-likelihood is the sum of squared differences

similarity measure, the well-known L2 norm. With variable σ, this is a weighted sum of squared differences.

Finding an instance of the object means finding a transformation, T, of the model points which results

in a set of data points with high likelihood. Maximizing the likelihood is equivalent to maximizing the

log-likelihood.

Figure 3 shows some simulated data and the ideal likelihood function corresponding to the data. This is

the likelihood function corresponding the ideal model where all points in the model domain are considered.

This is unnecessarily costly to compute, and prohibitively expensive in higher dimensions, but it provides a

nice understanding of the situation.
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Figure 3: This figure shows some simulated data with a signal to noise ratio (SNR) of 20 and the likelihood
as a function of pose, θ.

4 Model Fitting

All the transformations with highest likelihood (maxima of the likelihood function) are potential locations

of objects. This is a maximum likelihood estimation.

Finding maxima can be done with a gradient descent method. This is especially simple because the

likelihood function is differentiable with respect to the model parameters (the pose, θ of the object). the

direction of steepest ascent is computed and a step is taken in that direction, repeating until a local maxima

is reached. Step size is scaled by a factor, γ, which is decreased as the optimization continues.

Since ln is a monotonic function, maxima of the likelihood are also maxima of the log-likelihood, so

log-likelihood can be used for simplicity. The derivative of the log-likelihood function with respect to θ is:

d
dθk

ln(p(I|θ)) = − d
dθk

∫
ln(σ) + 1

2 ln(2π) + (I−µ)2
2σ2 dx

= −
∫

d
dθk

ln(σ) + d
dθk

(I−µ)2
2σ2 dx

= −
∫

1
σ
dσ
dθk

+ 1
2σ2

d(I−µ)2
dθk

+ 1
2
dσ−2

dθk
(I − µ)2dx

= −
∫

1
σ
dσ
dθk

+ (I−µ)
σ2

d(I−µ)
dθk

− (I−µ)2
σ3

dσ
dθk
dx

(5)

As mentioned in section 3, there are two views of equation 5. The model locations s can be held fixed

while the data locations x are translated to find a fit (x = T(θ)s) or the data locations can be held fixed

while the model locations are translated to find a fit (s = T(θ)−1x). In the ideal case, where the sum over

model locations is an integral over all space, these two views are equivalent. In the non-ideal case, it is

important to fix model locations to ensure that the region in model space being examined always contains

the object. The other view of equation 5 is also informative and will be used in section 5 to show how the

fixed model locations can be chosen to optimally.

Since model locations s are fixed, the mean and standard deviation (µ = µ(s) and σ = σ(s)) do not
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vary with pose, but the data intensity (I = I(T(θ)s)) does vary with pose. Therefore the derivatives of the

mean and standard deviation with respect to pose are zero (i.e. dµ
dθk

= 0 and dσ
dθk

= 0) and the derivative of

the data with respect to pose is not (i.e. dI
dθk
6= 0). With these simplifications, equation 5 becomes:

d
dθk

ln(p(I|θ)) = −
∫ (I−µ)

σ2
dI
dθk
ds

= −
∫ (I−µ)

σ2
dI
dxi

dxi
dθk
ds

= −
∫ (I−µ)

σ2
dI
dxi

dTij
dθk

sjds

(6)

The expression dI
dxi

is simply the gradient of the data with respect to the data domain. This can be

computed simply by convolving the data with the derivative of some kernel, instead of the kernel itself as

done in computing data values.

The expression dTij
dθk

sj is the derivative of the transformed position with respect to the pose of the object.

In 1D, the transformation T is just a translation (i.e. x = T(θ)s = s + θ), so the derivative dx
dθ =

dTij
dθk

sj is

just 1. In higher dimensions, the details of this derivative depend on a particular choice of parametrization

of object pose. The math is shown in appendix A.

5 Choosing relevant points

A simple method for choosing model points would be just to choose points uniformly or uniformly at

random from the model domain. The intent, however, is to optimize the model fitting results possible on

a given computational budget, which is achieved by optimizing the point locations in model space. Since

the gradient completely determines the location of the maxima, the amount that each location in the model

contributes to the gradient of the log-likelihood function describes how important that point in the model is.

Fortunately, the gradient is linear with respect to model points.

Now the other view of equation 5 will be useful. The data locations x will be held constant, while

varying the model locations s with respect to pose θ.

s = T(θ)−1x (7)

This amounts to a change of variables from x to s. By holding the data locations constant and differen-

tiating the likelihood with respect to pose, another expression for the gradient can be derived. Now, fixed
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data locations, x, mean dI
dθk

= 0, and model locations, s, vary with pose, (s = T(θ)−1x), so dµ
dθk
6= 0 and

dσ
dθk
6= 0.

d
dθk

ln(p(I|θ)) = −
∫

1
σ
dσ
dθk

+ (I−µ)
σ2

d(I−µ)
dθk

− (I−µ)2
σ3

dσ
dθk
dx

= −
∫

1
σ
dσ
dθk

(1− (I−µ)2
σ2 )− (I−µ)

σ2
dµ
dθk
dx

= −
∫

1
σ
dσ
dsi

dsi
dθk

(1− (I−µ)2
σ2 )− (I−µ)

σ2
dµ
dsi

dsi
dθk
dx

= −
∫

1
σ
dσ
dsi

dT−1
ij

dθk
xj(1− (I−µ)2

σ2 )− (I−µ)
σ2

dµ
dsi

dT−1
ij

dθk
xjdx

= −
∫

1
σ

dT−1
ij

dθk
xj

(
dσ
dsi

(1− (I−µ)2
σ2 )− (I−µ)

σ2
dµ
dsi

)
dx

(8)

This expression makes it much simpler to see which data locations are important. The terms of this

expression are proportional to:

1

σ

(
1− 1

σ2

)
dσ

dsi
− 1

σ2
dµ

dsi
(9)

If the standard deviation is constant, two of the terms above are zero, and the areas in the model which

have high gradient are most important. These areas correspond to edges. This is a very comforting result:

it’s intuitive that the edges provide the most information about the precise location and orientation of the

object. If the standard deviation is not constant, then the above equation favors areas with less noise.

In 1D, with constant standard deviation, this is simply the derivative of the model values with respect to

model position ( dµdsi ), as seen in Fig. 4.

This distribution provides a way of choosing model points in an informed fashion. The simplest way to

draw points from this distribution is to do rejection sampling on the distribution. The obvious drawback of

this method is that points may be chosen in the same location (or arbitrarily close to one another). Checking

the value at one point twice is clearly less valuable than check two independent points.

An improvement would be to sample the distribution with a particle system. Several different energy

functions have been proposed for distributing particles according to a distribution. One very effective energy

function inspired by physics is used in electrostatic halftoning [17].

6 Certainty

There are two aspects to the certainty of the results of the above algorithms. One is the certainty that an

object has been found. The other is the certainty that the pose of the object has been correctly recovered.
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Figure 4: The 1D model of an object (above) and the proportion by which each point in model space
contributes to the gradient of the likelihood function (below).
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Figure 5: A weighted histogram showing recovered locations from 400 different starting locations. This
simulation SNR 5, and 10 model points spaced uniformly in the interior of the object.

The likelihood that an object has been found is simple given the statistical model being used. The

likelihood that an object has been found is given by the likelihood function.

The certainty that the pose is correct is another matter. The pose recovered is a maxima of the log-

likelihood function. The concavity of the maxima describes how much less likely other nearby poses are. A

sharp peak indicates that as the pose is perturbed a small amount, the model no longer matches the data, so

this pose is very accurate. A wide peak indicates that perturbations to the pose yield new poses which are

almost equally good matches of the model. In this case, recovered pose is very imprecise.

In more dimensions than 1, it is important to keep in mind that different components of the transfor-

mation parameters have different units - some are translations and some are rotations. Therefore different

components must be scaled by a constant which comes from the same source as the constant for comparing

the components of the gradient.

7 Results

To start, a reference image is created, including both values and standard deviations at each location in the

model. Relevant points in the model are selected as in section 5. Then, simulated data is produced according

to the model. Simulating data is simple because of the independence of data samples. Then, model fitting is

done as described in section 4.

First, Fig. 5 is a histogram of recovered locations (weighted by the likelihood of the recovered location)

from several simulations, showing that the location of the object can be recovered.
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Figure 6: Histogram showing sub-pixel accuracy. Horizontal position is recovered position, vertical axis is
true position. The width of the image is one pixel of simulated data.

One of the requirements of this procedure is that it be able to recover the true location with sub-pixel

accuracy. In Fig. 6, each vertical line represents a histogram of recovered locations from several simulations

(as in Fig. 5). In each line, the true location of the object was shifted slightly from the previous line. The

entire plot spans 1 pixel of simulated data. The recovered location smoothly tracks the true location at

sub-pixel resolution.

Another goal was to show which model points were most important for model fitting. Several exper-

iments were done in which the set of model points were evolved from a uniform distribution to an edge

distribution, as in Fig. 7.

Figure 8 contrasts the results of simulating data and running the MLE many times on the simulated data

using points from a uniform distribution and on the edge distribution. The width of the band in Fig. 8 tells us

about the tightness of the fit. Figure 9 plots the reciprocal of the variance of the band. The tightness improves

as model points migrate towards the edges of the model. Figure 10 shows the tightness for different numbers

of points as those points are migrated towards the edges. Six points concentrated on the edges of the object

achieve a much higher tightness of fit than ten points spread evenly throughout the object.

It’s also important to consider the quality of results as a function of initial starting position. Figure 11

shows the relationship of starting location and final recovered location. In Fig. 12, each vertical line shows
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Figure 7: Evolving point set used as independent variable for several other figures.

Figure 8: The results of running the MLE many times on simulated data using different distributions of
model points. The data was simulated with SNR of 5 and 10 model points were used. The right is using a
uniform distribution of points, the left is using the edge distribution.
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Figure 9: Reciprocal of variance of recovered location as a function of model point distribution. The data
was simulated with SNR of 5 and 10 model points were used. The right is using a uniform distribution of
points, the left is using the edge distribution.
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Figure 10: Reciprocal of variance of recovered location as a function of model point distribution. Ten and
six model points were used.
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Figure 11: Final location as a function of starting location. The data was simulated with SNR of 5 and 10
model points were used, uniformly distributed across the model.

Figure 12: Figure showing basin of attraction for different sets of model points used. The data was simulated
with SNR of 5 and 10 model points were used. The right is using a uniform distribution of points, the left is
using the edge distribution.

the relationship of starting location and final location, as in Fig. 11 as the model points are changed. The

width of the band in this figure indicates the width of the basin of attraction, the area from which a particle

can find the correct maximum. The variance of the band is plotted in 13. The uniform distribution of points

has the widest basin of attraction.

The data from Fig. 9 and Fig. 13 can be turned into a scatter plot to illustrate the trade off between

the tightness of fit and the width of the basin of attraction 14. As expected, focusing on the edges of the

figure result in the tightest fit, at the expense of not being able to locate maxima far from the initial starting

location.

Another important trade off is between the amount of computation and the quality of the results. In
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Figure 13: Figure showing variance of basin of attraction for different sets of model points used. The data
was simulated with SNR of 5 and 10 model points were used. The right is using a uniform distribution of
points, the left is using the edge distribution.
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Figure 14: Figure showing trade off between basin of attraction and tightness of fit. The data was simulated
with SNR of 5 and 10 model points were used.
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Figure 15: The results for varying number of points used. The points were distributed uniformly in the
model and the data was simulated with SNR of 5.

Fig. 15, results are shown for varying number of model points. The amount of computation required to the

likelihood function (or its derivatives) is proportional to the number of points used, so this figure can also

be interpreted as an exploration of the trade off between computation and accuracy.

8 Conclusions/Future Work

This paper presents a model for finding an object that allows a great deal of control over how computation is

budgeted, and explore the consequences of different allocations of that computation. Focusing computation

on edges of the reference image leads to a very tight fit, while spreading computation evenly across the

entire image leads to a wide basin of attraction. Computational cost of computing the likelihood function

and its derivatives can be easily adjusted, at the expense of the quality of the results.

When searching data for many instances of the model, the gradient descent must be done multiple times

from different starting locations. The number of starts needed to find the objects in the image depends on

the basin of attraction of the likelihood function. Therefore, using edge points to maximize the tightness of

fit means having a small basin of attraction and using more starting locations. More research is required to

determine the total cost of having a small basin of attraction.

This procedure needs to be examined in higher dimensions and tested on real data. In higher dimensions,
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it may be possible to more accurately recover the pose of an object in the face of noise. If the object is n

pixels across, then the object spans approximately nd voxels in d dimensions. In 2 and 3 dimensions the

object will intersect many more voxels than in 1 dimension, so there should be much more tolerance for

noise. This needs to be verified.

There are a lot of variations of this procedure that would be interesting to try. First of all, other optimiza-

tion strategies could be tested. This optimization problem can be tricky, because there are many maxima

that are true objects, but not every tiny maximum is a object. One solution would be to experiment with

optimization strategies like simulated annealing. The trick is to tweak the parameters of the algorithm so

that it doesn’t skip correct maxima, but does skip false ones. Another (probably better) solution would be to

do a post-processing step in which the best maxima are selected subject to the constraint that there cannot be

any overlaps. Even better would be to include in interaction term between particles during the optimization

that would cause them to repel strongly so that no two objects would overlap. That’s equivalent to a joint

likelihood function for all particles.

The likelihood function could be modified in several other ways. Currently the likelihood function is

based on the premise that values in the reference image should match values in the data. Another option is

a likelihood function that matches edges by evaluating the difference in the gradient of the reference image

and data.

Another interesting modification would be to move the model points during the optimization. Edge

points are good for getting a tight fit, but not effective at finding far away particles. It would be interesting

to try evolving the location of points from a uniform to an edge distribution during the optimization. The

optimization would begin with a distribution that is good at finding particles from far away, and gradually

progress towards a distribution that is good at recovering a precise location of an object.

It would also be nice to try and be more rigorous about noise. The data is modeled as a set of indepen-

dent Gaussian random variables. The data is reconstructed via interpolation with cubic B-splines to get a

continuous field. That means that the continuous data is a linear combination of random variables. The vari-

ance of the linear combination of independent identically distributed Gaussian variables is easy to compute.

Treating noise correctly may not make a huge difference, but that should be verified.

19



A Appendix: Math for higher dimensions

A.1 2D

In 2D the reference image is a square of high values surrounded by low values everywhere else. In principle

more complex objects can be used, but the square makes an excellent example, because it’s easy to visualize.

The major complication between 1D and 2D is that the 2D transformation must include rotations. In

2 dimensional space, there are 2 translational degrees of freedom and 1 rotational degrees of freedom: a

total of 3 degrees of freedom. Representing translations is fairly simple: a single displacement vector is

sufficient. In 2D, rotations can be parametrized by a single angle, φ

Using homogeneous coordinates for the locations x and s allows representing both translations and

rotations as a single matrix multiplication. This way, a translation by the vector t = (t1, t2) can be expressed

by multiplying by the matrix:


1 0 t1

0 1 t2

0 0 1

 (10)

And adding a rotation is as simple as replacing the upper left 2x2 block with the correct rotation matrix.

For a rotation of φ, the transformation matrix becomes:

T = T(θ) =


cosφ − sinφ t1

sinφ cosφ t2

0 0 1

 (11)

Where the pose θ is the combination of the translation t and the rotation φ. Now the transformation

can be concisely represented in Einstein notation as xi = Tijsj . With this matrix representation of the

transformation, differentiating data location xi with respect to pose θ is simple. Only Tij varies with pose,

not sj .

dxi
dθk

=
dTij
dθk

sj (12)

Differentiating each individual component of T with respect to one particular component of θ is trivial.

20



Taking inverses is also simple. The inverse of the translation t is simply −t = (−t1,−t2). The inverse

of the rotation is −φ. Therefore the inverse of the entire transformation T(θ) is:

T(θ)−1 = T(−θ) =


cos−φ − sin−φ −t1
sin−φ cos−φ −t2

0 0 1

 =


cosφ sinφ −t1
− sinφ cosφ −t2

0 0 1

 (13)

And differentiating the inverse transformation matrix is as simple as differentiating the transformation.

Care must be taken to ensure that the rotation φ is the range (0, 2π). This can be done by simply

checking φ and correcting it if necessary. If the model has rotational symmetry, more normalization of φ

will be necessary. If the model has n-fold rotational symmetry, then φ should be kept within the range

(0, 2πn ).

It’s also important to keep in mind that the different components of pose θ have different units: two are

translations and one is a rotation. In order to evaluate the magnitude of the pose or its gradient, or compare

different components of the Hessian, the units must be scaled separately.

A.2 3D

In 3D the reference image is a region of high values surrounded by low values everywhere else.

In 3 dimensional space, there are 3 translational degrees of freedom and 3 rotational degrees of freedom:

a total of 6 degrees of freedom. Representing translations can still be done with a single displacement vector.

Rotations, on the other hand, are more complex.

There are many possible parametrizations of rotations in 3D: rotation matrices, Euler angles, quater-

nions, rotation vectors, or any one of several others. Quaternions are a sensible choice, because they are a

lowest dimensional globally non-singular representation of the three dimensional rotation group [22].

The drawback of using quaternions is that, as a four dimensional object, they have one extra degree of

freedom. One common way to deal with this problem in iterative optimizations is to simply re-normalize

the quaternion after each step [6]. The only way to avoid applying a constraint after each iteration is to use

a three dimensional representation for rotations.

As previously, homogeneous coordinates enable the representation of both translations and rotations as

a single matrix multiplication. This way, a translation by the vector t = (t1, t2, t3) can be expressed by

multiplying by the matrix:
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1 0 0 t1

0 1 0 t2

0 0 1 t3

0 0 0 1


(14)

And adding a rotation is as simple as replacing the upper left 3x3 block with the correct rotation matrix.

For a quaternion q = (q1, q2, q3, q4), the transformation matrix becomes:

T = T(θ) =



q21 + q22 − q23 − q24 2(q2q3 − q1q4) 2(q1q3 + q2q4) t1

2(q2q3 + q1q4) q21 − q22 + q23 − q24 2(q3q4 − q1q2) t2

2(q2q4 − q1q3) 2(q1q2 + q3q4) q21 − q22 − q23 + q24 t3

0 0 0 1


(15)

Where the pose θ is the combination of the quaternion q and the translation t. In Einstein notation, the

transformation is expressed in exactly the same way in any dimensions: si = Tijxj .

Differentiating the transformation, T, with respect to the pose is now quite simple: T is a polynomial in

every variable (the 3 translation coordinates and 4 rotation coordinates). Computing dTij
dθk is trivial for any i,

j, or k.

Taking the inverse is also simple. The inverse of the translation t is simply −t = (−t1,−t2,−t3). The

inverse of the normalized quaternion q is q−1 = (q1,−q2,−q3,−q4). So the inverse transformation matrix

is:

T(θ)−1 =



q21 + q22 − q23 − q24 2(q2q3 + q1q4) 2(−q1q3 + q2q4) −t1
2(q2q3 − q1q4) q21 − q22 + q23 − q24 2(q3q4 + q1q2) −t2
2(q2q4 + q1q3) 2(−q1q2 + q3q4) q21 − q22 − q23 + q24 −t3

0 0 0 1


(16)

And the inverse transformation is also easy to differentiate.

Quaternions are a double cover of SO3. The quaternions (q1, q2, q3, q4) and (−q1,−q2,−q3,−q4) both

refer to the same rotation. If the model has rotational symmetry, then there is an even larger class of

quaternions which are equivalent. This is similar to the 2D case of rotational symmetry. To determine a

unique member of the equivalence class of a given quaternion, multiply it by every quaternion equivalent to
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the identity quaternion and choose the one which is closest (euclidean distance) to the identity quaternion.

For the cube, there are 48 quaternions in each equivalence class.

Just as in 2D, the rotations and translations have different units, so they must be scaled for any mean-

ingful comparison.
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