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Chapter 0

Preliminaries

For integers j and k, let [j . . . k] denote the set { i ∈ Z : j ≤ i ≤ k } and let [j] stand for

[1 . . . j]. Denote by 〈si〉
q
i=1 a finite sequence indexed by elements of [q]. Let Λ denote the

empty sequence. When natural or unavoidable, a sequence may be denoted in list form by

〈s1, . . . , sq〉 (even if it has fewer than two elements). For a sequence S, denote its length by

|S|, the ith element of S by S[i] and the prefix of S of length i by S[≤ i]. Let S ◦ T denote

the result of concatenating S and T. In the case that order is not relevant, we use {si}
q
i=1 to

denote a set of indexed elements.

Logic. We identify 0 with the boolean value false and 1 with the boolean value true. We

assume the existence of finitely many propositional variable {xi}n
i=1. For literals, we use

the convention that a literal is a variable together with a boolean value and, for variable

x and boolean value b, is denoted by xb. The positive literal for x is x1 and the negative

literal for x is x0. This notation disambiguates x the variable from x1 the literal. A clause

is a set of literals (representing a disjunction) that does not contain both the positive and

negative literal for any variable. A variable x is said to appear positively in a clause C if

x1 ∈ C and negatively if x0 ∈ C. Let⊥ denote the empty clause. A formula in conjunctive

normal form (CNF) is a set of clauses (representing a conjunction). In this paper, all

formulas are CNF formulas, and will typically be referred to simply as formulas. A clause
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may be denoted in set notation (e.g., {li}k
i=1) or logical notation (e.g.,

∨k
i=1 li). Similarly,

a CNF formula may be denoted in logical notation as
∧m

i=1 Ci. Define Var(C) to be the

set of variables appearing in a clause C and define Var(φ) ,
⋃

C∈φ Var(C) to be the set of

variables appearing in a formula φ.

A restriction is a possibly partial function mapping propositional variables to 0 or 1. A

total restriction is called an assignment. Restrictions act naturally on literals, clauses, and

CNF formulas:

xb|ρ ,


[ρ(x) = b] x ∈ dom(ρ)

xb otherwise;

{ybi
i }

k
i=1|ρ ,


1 ∃i(ybi

i |ρ = 1)

{ ybi
i : i ∈ [k] and yi 6∈ dom(ρ) } otherwise;

{Ci}m
i=1|ρ ,


1 ∀i(Ci|ρ = 1)

{Ci|ρ}m
i=1 \ {1} otherwise.

In the above definition, [P] denotes the Iverson brackets applied to P, i.e., it is 1 when P

is true and 0 otherwise. A restriction ρ satisfies a clause C if C|ρ = 1 and falsifies C if

C|ρ = ⊥. It satisfies a CNF formula φ if φ|ρ = 1 and falsifies φ if ⊥ ∈ φ|ρ. A CNF formula

is satisfiable if there is a restriction that satisfies it and unsatisfiable otherwise. For our

purposes, the satisfiability testing problem (SAT) is: given a CNF formula φ, find a restriction

that satisfies φ or state that none exists (return unsatisfiable).

A variable assignment is a restriction whose domain is a single variable. The variable

assignment that assigns to x the value a is denoted by x=a. We will often represent

a restriction as sequence of variable assignments of the form x=ρ(x) for x ∈ dom(ρ).

Such sequences are not unique. They are also often identified with their corresponding

restrictions.
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Graphs. Let G be a directed graph. Denote the vertices of G by V(G) and the edges of G

by E(G). For an edge (u, v) ∈ E(G), define source((u, v)) , u and target((u, v)) , v. A

path in G is a sequence of vertices 〈vi〉
q
i=1 such that (vi, vi+1) ∈ E(G) for all i ∈ [q− 1]. A

path is nontrivial if its length is at least 2. There is a path from the vertex v to the vertex

w in G, denoted by v G
 w, if there is a path in G whose first element is v and whose last

element is w. There is a path from an edge e1 to an edge e2 in G if target(e1)
G
 source(e2).

A path from an edge to a vertex (and vice versa) is defined analogously. An edge e is said

to appear in a path P if there is some i ∈ [k− 1] such that e = (P[i], P[i + 1]). A directed

graph is acyclic if it does not contain any nontrivial paths from a vertex to itself.

Permutations. Let Sn denote the set of permutations on [n]. A permutation π is extended

to variables by π(xi) , π(i), literals by π(xb) , π(x) and clauses by π(C) , sup{ π(x) :

x ∈ Var(C) }. For any two objects A and B on which π is defined, A <π B is shorthand for

π(A) < π(B). For example, C <π x if and only if y appearing in C implies y <π x.

Automata Theory. For our purposes, an automaton, denoted here by M, consists of the

following data:

• a set S(M) (states);

• a specified element I(M) from S(M) (initial state);

• a specified subset A(M) of S(M) (accepting states);

• a set Σ(M) (input alphabet);

• a possibly partial1 function δM : S(M)× Σ(M)→ S(M) (transition function);

For any set S, let S∗ denote the set of all sequences of elements from S. The transition

1This is not typical, but is occasionally used in the literature.
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function is extended to δ∗M : S(M)× Σ(M)∗ → S(M) in the natural way:2

δ∗M(s, Λ) = s and δ∗M(s, 〈a〉 ◦W) =


δ∗M(δM(s, a), W) (s, a) ∈ dom(δM)

undefined otherwise.

The automaton M accepts W ∈ Σ(M)∗ if δ∗M(I(M), W) is inA(M). The set of all sequences

accepted by M is called the language of M and is denoted by L(M).

For two automata M1 and M2 such that Σ(M1) = Σ(M2), the product of M1 and M2,

denoted by M1 ×M2, is the automata given naturally by the following data:

• S(M1 ×M2) = S(M1)× S(M2);

• I(M1 ×M2) = (I(M1), I(M2));

• A(M1 ×M2) = A(M1)×A(M2);

• Σ(M1 ×M2) = Σ(M1) = Σ(M2);

• δM1×M2((s1, s2), a) , (δM(s1, a), δM1(s2, a)).

It is straightforward to verify that L(M1 ×M2) = L(M1) ∩ L(M2).

2To make complete sense of this definition, we will often think of partial functions as total functions
whose range contain an additional element undefined.
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Chapter 1

Introduction

It has become somewhat aphoristic in the literature to say that SAT solvers work incredibly

well despite the NP-hardness of the problem they solve. This is fairly justified, however, as

they have become standard tools in industrial settings (e.g., [24, 25, 14, 19]), where instances

can have millions of variables and several million clauses, and they are even used as NP

oracles in algorithms for #P-complete and PSPACE-complete problems (e.g., [28, 11]). The

past two decades have seen dramatic improvements in the efficiency of SAT solvers, and

empirical evidence seems to indicate that these improvements cannot be attributed strictly

to improvements in hardware or implementation optimizations [26]. But as solvers have

become more efficient, they have also become significantly more complex, so there is

increased interest in understanding why they work well in practice and, moreover, if there

is any theoretical justification for their success.

It is generally believed that the formulas generated in practice, though not trivial, rarely

induce the exponential worst-case behavior of typical solvers. Much of the research in the

theory of SAT solving is dedicated to characterizing those formulas on which solvers run

efficiently. In this paper, we focus on an approach that exploits the connection between

SAT solvers and propositional proof complexity. The solvers in which we are interested

are sound and complete, which implies that, when run on unsatisfiable formulas, their

6



computational traces are proofs of unsatisfiability. And it is well established that these

traces can be converted in polynomial time into refutations in the resolution proof system.

Therefore, resolution refutation size lower bounds imply unconditional running time lower

bounds. It is then natural to consider to what extent the property of having short resolution

refutations characterizes the formulas that are efficiently refutable by SAT solvers; are

SAT solvers implicitly performing efficient resolution when run on unsatisfiable formulas?

In its most general form, this is a question about the automatizability of resolution, i.e.,

if there is an algorithm that, given an unsatisfiable formula φ, generates a resolution

refutation of φ in polynomial time in the shortest such refutation. Aleknovich and Razborov

prove that resolution is not automatizable unless the W-hierarchy from parametrized

complexity collapses [1], so a positive answer to the above question would have fairly

drastic complexity theoretic consequences.1 Despite this, there is no known formula that

separates resolution refutation size from running time for a natural deterministic model of

SAT solvers.

This state of affairs is, in part, due to the complex nature of modern solvers, which

depend heavily on a few powerful heuristics (which we call strategies throughout the

paper) that are difficult to analyze theoretically. Much of the existing research focuses

on the nondeterministic behavior of solvers or, equivalently, the behavior of solvers when

their heuristics perform optimally (or even optionally, as we will discuss). This makes

the solvers easier to analyze, but at the cost of potentially making them too strong to

prove separation results. In the language of proof complexity, the question becomes

whether these nondeterministic solvers, viewed as generating subsystems of resolution,

can polynomially simulate general resolution. And since separations are notoriously

difficult to prove, many recent results have, instead, been about nondeterministic solvers

that actually do simulate general resolution. From a practical perspective, these simulations

indicate that with well-engineered heuristics and bit of luck, solvers can refute formulas

1More recently, Atserias and Müller show that automating resolution is NP hard [4].
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with short resolution refutations somewhat effectively. From a theoretical perspective,

although they do not directly aid in proving separation results, they indicate which

heuristics require tighter modeling; that is, they help answer the question: how much

additional nondeterminism can we get away with?

In this vein, we present three results in Chapter 4; two are simulations and one is a

separation (in the guise of another simulation). The first is from the literature, and is

typically attributed to Pipatsrisawat and Darwiche [32] and Atserias et al. [3]. In essence,

it states that SAT solvers with completely nondeterministic decision strategies, frequent

restarts, and large memory can simulate general resolution. It follows a long line of work

starting with Beame et al. [7] and remains among the state of the art regarding simulations

for tight SAT solver models.

The other two results are new, but before discussing them, it is worthwhile to discuss

how they are meant to improve upon the first. Based on the qualifications in its statement,

there are three natural fronts on which this first result can be improved.

1. Are frequent restarts necessary? This is arguably one of the most interesting open

questions in the theory of SAT solving, and has occupied many researchers (e.g.,

[33, 17, 12, 8, 13, 16]). Though solvers do, in fact, restart quite frequently, it is not as

often as the result seems to dictate, and it is unknown if it is truly useful. We will

discuss this question briefly at the end of Chapter 2.

2. Is large memory necessary? The result requires that the solver maintains all learned

clauses in memory, whereas, in practice, some SAT solvers periodically delete nearly

half of all clauses they learn [5]. This question has been studied by Elffers et al. [23]

who show that size-space tradeoffs like those for resolution appear to manifest in

tight models of SAT solvers.

3. Is a fully nondeterministic decision strategy necessary? In practice, SAT solver use highly

dynamic, often deterministic heuristics like VSIDS [34]. The impact of these decision
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strategies have been a topic of more recent empirical research [27]. The version

of the result by Atserias et al. [3] states that full nondeterminism can be replaced

with full randomness if general resolution is replaced with bounded-width resolution.

However, neither full nondeterminism nor full randomness adequately reflect what

is done in practice.

This last question is the primary focus of the remaining two results. In an attempt to make

progress on it, we choose to study a very simple decision strategy called the ordered decision

strategy, which requires that decisions are made in ascending order according to some

fixed permutation. The value assigned by the decision is chosen nondeterministically. The

key attribute of this strategy is that unit propagations are not affected, so unit propagation

inferences can break the order. Dealing with this entails most of the difficulty in our proofs.

The ordered decision strategy is not used in practice, but it has been studied by Beame et

al. [6] in the context of SAT solvers without clause learning and is also related to so-called

static decision strategies like MINCE [2]. However, the choice to study it was informed

primarily by the fact that it seemed to be the simplest nontrivial decision strategy for which

no results had been discovered.

The first new result (the second presented) states that any SAT solver with the ordered

decision strategy and a particular learning strategy called the DECISION learning strategy

does not polynomially simulate general resolution. We prove this by showing that a

particular nondeterministic solver is polynomially equivalent to ordered resolution, a

subsystem of resolution which is known to be strictly weaker than general resolution.2

The second new result (the third presented) states that a particular nondeterministic SAT

solver with the ordered decision strategy and a somewhat artificial learning strategy (see

Section 4.3 for details) polynomially simulates general resolution. Per the discussion above,

this is more perhaps naturally understood in the following manner: we prove that an

(arguably natural) subsystem of resolution we called π-TrailRes, which is strong enough to

2For all claims about the relative strengths of subsystems of resolution, see [15].
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simulate any SAT solver with the ordered decision strategy, is polynomially equivalent to

general resolution. Therefore, the amount of nondeterminism allowed in the solvers that it

simulates makes them, somewhat surprisingly, too strong to prove separation results.

In order to aid the presentation of the above results, we design a model and associ-

ated language, given in Chapter 3, for reasoning about and discussing SAT solvers in a

transparent, concise, and rigorous way. Though the model itself is highly derivative (e.g.,

[31, 3, 23]), it makes the handling of nondeterminism more explicit, as opposed to the

existing somewhat ad hoc approach, in which nondeterministic aspects of the solver are

often left implicit and occasionally ignored. We hope that it can make existing results easier

to understand, while also hopefully aiding in the development of new results, particularly

as more complicated models become necessary to prove separations. But before either the

model or the results, we present, in Chapter 2, some basic definitions and a short history

of the relationship between SAT solvers and subsystems of resolution. The motivation

for this is two-fold: first, it provides an opportunity to present the relevant SAT solving

algorithms in some detail and, second, it helps inform the design of our model.

Acknowledgements. I owe a great deal to Professor Alexander Razborov and Shuo Pang,

the coauthors of the paper on which the presentation of all new results is based [30]. This

project may have turned out very differently without their contributions. I would like

to also thank Professor Stuart Kurtz for his useful comments and help in preparing this

document, as well as Professor Ravi Chugh for agreeing to be on my M.S. committee.
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Chapter 2

Background

This chapter contains basic definitions from propositional proof complexity as well as

history of the relationship between SAT solvers and subsystems of resolution. Some of

the definitions we use are atypical, particularly our presentation of the resolution proof

system. However, we believe that they are similar enough to standard definitions as to not

cause any confusion and that the benefits outweigh the possible dissonance.

2.1 Resolution

Resolution is traditionally presented as a Hilbert-style deduction system. In such presenta-

tions, the structure of a derivation is often implicit and is made explicit via an associated

graph. But the study of subsystems of resolution tends to require more careful consider-

ation of derivation structure; this will be especially true for the subsystems considered

in Sections 4.2 and 4.3. As such, we define the resolution proof system in an explicitly

structural (and arguably pedantic) way. This structure is stripped away when it is not

necessary via a simpler sequential definition that is essentially the same as the Hilbert-style

definition.

The clauses C and D clash on x if xb ∈ C and x1−b ∈ D and are resolvable if they clash
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on exactly one variable. The partial function Res defined on resolvable clauses is given by

Res(C ∨ xb, D ∨ x1−b) , C ∨ D.

In words, the premises C ∨ xb and D ∨ x1−b are resolved on x to produce the resolvent

C ∨ D. Though the logical aspects of proof systems are not our primary interest, one

should observe that this function, interpreted as a deduction rule, is sound; that is, if ρ

satisfies C and D, and C and D are resolvable, then ρ satisfies Res(C, D).

Definition 1. A resolution derivation Π is a directed acyclic graph with vertices labeled by

clauses according to a function denoted by cΠ. Furthermore, for all v ∈ V(Π) exactly one of the

following conditions holds:

• in-degΠ(v) = 0, in which case v is referred to as an axiom vertex and cΠ(v) is an axiom;

• in-degΠ(v) = 1 with (u, v) ∈ E(Π) and cΠ(u) ⊆ cΠ(v), in which case cΠ(v) is said to

follow from cΠ(u) by weakening;

• in-degΠ(v) = 2 with (u, v) and (w, v) in E(Π) and cΠ(v) = Res(cΠ(u), cΠ(w)).

A resolution derivation of C from φ is a derivation that has (a vertex labeled by)

C and whose axioms are clauses from φ. Let φ `Π C denote that Π is a resolution

derivation of C from φ. A resolution refutation of φ is a derivation of ⊥ from φ. For a

set of clauses C, the derivation Π derives C from φ, written φ `Π C, if φ `Π C for all

C ∈ C. Let |Π| denote the size of V(Π), i.e., the number of clauses appearing in Π. Define

Var(Π) ,
⋃

v∈V(Π) Var(cΠ(v)).

It will also be convenient to assume that there is an edge labeling function, denoted by

λΠ, such that λΠ((u, v)) , wkn when in-degΠ(v) = 1, and is otherwise the unique variable

being resolved on to derive cΠ(v). We call these weakening edges and resolution edges,

respectively. This labeling function is not included in the definition above because it is

uniquely determined by the other data of a derivation.
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One benefit of this definition is the ability to treat graph theoretic definitions and

notation as primitive, like those of paths given in Chapter 0. Similarly, with the derivation

structure explicit, the path relation then defines a partial order on vertices, so we can also

steal some ideas from order theory.1 The following are some additional useful constructions

that take advantage of structural information.

Definition 2. Let Π be a resolution derivation and let S be a subset of V(Π).

• The upward closure of S is given by

uclΠ(S) , { v ∈ V(Π) : ∃w ∈ S (v Π
 w) }.

The downward closure (dclΠ) is defined analogously.

• The maximal elements of S is given by,

maxΠ(S) , { v ∈ S : @w (w ∈ S \ {v} ∧ w Π
 v) }.

The minimal elements (minΠ) are defined analogously.

• The set S is parent-closed if for all v ∈ S either all parents of v are in S or none are.

• The derivation Π is connected if it has a unique sink.
1A mildly unfortunate historical precedent has been set (at least, for our purposes) with regards to the way

resolution derivations are presented graphically. Because, I think, derivations have their grounds in actual
written proof and, particularly, in natural deduction and sequent calculi-style proof trees, they are often
represented visually with axioms at the top and with consequences at the bottom. This is further justified by
the fact that inference rules are typically presented with premises written above conclusions, separated by a
bar. And because the flow of information tends to be thought of as moving towards the consequences, the
arrows are usually directed from premises to resolvents. But in order theory, arrows representing a relation
are usually directed from smallest to largest so, visually speaking, the largest elements in a partial order
are at the top of graphical representations (e.g., Hasse diagrams) and smallest at the bottom. Thus, taking
definitions from order theory essentially requires some form of reversal or dualizing of definitions. In the
interest of maintaining the precedence from resolution proof complexity (which I believe is justified but is,
by no means, a fixed standard; some choose to, in light of standards from circuit complexity, draw resolution
derivations with axioms at the bottom), I choose to flip the definitions from order theory. That is, notions of
up and down are really taken with respect to the dual of path relation. Hopefully, any potential confusion
around this is mitigated by the fact that functions like uclΠ and maxΠ are annotated with resolution proofs
so as to directly highlight their application in our setting.
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Along the same lines, the explicitly structural presentation of resolution aids in the

definition of a subderivation of a derivation Π, which may be taken to be an induced

subgraph of Π on a parent-closed subset of vertices with the inherited vertex labeling. For

a parent-closed subset S of V(Π), let sub(Π|S) denote the subderivation on S. It is not

required that the axioms of sub(Π|S) are axioms of Π.

Proposition 1. For any resolution refutation Π and parent-closed subset S of V(Π),

{ cΠ(v) : v ∈ maxΠ(S) } `sub(Π|S) { cΠ(v) : v ∈ S }.

Proof. This follows by inspection of the definition of a derivation. Since S is parent-closed,

in-degΠ(v) = 0 if and only if v ∈ maxΠ(S), and S contains all parents of v otherwise.

Furthermore, all derivations are valid since the clause labeling is inherited from Π.

One important special case is that for any X ⊆ V(Π), uclΠ(X) is parent-closed and the

axioms of sub(Π|uclΠ(X)) are, in fact, axioms of Π. Accordingly, it is usually possible to

assume without loss of generality that any derivation of C is connected; otherwise, we can

consider the subderivation on the upward closure of any vertex labeled with C.

Due to the somewhat nonstandard nature of these definitions, a couple remarks (and

possibly justifications) are in order. First, a resolution derivation has no explicit background

formula. The axioms of a derivation are instead determined its structure. In Chapter 4,

it is useful to study the set of axioms corresponding to a derivation independent of any

background formula. Next, weakening is a primitive operation. Since general resolution

and nearly all of its common subsystems are closed under weakening (there is a simple

procedure for removing weakening edges from a derivation without affecting its size, e.g.,

Fact 3) authors tend to leave out the weakening rule in order to simplify the definition.

However, many if not all subsystem of resolution based on SAT solvers are not naturally

closed under weakening. One might argue that this seems to be even more of a reason

to leave it out of the definition. But this also means that including weakening in these
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systems can have nontrivial effects worth studying. For example, in [30], we prove

π-TrailRes+Wkn polynomially simulates GenRes, which is significantly simpler because

weakening is allowed, and it informs the proof of the same result without weakening.

Therefore, we allow it with the caveat that the inclusion of weakening in subsystems of

resolution is always explicitly noted. Lastly, there is a distinction between a vertex and the

clause labeling it. The primary motivation for this is that operations on derivations can

more easily maintain structural features.

Of course, many of these design choices have been made according to aesthetics; again,

I personally believe that the notion of derivation presented here does not differ drastically

from the standard notion, and that the deviation is mostly good. But as can be expected,

this structural approach also has its pitfalls. Though it allows for more precise operations

on derivations, it also requires more machinery. In the case that this machinery is not

necessary, a more standard sequential representation of derivations may be used. A

sequential representation is simply a sequence of clauses in topological order according to

a given derivation.

Definition 3. A resolution derivation Π is sequentially represented by the sequence of clauses

〈Ci〉
|Π|
i=1 if there is a bijection θ : V(Π) → [1 . . . |Π|] such that Cθ(v) = cΠ(v) for all v ∈ V(Π)

and θ(u) < θ(v) for all (u, v) ∈ E(Π).

Let GenRes+Wkn be the set of all resolution derivations and let GenRes be the set of

all resolution derivations without weakening edges. This notation is motivated by the

fact that weakening edges add power to a system. Formally, a subsystem of resolution

is a subset of GenRes+Wkn, usually specified by some property that is computable in

polynomial time in the size of the input derivation. If a subsystem contains any derivation

with weakening edges, then it is annotated by ‘+Wkn’ like with general resolution, and

removing the annotation yields the subset of derivations without weakening edges.
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For a subsystem R, define

SR(φ ` C) , inf { |Π| : Π ∈ R and φ `Π C }.

Definition 4. (Common Subsystems of Resolution)

• A derivation Π is tree-like if Π is a tree. The subsystem TreeRes+Wkn is the set of tree-like

derivations.

• A derivation Π is regular if for any two resolution edges e1, e2 ∈ E(Π), e1
Π
 e2 implies

λΠ(e1) 6= λΠ(e2). Equivalently, no variable is resolved on twice along any path in Π. The

subsystem RegRes+Wkn is the set of regular resolution derivations.

• A derivation Π is π-ordered if for any two resolution edges e1, e2 ∈ E(Π), e1
Π
 e2

implies λΠ(e1) >π λΠ(e2). Equivalently, variables are resolved on in order according to π,

along a path in Π. The subsystem π-OrdRes+Wkn is the set of π-ordered derivations and

OrdRes+Wkn ,
⋃

π∈Sn π-OrdRes+Wkn.

As is standard, we use the notion of polynomial simulation, introduced by Cook and

Reckhow [20], to compare subsystems of resolution and, more generally, propositional

proof systems. In order to use this machinery, we need a slightly more general notation of

a proof system, but it is convenient to stay restricted to the setting of CNF formulas.

Definition 5. A CNF refutation system is a polynomial-time algorithm, denoted here by Verify,

that takes as input a CNF formula φ and Π ∈ {0, 1}∗ (encoding a potential refutation of φ) such

that

• If φ is satisfiable then Verify(φ, Π) = 0 for all Π ∈ {0, 1}∗.

• If φ is unsatisfiable, then there is some Π ∈ {0, 1}∗ such that Verify(φ, Π) = 1.

For a CNF refutation system R, define

SR(φ ` ⊥) , inf { |Π| : Π ∈ {0, 1}∗ and R(φ, Π) = 1 }.
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Definition 6. A CNF refutation system R1 polynomially simulates a system R2, written in

shorthand as R1 ≤p R2, if there is a polynomial Q such that for all CNF formulas φ,

SR1(φ ` ⊥) ≤ Q (SR2(φ ` ⊥)) .

The systems R1 and R2 are polynomially equivalent, written in shorthand as R1 =p R2, if R1

and R2 polynomially simulated each other.

In the case of (any subsystem of) resolution, the verification algorithm is simple: return

1 if and only if the given (encoding of a) derivation has the properties in Definition 1,

has axioms in φ, and contains ⊥. As such, it is identified with the set of corresponding

derivations, e.g., that RegRes polynomially simulates OrdRes means the natural verifier for

RegRes polynomially simulates the natural verifier for OrdRes.

Finally, one should observe that GenRes (and all subsystems considered above) are

refutationally sound and complete; a CNF formula φ is unsatisfiable if and only if there

is a GenRes refutation of φ. Soundness follows directly from the soundness of Res, and

completeness can be proved by examining the termination behavior of simple resolution-

based SAT solvers like the ones from the following sections.

2.2 Early SAT Solvers and Subsystems of Resolution

One of the first algorithms that can be roughly characterized as a SAT solver is the Davis-

Putnam procedure, or DP for short [22]. It was originally designed to prove theorems in

first-order logic but, in the context of SAT solving, it is typically presented in a simplified

form that strictly solves the satisfiability problem as we have defined it. In this form

(Algorithm 1), DP directly applies resolution in its solving process; for each variable x

appearing in a formula φ, all consequences of resolving on x are generated and then any

clause containing x is removed. Since resolution is sound and complete, this process
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Algorithm 1 Davis-Putnam Procedure (DP)
Input: CNF formula φ

Output: a restriction or unsatisfiable

1: ρ← Λ
2: while ⊥ 6∈ φ and φ 6= ∅ do
3: x ← variable occurring in φ . Choose via a heuristic.
4: if xb appears in φ and x1−b does not then
5: ρ← ρ ◦ 〈x=b〉.

6: for C and D in φ that are resolvable on x do
7: φ← φ ∪ {Res(C, D)}

8: φ← φ \ {C : x ∈ Var(C)}

9: if ⊥ ∈ φ then
10: return unsatisfiable

11: if φ = ∅ then
12: return ρ

ends with either a formula containing the empty clause (i.e., φ is unsatisfiable) or the

empty formula (i.e., φ is satisfiable). DP implicitly generates a resolution derivation so

SGenRes(φ ` ⊥) is a lower bound on the running time of DP when φ is unsatisfiable. But

since variables are resolved in a fixed order, this refutation belongs specifically to the

subsystem OrdRes. Coupled with the fact that OrdRes does not polynomially simulate

GenRes, we have that there is a formula φ – more formally, a family of formulas – for

which the running time of DP is superpolynomial in SGenRes(φ ` ⊥). In other words,

general resolution refutation size does not characterize DP running time on unsatisfiable

formulas.2

2There are somewhat trivial formulas that have short ordered resolution refutations but still require
exponential time for DP to refute. Simply take the union of a formula that requires long general resolution
refutations and the induction principle

x1
1 ∧
(

n−1∧
i=1

x0
i ∨ x1

i+1

)
∧ x0

n.

This formula has short ordered resolution refutations but all such refutations require all variables. DP would
ultimately refute both formulas. So ordered resolution size does not even characterize DP running time.
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A subsequent refinement of DP was an algorithm that is now typically called the Davis-

Putnam-Logemann-Loveland procedure [21], or DPLL for short.3 It includes various

improvements in implementation, but, for the purposes of this section, we focus on how it

addresses the issues with DP related to space; since DP stores all clauses that it derives

by resolution in each step, it may require large memory. DPLL attempts to rectify this by

employing a simple use of distributivity: let φ be a formula not containing the variable

x; DP works by the principle that φ ∧ (C ∨ x0) ∧ (D ∨ x1) is satisfiable if and only if

φ ∧ (C ∨ D) is satisfiable, whereas DPLL works by the principle that it is satisfiable if and

only if φ ∧ C or φ ∧ D are satisfiable. There are more cases to consider, but the formulas in

each case do not require additional space.

As with DP, DPLL was originally designed in the setting of first-order logic, but in

its simplified form, it is a backtracking algorithm that attempts to build a restriction one

variable at a time until a satisfying restriction is found or all relevant restrictions have been

exhausted. It also included heuristics called unit propagation and pure literal elimination, the

former of which is still a widely used heuristic and is discussed further in the next section.

Pure literal elimination, in which variables that appear only positively or negatively are

immediately assigned, has mostly fallen out of style since it conflicts with two-literal

watching [29], a widely used method for efficient clause representation. For simplicity, the

given psuedocode for DPLL (Algorithm 2) does not include these heuristics.

Unlike DP, DPLL does not directly apply resolution but its computational trace implic-

itly defines a tree-like resolution refutation. In fact, the recursion tree of DPLL, when run

on an unsatisfiable formula, can be directly converted into a TreeRes+Wkn refutation via a

simple procedure:

1. label each leaf node by the clause falsified under the restriction determined by the

path from the root;

3One might notice that Hilary Putnam does not appear as an author of the paper introducing this
algorithm so some authors choose to refer to the algorithm simply as DLL. I, personally, believe it is fair to
include the ‘P’ because the algorithm is presented as an modified implementation of DP.
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2. from leaves to root, label each internal node with the result of resolving the clauses

labeling its children if they are resolvable, or by a clause labeling one of its children

that does not contain the variable branched on;

3. reverse all edges so the direction matches the definition of a resolution derivation.

Therefore, STreeRes(φ ` ⊥) is a lower bound on the running time of DPLL. And this process

can essentially be reversed; given oracle access to a TreeRes refutation of φ, there is a

method for choosing variables in line 4 – a decision strategy – such that the running time

of DPLL on φ is polynomial in STreeRes(φ ` ⊥). For details, see [9]. Since TreeRes does not

simulate GenRes, general resolution size does not characterize DPLL running time either.

And the nonautomatizability result by Aleknovich and Razborov also applies to tree-like

resolution, so it is unlikely that tree-like resolution size characterizes the running time of

DPLL with a reasonable deterministic decision strategy, though there is no proof of this

fact.

Algorithm 2 Davis-Putnam-Logemann-Loveland procedure (DPLL), a simplified version
Input: CNF formula φ

Output: a restriction or unsatisfiable

1: function DPLLHELPER(ψ, ρ)
2: if ⊥ ∈ ψ|ρ then return unsatisfiable

3: if ψ|ρ = 1 then return ρ.

4: xb ← literal such that x ∈ Var(φ|ρ) . Choose via a heuristic.
5: out← DPLLHELPER(ψ, ρ ◦ 〈x=b〉)
6: if out is not unsatisfiable then
7: return out

8: return DPLLHELPER(ψ, ρ ◦ 〈x=1− b〉).

9: return DPLLHELPER(φ, Λ)
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Algorithm 3 SAT solving algorithm with conflict driven clause learning (CDCL)
Input: CNF formula φ

Output: a restriction or unsatisfiable

1: ρ← Λ
2: while true do
3: if ⊥ ∈ φ then
4: return unsatisfiable

5: else if φ|ρ = 1 then
6: return ρ

7: else if xb ∈ φ|ρ then
8: ρ← ρ ◦ 〈x=b〉 . Unit Propagation
9: else if ⊥ ∈ φ|ρ then

10: C ← clause such that φ ∧ C and φ are equisatisfiable
11: ρ′ ← prefix of ρ

12: φ← φ ∧ C . Clause Learning
13: ρ← ρ′

14: else if it is time to restart then
15: ρ← Λ . Restarts
16: else if it is time to delete clauses then
17: C ← set of clauses from φ

18: φ← φ \ C . Clause Deletion
19: else
20: xb ← literal such that x ∈ Var(φ|ρ) . Decision Strategy
21: ρ← ρ ◦ 〈x=b〉

2.3 CDCL Solvers and General Resolution

Modern SAT solvers, in a sense, attempt to combine the benefits of both DP and DPLL.

Though some implementations have become complex pieces of software, the underlying

algorithm (Algorithm 3) is fairly simple. It is an extension of DPLL in the sense that

it build restrictions one variable at a time but, like DP, it also generates new clauses

by applying resolution, albeit using a more powerful method called confict driven clause

learning discussed below. Rather than trying to exhaust all possible restrictions, its search
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is guided by a collection of empirically successful heuristics, given here in the order they

appear in Algorithm 3.

• (Unit Propagation, line 8) If the restriction ρ being built has the property that xb ∈ φ|ρ

then any satisfying restriction extending ρ must assign x to b. In this case, ρ is

immediately extended to ρ ◦ 〈x=b〉. A clause with a single literal is called a unit

clause. If there are multiple unit clauses in φ|ρ then the one which is used for unit

propagation is implementation specific. This heuristic has been used for decades

primarily because of its empirical success, but it is sometimes the “elephant in the

room” with respect to theoretical results; it tends to make the space of possible

restrictions more complicated.

• (Conflict Driven Clause Learning (CDCL), line 12) If ρ falsifies φ, then a clause C that

expresses this fact is added to φ and ρ is replaced with one of its prefixes. The process

of replacing ρ is called backtracking and is usually treated separately from clause

learning, but it is more convenient for our purposes if they are merged. The clause C

should have the property that φ and φ ∧ C are equisatisfiable, i.e., φ is satisfiable if

and only if φ ∧ C is satisfiable. Usually this means C is derivable from φ in a very

weak subsystem of resolution. This also means that Algorithm 3, like DPLL and

DL, implicitly generates resolution refutations when run on unsatisfiable formulas.

CDCL is arguably the most important heuristic in the development of modern SAT

solvers and, as such, solvers implementing this heuristic are sometimes called CDCL

solvers.

• (Restarts, line 15) In order to avoid spending too much time in a single part of the

search space, solvers often reset ρ to the empty restriction, either periodically or

according to some possibly random procedure. One of the most important open

problems in the area is giving theoretical justification that frequent restarts provide

some advantage over infrequent or no restarts. We will discuss this briefly at the end
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of the section.

• (Clause Deletion, line 18) Clause learning quickly generates an enormous number

of clauses, to the extent that it becomes a bottleneck in performance. To remedy

this, clauses are periodically removed, sometimes as much as half of all learned

clauses. Clause deletion has not been extensively studied in the theoretical literature,

but some recent results have demonstrated that size-space tradeoffs for resolution

translate to lower bounds on memory usage. [23].

• (Decision Strategies, line 20) If ρ does not falsify φ and φ|ρ contains no unit clauses,

then the solver can only make progress by choosing a variable to assign and a value

to assign it. One common strategy is the Variable State Independent Decaying Sum

(VSIDS) heuristic. To implement this heuristic, variables are tagged with values

representing the its activity. These values multiplicatively decay over time, but

additively grow when the variable is more active according to some measure. For

example, a variable may be considered more active when it appears in a learned

clause. When the solver needs to decide the assignment of a variable, it assigns a

value to the variable with the highest activity. Section 4.2 and 4.3 contain results

about the ordered decision strategy, in which the decision variable is chosen to

be the smallest unassigned variable according to a predetermined order. More

complicated strategies have recently been the subject of more careful study [27].

Of course, there are other heuristics and, in some sense, an important vein of SAT

solving research is creating new heuristics that improve CDCL solvers. But the heuristics

presented above seem to be the most important, and nearly all modern resolution-based

SAT solvers include some version of them.

Recalling from Chapter 1, Beame et al. [7] were the first to study the relationship

between a variant of Algorithm 3 and resolution. Many related results followed, with the

salient difference between them being the model of CDCL solvers that they used. The
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models of Pipatsrisawat and Darwiche [32] and Atserias et al. [3] are the most faithful to

actual implementations. The framework in the next chapter is general enough to subsume

nearly all these models and allows them to be presented concisely and transparently.

We conclude the section and, hence, the chapter with a few remarks about CDCL

solvers without restarts, as the existing results on them help motivate the design decisions

in the next chapter. The previous two sections have attempted to highlight the relationship

between SAT solvers and particular subsystems of resolution. In the study of CDCL

solvers without restarts, this connection has become more explicit by the introduction of

specialized proof systems like pool resolution and resolution trees with lemmas. It would be

out of the scope of this paper to include a detailed description of either of these systems,

but, as any subsystem of resolution specialized for studying SAT solvers should, size lower

bounds imply time lower bounds for actual implementations of solvers. But the exact

strength of CDCL solvers without restarts is still unknown and, as such, nearly all results

related to these systems are upper bounds. For example, a collection of papers [12, 13, 18]

show that all conjectured formulas for proving separations have short refutations in these

systems.

In light of these upper bounds, it is then natural to try to determine how these upper

bounds can then be reinterpreted as results about variants of CDCL solvers. Due to the

nondeterministic nature of proof systems, it is not surprising these variants include sources

of nondeterminism that are not found in Algorithm 3, including optional unit propagation,

in which a solver may ignore unit clauses, optional conflict analysis, in which a restriction

may be extended even if it falsifies the input formula, and multiple clause learning, in which

many clauses may be learned at the same time. The first two of these feature appear in our

model and the third may be included by extending the model.

In all, these nonstandard sources of nondeterminism do not need to be restricted to

solvers without restarts, and the additional degrees of freedom provide finer gradations

between variants of CDCL solvers, yielding a richer class of objects to study. Practically
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speaking, one could argue that they also provide foder for potential adaptations of the

standard CDCL algorithm; perhaps there are better strategies for unit propagating that

are not greedy. But, what is more important in the context of this paper, allowing for

nonstandard features of solvers gives upper bounds another interpretation; if an upper

bound is proved for a solver with a nonstandard feature, then its absence may be necessary

to prove separations.

25



Chapter 3

The Model

Like many others (e.g., [31, 3, 23]), we model CDCL solvers as automata whose states

represent snapshots of data during execution. Each solver is then assigned a subsystem of

the CDCL proof system presented below. This approach is not particularly novel and is, in

some sense, intended to be as noncontroversial as possible, but our particular construction

has two notable features. First is its top-down structure. CDCL solvers are typically

defined from the bottom up, i.e., as variants of DPLL with additional heuristics and nonde-

terminism. But this often causes the more subtle or complicated details of such heuristics

and nondeterminism to be left implicit and occasionally ignored. Instead, we define a basic

nondeterministic solver, of which all other solvers are restrictions. Nondeterminism then

becomes a first-class citizen in analysis. Furthermore, the relationship between solvers and

subsystems of resolution is transparent; the basic solver – more formally, its corresponding

proof system – polynomially simulates GenRes (Lemma 1) so its restrictions naturally

generate classes of refutations. The second notable feature is its somewhat strict adherence

to automata theoretic language. This has two apparent benefits:

• The set of refutations in the CDCL proof system or any of its subsystems can be taken

directly as the languages recognized by these automata;

• Extensions and restrictions of solvers can be constructed via natural operations on
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automata.

A complete outline of the automata theory necessary for this chapter is given in Chapter 0.

All definitions are fairly standard, but one important note is that we allow the transition

function to be partial, a feature which is not common but also not extraordinary.

Perhaps the more important part of this chapter is the notation for describing the CDCL

proof system. Results about CDCL solvers typically require long theorem statements

because all qualifications of the solver must be specified in order to be completely rigorous.

We design our construction so that all heuristics belong to the same class of objects. This

uniformity facilitates clear and concise presentation.

3.1 CDCL Proof System

We begin by constructing a basic automaton, denoted by S, that models a particular

nondeterministic CDCL solver. As noted at the end of the previous chapter, the choice of

solver is informed by trends in nonstandard sources of nondeterminism from the literature

(e.g., optional unit propagation and conflict analysis). Table 3.1 contains a summary of the

construction of S. For convenience of exposition, we identify automata with the solvers

they model. At this point, it should be emphasized that, unlike in general automata theory,

the complexity of the language accepted by S as a whole is not of interest here. Our objects

of study are the individual elements of the language.

Because of its basic nature, the states of S maintain just a formula and a restriction. This

is the minimal data necessary for any backtracking SAT solver based on DPLL. For technical

reasons related to clause learning, these restrictions require additional annotations.

Definition 7. Recall that a restriction can be represented as a sequence of variable assignments.

It will be useful to annotate variable assignments by the symbols ‘d’ or ‘u’, e.g., x d
=b. A variable

assignment annotated by ‘d’ is called a decision and a variable assignment annotated by a symbol

‘u’ is called a unit propagation inference. A trail is a sequence of annotated variable assignments
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in which no variable appears more than once. That is, a trail is an annotated sequence representation

of a restriction.

Formally, define the states of S to be the set of all pairs of the form (φ, t) where φ is

a formula and t is a trail, together with a distinct element init which is taken to be initial

state of S. The state init may be interpreted as state of the solver before it is given an input

formula. Define the accepting states of S to be the set of all pairs whose formula contains

⊥. This choice of accepting states means that we are interested only in the behavior of

CDCL solvers as refutation engines (using language similar to that in [32]). This is just as

well since our primary interest is the relationship between the CDCL proof system and

subsystems of resolution.

Elements of the input alphabet Σ(S) are called actions to emphasize that sequences in

the language represent computational traces. The following are all kinds of actions:

• an initialization action, parametrized by a formula, is denoted by init(φ);

• a decision action, parametrized by a variable and a boolean value, is denoted by

D(x, b);

• a unit propagation action, parametrized by a variable and a boolean value, is de-

noted by UP(x, b);

• a clause learning action, parametrized by a clause and a trail, is denoted by L(C, t);

Let Actions denote the set of all actions and define Σ(S) , Actions. We note that clause

deletion is not a primitive action because it tends to make solvers too powerful, and would

frequently need to be removed. Instead, it is presented below as an extension of the model.

The last datum of S is the transition function δS. For the most part, the transitions for

each action above are straightforward, with the exception of those for learning actions.

Since the only transitions from nonaccepting states to accepting states are via learning

actions, it is important that they are carefully defined. Though somewhat technical, the
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following definition encompasses the standard notion of learnable clauses cast into our

setting (it is essentially the definition given in [3]). The transition function δS depends on

this choice of learnable clauses.

Definition 8. Let t be a trail of the form 〈yi
∗i=bi〉

q
i=1. Define C

q+1
φ,t , { C ∈ φ : C|t = ⊥ }. The

clauses in C
q+1
φ,t are called conflict clauses. For i ∈ [q], define the set Ci

φ,t by reverse induction as

follows:

• if ∗i = d, then Ci
φ,t , Ci+1

φ,t ;

• if ∗i = u, then Ci
φ,t is the smallest set of clauses satisfying the following property:

– if C ∈ Ci+1
φ,t and y1−bi

i ∈ C, then Res(C, D) ∈ Ci
φ,t for all D ∈ φ such that D|t[≤i−1] =

ybi
i (it is straightforward to verify that C and D are resolvable).

– otherwise, C ∈ Ci
φ,t.

The set of all learnable clauses is

Cφ,t ,
q+1⋃
i=1

Ci
φ,t

It is, of course, possible to parametrize δS by the choice of learnable clauses, and

this may be desirable if one wants to consider new kinds of learning strategies. But

the questions in which we are interested are understood with respect to this standard

definition.

Definition 9. (Transition Function δS) Let s a
=⇒ s′ be shorthand for δS(s, a) , s′.

• (Initialization)

init
init(φ)
=⇒ (φ, Λ);

• (Decisions) if x 6∈ dom(t), then

(φ, t)
D(x,b)
=⇒ (φ, t ◦ 〈x d

=b〉);
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S(S) {init} ∪ { (φ, t) : φ is a CNF formula and t is a trail }
I(S) init
A(S) { (φ, t) : ⊥ ∈ φ }
Σ(S) Actions

δS see Definition 9

Table 3.1: Summary of S

• (Unit Propagation) if there is a clause C ∈ φ such that C|t = xb, then

(φ, t)
UP(x,b)
=⇒ (φ, t ◦ 〈x u

=b〉);

• (Clause Learning) if C ∈ Cφ,t and t′ is a prefix of t, then

(φ, t)
L(C,t′)
=⇒ (φ ∧ C, t′);

This completes the definition of S. Next, we describe a method for constructing

restrictions of S so that the heuristics used by the resulting solvers are clearly specified.

We take advantage of this method for succinctly presenting subsystems of the CDCL proof

system.

For any automaton M, an amendment A is a relation on S(M)× Σ(M). We also treat

amendments as set-valued functions using the notation A(s) to mean {a : (s, a) ∈ A}. An

amendment determines what transitions are allowed in a given state. The restriction of M

by A, denoted by M|A, is the automaton with the same data as M except for the transition

function, which is given by

δM|A(s, a) =


δM(s, a) (s, a) ∈ A

undefined otherwise.

Suppose that P is a predicate on amendments that is closed under unions. An amendment

is specified by P if it is the largest amendment satisfying P, i.e., the amendment
⋃{ A :
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P(A) }. Such predicates are meant to indicate isolated heuristics used by a solver. So if

A is specified by P, then S|A is the solver that implements the heuristic intended by P

and nothing else. In reality, amendments are never presented in full formality except for

illustrative purposes, so we can usually avoid thinking of heuristics directly in these terms.

The following are the amendments that are used in this paper. See [30] and the examples

below for additional amendments.

ALWAYS-U Informally, this amendment ensures that solvers perform unit propagation if there

is a unit clause. Formally ALWAYS-U is the amendment specified by the following

predicate:

for all states (φ, t) ∈ S(S), if φ|t contains a unit clause, then A((φ, t))

contains no decision actions.

This is the only case in which an amendment is specified with this level of formality.

All subsequent amendments are described in terms of their behavior and are assumed

to be specified by the associated predicate.

ALWAYS-C Always attempt to learn a new clause if there is a conflict, i.e., if ⊥ ∈ φ|t then all

actions in ALWAYS-C((φ, t)) are learning actions.

DECISION-L This is a particular learning strategy specified by the property that if L(C, t) ∈

DECISION-L((φ, t)), then C ∈ C1
φ,t. We will work with this strategy in Section 4.2.

π-D Make decisions in order according to π, i.e., if D(x, b) ∈ π-D((φ, t)), then x is the

smallest variable according to π that is not assigned by t. Note that this does not

affect unit propagations.

Finally, we present the CDCL proof system, whose subsystems are parametrized by

collections of amendments. It is identified with its obvious refutation system so it can be

compared with subsystems of resolution via simulation.
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Definition 10. (CDCL Proof System) Let A1, . . . , Aq be amendments. A refutation of φ in the

system CDCL(A1, . . . , Aq) is an element of L(S|⋂q
i=1 Ai

) whose first action is init(φ).

3.2 CDCL and Resolution

Before comparing CDCL to resolution, we establish a simple but useful connection between

the notion of clause learning given in Definition 8 and resolvable sequences of clauses,

which are defined in the following paragraph. This is reminiscent of the notion of trivial

resolution derivations in [7].

We extend the function Res to multiple arguments inductively, i.e., Res(C) , C and for

q ≥ 2, if Res(C1, . . . , Cq−1) is defined and it is resolvable with Cq, then

Res(C1, . . . , Cq) , Res(Res(C1, . . . , Cq−1), Cq)

For any such resolvable sequence of clauses, there is a resolution derivation of Res(C1, . . . , Cq)

from {Ci}
q
i=1 of size 2q− 1.

We now demonstrate how to construct simple resolution derivations of learnable

clauses from the formula in a given state. This is necessary when working with any model

of CDCL solvers and is inevitably complicated in presentation, thought not in content.

We try to present it in a simple and general way, but also concede that such a result is

generally reformulated and reproved according to its application.

Lemma 1. Let t be a trail of the form 〈yi
∗i=bi〉

q
i=1 and let C be a clause in C

γ
φ,t for γ ∈ [q + 1].

Then there is a subsequence 〈ij〉rj=1 of the indices of t and a subformula {Ci}r+1
i=1 of φ such that the

following hold:

1. Cr+1|t = ⊥;

2. ∗ij = u and Cj|t[≤ij−1] = y
bij
ij

for all j ∈ [r];
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3. for all i ∈ [γ . . . q] and j ∈ [r + 1], if ∗i = u and yi ∈ Var(Cj), then i appears in 〈ij〉rj=1;

4. C = Res(Cr+1, . . . , C1) and, furthermore, Res(Cr+1, . . . , Cj+1) and Cj are resolvable on yij

for all j ∈ [r],.

Proof. This follows by reverse induction on γ. If γ = q + 1, then C is a conflict clause, in

which case we may take r ← 0 and C1 ← C. For arbitrary γ, either C ∈ C
γ+1
φ,t , in which

case the conditions hold immediately, or C = Res(D, E) for D ∈ C
γ+1
φ,t and E ∈ φ such that

E|t[≤iγ−1] = y
biγ
iγ . Furthermore, D and E are resolvable on yiγ . By the inductive hypothesis

there are indices 〈i′j〉νj=1 and clauses {C′j}
ν+1
j=1 such that the conditions hold for D. It is

straightforward to check that the instantiations

r ← ν + 1 ij ← i′j−1 i1 ← γ Cj ← C′j−1 C1 ← E

satisfy the conditions.

This connection between learnable clauses and resolution makes it is easier to compare

subsystems of CDCL to subsystems of resolution. The most basic comparison is Proposition

2, which states that general resolution polynomially simulates the unrestricted CDCL sys-

tem. It is, in fact polynomially equivalent to it, but this is immediate from the strengthened

version of this statement given in Proposition 3, which compares general resolution to

CDCL(ALWAYS-C). This result can be roughly attributed to Beame et al. [7], but their model

is sufficiently different from ours so such a comparison does not really do justice to their

work. But before proving these facts, we make a couple useful remarks about CDCL. First,

note the convenient property that additional amendments can only weaken the system.

Fact 1. (Monotonicity) For any amendments A1, . . . , Aq, Aq+1, the system CDCL(A1, . . . , Aq)

polynomially simulates CDCL(A1, . . . , Aq+1).

In fact, a refutation in CDCL(A1, . . . , Aq, Aq+1) is also a refutation in CDCL(A1, . . . , Aq).

Since the simulation relation is transitive this can be extended to subsets of additional
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amendments as well. Next, we introduce the notion of a partial run which is the analogous

notion of a subderivation for CDCL. Formally, a partial run from the state s to the state s′

in an automaton M is simply a sequence W such that δ∗M(s, W) = s′. Refutations in CDCL

are usually constructed by combining partial runs. Finally, when examining a particular

subsystem of CDCL, we say that an action is allowed in a state S when it is allowed by the

corresponding amendments. This concludes our additional remarks about CDCL. We end

the section with the aforementioned propositions and their proofs.

Proposition 2. GenRes polynomially simulates CDCL(∅).

Proof. It suffices to construct, for every learning action L(C, t) in a CDCL(∅) refutation of

φ, a short derivation of C from φ and all previously learned clauses. This construction is

exactly the one from Lemma 1 above.

Proposition 3. CDCL(ALWAYS-C) is polynomially equivalent to GenRes.

Proof. The fact that GenRes polynomially simulates CDCL(ALWAYS-C) follows immediately

from the previous two claims.

Let 〈Ci〉
q
i=1 be a resolution refutation of φ (sequentially represented). Fix γ ∈ [q] and let

ψ be any formula such that, for every clause C ∈ φ ∧∧γ
i=1 Ci, a subclause of C appears in

ψ. We prove that there is a partial run from (ψ, Λ) to (ψ ∧ D, Λ) where D is a subclause of

Cγ+1.

If Cγ+1 is an axiom, then the empty partial run suffices. Suppose that Cγ+1 = Res(E0 ∨

x0, E1 ∨ x1), where E0 ∨ x0 and E1 ∨ x1 are in φ ∧ ∧γ
i=1 Ci. By assumption, ψ contains

subclauses of E0 ∨ x0 and E1 ∨ x1. If these clauses are not resolvable, then at least one of

them is a subclause of Cγ+1, so suppose that these clauses are of the form E′0 ∨ x0 and

E′1 ∨ x1 and that E′0 is of the form
∨r

i=1 ybi
i . Consider the trail 〈y1

d
=1− bi〉ri=1 ◦ 〈x

u
=0〉. If E′1 is

not falsified by this trail, further extend it by concatenating a sequence of decisions on the

unassigned variables of until E′1 or some other clause E2 in ψ is falsified. Call the resulting

trail t. By construction, there is a partial run from (ψ, Λ) to (ψ, t). Furthermore, E2 is a
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subclause of Cj+1 ∨ x1. If E2 is not a subclause of Cj+1, then it is resolvable with E′0 ∨ x0

and their resolution is in Cφ,t, i.e., it is allowed to be learned in (ψ, t). Taken together, this

yields the desired partial run, which has length at most n + 1.

3.3 Extensions of CDCL

The solver S has been defined so that nearly all other solvers of interest are restrictions of it.

The resulting class of solvers is sufficient for the purposes of this paper, and there are still

many open questions about the solvers in it. But solvers may develop in unexpected ways

and there may be future results that require more accurate models – actual implementations

of CDCL solvers are far more complicated than the model presumes – so the model should

also be extendible.

There are essentially two ways in which the model can be extended: additional basic

operations (actions) can be implemented and additional data can be maintained within

states. By design, both of these extensions are conceived as simple automata theoretic

operations. Implementing additional actions is achieved by extending the alphabet of S.

Note that, since we allow automata to have partial transition functions, the function δS can

be immediately viewed as a transition function on any extended alphabet. Adding data

to states is achieved by taking the product of S with another automata that models data

manipulation. Again, self-contained definitions of these operations are given in Chapter 0.

Let us now examine these extensions in more detail.

First is implementing additional actions. For an automaton M, an alphabet extender

is a partial function f : S(M)× Σ′ → S(M), where Σ′ is an arbitrary set. Usually Σ′ and

Σ(M) are disjoint, but the definition below does not require this. The alphabet extention

of M by f , denoted by M| f , is the same automaton as M except for the alphabet, which is
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defined to be Σ(M) ∪ Σ′, and the transition function, which is given by

δM| f (s, a) =


δM(s, a) a ∈ Σ(M)

f (s, a) otherwise.

This construction is fairly straightforward, so we move directly to some examples.

Example 1. (Clause Deletion) So far, we have considered only solvers that keep every learned

clause in memory. In reality, SAT solvers periodically delete learned clauses. A clause deletion

action, parameterized by a set of clauses, is denoted by CD(S). Formally, we can define an alphabet

extender f on the set of all clause deletion actions such that

f ((φ, t), CD(S)) , (φ \ S, t)

and then study the solver S| f . For simple cases like this, it is easier to write

(φ, t)
CD(S)
=⇒ (φ \ S, t).

with the understanding that this defines an alphabet extender.

Example 2. (Clause Set Learning) When studying pool resolution or resolution trees with lemmas,

it is natural to consider solvers that learn sets of clauses as opposed to a single clause with each

learning action. A clause set learning action, parameterized by a set of clauses and a trail, is

denoted by SL(S, t), and if S ⊆ Cφ,t and t′ is a prefix of t then

(φ, t)
SL(S,t′)
=⇒ (φ ∪ S, t′).

We move now to adding auxiliary data to states. An auxiliary data automaton D for an

automaton M is a possibly infinite automaton such that Σ(D) = Σ(M) and A(D) = S(D);

this latter condition ensures that the auxiliary data does not directly affect the termination
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of the solver. Concretely, we can usually assume that S(D) = {0, 1}∗ and I(D) = ε

since any data state can then be encoded in this setting. Given this particular state

space, a data automaton is determined by its transition function, so given a function

f : {0, 1}∗ × Σ(M)→ {0, 1}∗, we let D( f ) stand for the auxiliary data automaton with f

as its transition function; we call f an auxiliary data function. The solver with auxiliary

data according to f is the automaton S×D( f ). Amendments for this automaton take as

input a state from S(S) and a state from S(D( f )), so although the solver part and the

auxiliary data part of S×D( f ) are independent of each other, amendments can express

dependencies. Also, the fact that S(D( f )) may be infinite is balanced by the fact that we

are only focusing on refutations; as we prove in Proposition 4, auxiliary data can only

weaken its corresponding CDCL subsystem.

Unlike with extending the alphabet, including auxiliary data is only really interesting

in its effects on the corresponding proof system and, in particular, its relationship with

amendments, so we present the extended CDCL proof system first.

Definition 11. (Extended CDCL Proof System) Let f1 be an alphabet extender for S and let f2

be an auxiliary data function for S. For amendments A1, . . . , Aq of (S| f1)×D( f2), a refutation

in CDCL
f2
f1
(A1, . . . , Aq) of φ is an element in the language of

(
(S| f1)×D( f2)

)
|⋂q

i=1 Ai

whose first action is init(φ).

In the definition above, the order in which the operations are applied to S is particularly

important. Extending the alphabet before including the auxiliary data ensures that the

behaviour of the auxiliary data is defined on all new actions, and the alphabet extender

does not need to be defined on the extended state space. Restricting by the amendments

after including the auxiliary data ensures that the amendments can depend on the auxiliary

data.
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Before seeing examples using auxiliary data, we note that this extended proof system is

weaker than its unrestricted counterpart, at least with respect to auxiliary data. This allows

us to ignore much of the complexity theoretic details surrounding the construction; that is,

we don’t need to worry about the size of the auxiliary data within a state, or the time it

takes to compute the auxiliary data after an action, though these are obvious considerations

in actual implementations of CDCL solvers. It should, however, be noted that it is possible

to extend the alphabet so that all proofs are constant size by simply including new actions

that yield either an unsound or an uninteresting proof system; we choose to ignore this

and leave it to the designer of the system to not include such actions.

One technical issue to stating the following proposition is that amendments for a solver

with auxiliary data cannot be used for one without auxiliary data. So for an amendment A,

the data independent reduction of A, denoted by Â, is the set-valued function given by

s 7→ ⋃
d∈S(D) A((s, d)).

Proposition 4. For any auxiliary data function f and amendments A1, . . . , Aq for S×D( f ), the

system CDCL(Â1, . . . , Âq) polynomially simulates CDCL f (A1, . . . , Aq).

Proof. As with monotonicity, a refutation in CDCL(Â1, . . . , Âq) is also a refutation in

CDCL f (A1, . . . , Aq). First, it essentially follows from the definitions that

L((S×D( f )) |⋂q
i=1 Ai

) ⊆ L(S|⋂q
i=1 Âi

×D( f )).

Then it is a standard property of products of automata that

L(S|⋂q
i=1 Âi

×D( f )) = L(S|⋂q
i=1 Âi

) ∩ L(D( f )) = L(S|⋂q
i=1 Âi

)

where the last equality follows from the fact that all states are accepting in D( f ).

To conclude the section, we give some examples of heuristics used in practice that

require auxiliary data.
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Example 3. (Phase Saving) Phase saving is a heuristic in which decisions always assign to

variables the last value they were assigned via unit propagation. We define the auxiliary data

function

f (ε, init(φ)) , 0

f ((b1, . . . , bi, . . . , bn), UP(xi, c)) , (b1, . . . , c, . . . , bn)

f (b, a) , b (otherwise).

Define the amendment PHASE-SAVING determined by the property that D(xi, b) ∈ PHASE-SAVING(s, b)

implies b = b[i]. Then CDCL f (PHASE-SAVING) models solvers with phase saving.

Example 4. (Timed Restarts) In practice, restarts are often done periodically according to a timer.

We assume without loss of generality that the auxiliary data automaton has N as its states and 0 as

its initial state. Fix γ ∈ N. Define

f (i, L(C, t)) ,


i + 1 i < γ

0 otherwise.

f (i, a) , i + 1 (otherwise).

Define the amendment γ-RESTARTS determined by the property that, for µ ≥ γ, if L(C, t) ∈

γ-RESTARTS(S, µ), then t = Λ. Then CDCL f (γ-RESTARTS) models solvers that restart every

after the first learned clause following at least γ actions.

Example 5. (Clause Database) Usually CDCL solvers keep the set of learned clauses separate from

the initial formula and allow only learned clauses to be deleted. Let f1 be the alphabet extender from

Example 1. Assume that the states of the auxiliary data functions are sets of clauses and the initial

39



state is ∅. Define the auxiliary data function f2 as

f2(C, L(C, t)) , C ∪ {C}

f2(C, CD(C ′)) , C \ C ′

f2(C, a) , C (otherwise).

Define the amendment CLAUSE-DB determined by the property that if CD(C ′) ∈ CLAUSE-DB(S, C),

then C ′ ⊆ C. Then CDCL
f2
f1
(CLAUSE-DB) models solvers with clause databases.
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Chapter 4

Results

At last, we prove some theorems about a few subsystems of CDCL. The results proved are

succinctly expressed in the titles of each section. The latter two results are new (based on

[30]) and are related to CDCL solvers with the ordered decision strategy. The first is an

adaptation of the aforementioned result attributed to Pipatsrisawat and Darwiche [32] and

Atersias et al. [3] and is presented because it showcases the model from the last chapter

and it provides context for the new results.

4.1 CDCL(ALWAYS-C,ALWAYS-U,DECISION-L) =p GenRes

This is perhaps the most important result in the theory of SAT solvers. In essence, it says

that CDCL solvers with fully nondeterministic decision strategies and frequent restarts

can simulate general resolution. It remains the state of the art regarding simulations for

accurate CDCL models, making it a necessary case study for demonstrating the relevance

of our model.

It is instructive to compare this result to Proposition 3, which states that CDCL(ALWAYS-C)

is polynomially equivalent to GenRes. It has a new qualification on the learnable clauses,

but this will turn out not to be particularly restrictive; the result actually holds for a general

class of amendments that include DECISION-L and many other amendments based on
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widely used learning strategies. The novelty of the result is the presence of ALWAYS-U.

In the proof of Proposition 3, a subclause of each clause in the simulated refutation is

learned directly. This is achieved by constructing trails that directly falsified the premises

of resolutions. But when unit propagation is mandatory, unit clauses might block us from

building these trails. This issue is addressed by instead learning a set of clauses that acts as

a proxy for learning a single clause in the refutation. We first build up several definitions

for working with trails.

Definition 12. The set of well-formed trails with respect to φ, denoted by Tφ, is defined induc-

tively as follows:

• Λ ∈ Tφ;

• if t ∈ Tφ and x 6∈ dom(t) then t ◦ 〈x d
=0〉 and t ◦ 〈x d

=1〉 are in Tφ;

• if t ∈ Tφ and xb ∈ φ|t, then t ◦ 〈x u
=b〉 ∈ Tφ.

A trail is well-formed if all unit propagations in it are correctly applied with respect to

the given formula. Since the system in this section includes ALWAYS-U and ALWAYS-C, we

need to focus on a further restricted class of trails.

Definition 13. The unit propagation operator on trails for a CNF formula φ and permutation

π is defined as follows:

UPφ,π(t) ,


t ◦ 〈x u

=b〉 ⊥ 6∈ φ|t and xb ∈ φ|t and xb is the smallest such

unit clause according to π

t otherwise.

Let UPfix
φ,π stand for UPn

φ,π, the fixed point of UPφ,π, and let UPφ stand for UPφ,id. The set of trails

that are closed under unit propagation, denoted by TUC
φ , is defined inductively as follows:

• UPfix
φ (Λ) ∈ TUC

φ ;
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• if t ∈ TUC
φ and t does not falsify φ and x 6∈ dom(t), then UPfix

φ (t ◦ 〈x d
=0〉) and UPfix

φ (t ◦

〈x d
=1〉) are in TUC

φ .

Clearly, if t ∈ TUC
φ , then there is a partial run from (φ, Λ) to (φ, t) in CDCL(ALWAYS-U,

ALWAYS-C). Note that TUC
φ is implicitly parametrized by the permutation id for the unit

propagation operator. This simplifies the subsequent definitions and will turn out to

be inconsequential (see Theorem 2). Also note that the falsifying trails in TUC
φ have the

additional property that they are minimally falsifying, i.e., none of their prefixes falsify φ.

We now prepare to state the main theorem of this section in full generality. First, we

need a way of describing amendments used for learning. A learning amendment is an

amendment that only affects what clauses are learnable. Formally, an amendment A is a

learning amendment if it is specified by the property that L(C, t) ∈ A((φ, t)) implies C is

in some set of clauses possibly depending on φ and t, and is complete in the sense that

there exists a learning action in L((φ, t)) when t is falsifying.

Now suppose that t is trail that minimally falsifies φ and let t∗ be the longest suffix of

t with either no decisions or a single decision appearing first. A clause is asserting with

respect to t if it contains exactly one literal assigned by t∗.1 Many solvers learn asserting

clauses by design because such clauses can be immediately used for unit propagation after

learning and backtracking. A learning amendment L is asserting if for any learning action

L(C, t′) ∈ L((φ, t)) where t is minimally falsifying, the clause C is asserting with respect

to t or is empty. Because of the amendment ALWAYS-C, all falsifying trails are minimally

falsifying throughout this section.

Theorem 1. For any asserting learning amendment L, the system CDCL(ALWAYS-C, ALWAYS-U,

L) is polynomially equivalent to GenRes.

We prove Theorem 1 by building trails that falsify clauses appearing in a refutation

from which learning clauses make forward progress towards learning the empty clause.

1It is possible to define asserting clauses with respect to any falsifying trail, but it is more tedious and
unnecessary for this section.
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This is reminiscent of the proof of Proposition 3 but, for reasons mentioned at the top

of the section, we need to be more careful about which clauses we falsify. Such clauses

are those that are 1-provable and 1-empowered, properties that are subsequently defined.

In the following definitions, a trail targets a clause C if all of its decisions falsify literals

appearing in C.

Definition 14. A clause C is 1-provable with respect to φ if there is a trail in TUC
φ that targets C

and falsifies φ.

Definition 15. A literal xb is absorbed in a clause C ∨ xb with respect to φ if C is 1-provable or

there is a trail in TUC
φ that targets C and assigns x the value b (by unit propagation). Otherwise,

it is 1-empowering. A clause is absorbed if all of its literals are absorbed and is, otherwise,

1-empowered.

There are several simple but important properties of these definitions.

Fact 2.

1. Clauses in φ are trivially 1-provable and absorbed.

2. If C is 1-provable with respect to φ, then it is 1-provable with respect to any formula

containing φ. Absorption is, likewise, preserved in this way.

3. If ⊥ is 1-provable with respect to φ then all clauses that are learnable from (φ, UPfix
φ (Λ))

according to an asserting learning amendment L are either empty or unit clauses. Therefore,

there is a refutation of φ in CDCL(ALWAYS-C, ALWAYS-U, L) of length at most n(n + 1).

The clauses in a refutation that are 1-provable and 1-empowered can be thought of

as the frontier of the simulation; enough clauses have been learned so that the solver

knows they should be falsified (by 1-provability) but not enough to know that they could

essentially be used for unit propagation (by 1-empoweredness). Furthermore, they exist

as long as ⊥ is not 1-provable (Lemma 3). According to Fact 2.3, when this happens the

simulation is essentially over.
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For the remaining proofs, we need a technical lemma which states that trails are, in

some sense, determined by their decisions. The proof is not particularly interesting and

can be acceptably skipped. In the following lemma, two trails t and t′ are equivalent as

restrictions, written t ≡ t′, if they are the same up to reordering and relabeling. Also, t

agrees with the decision of t′ if t(x) = b whenever x d
=b appears in t′.

Lemma 2. Let t and t′ be trails in TUC
φ such that t agrees with the decisions in t′. If t does not

falsify φ, then it contains a subsequence equivalent to t′ as a restriction. In particular, t′ does not

falsify φ.

Proof. We prove by induction that, for each i ∈ [0 . . . |t|], there is a subsequence of t

equivalent to t′[≤ i]. For the base case, t trivially contains a subsequence equivalent to

t′[≤ 0]. Suppose that t contains a subsequence equivalent to t′[≤ i]. The case that t′[≤ i+ 1]

is of the form t′[≤ i] ◦ 〈x d
=b〉 is covered by the fact that t agrees with all decisions in t′. So

suppose t′[≤ i + 1] is of the form t′[≤ i] ◦ 〈x u
=b〉. If t does not assign a value to x then,

by the inductive hypothesis, φ|t contains a unit clause, contradicting the assumption that

t ∈ TUC
φ . If t assign x the value 1− b by unit propagation, then t′ falsifies φ, which directly

contradicts the assumption that t does not falsify φ. Therefore, t must assign x the value b,

in which case it contains a subsequence equivalent to t′[≤ i + 1].

Corollary 1. Let t and t′ be trails in TUC
φ that agree with each others decisions. Then t falsifies φ if

and only if t′ falsifies φ. Furthermore, if they do not falsify φ, then they are equivalent as trails.

With this, we move straight to Lemma 3.

Lemma 3. Let Π be a GenRes refutation of φ and suppose that ⊥ is not 1-provable with respect to

φ. Then there is a clause in Π that is 1-provable and 1-empowered.

Proof. Suppose that Π is sequentially represented by 〈Ci〉
|Π|
i=1. Let γ be the smallest index

such that Cγ is not 1-provable. By Fact 2.1, Cγ is not an axiom, so let j and k be indices

in [γ − 1] such that Cγ = Res(Cj, Ck). Then Cj and Ck are 1-provable. Suppose for
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contradiction that Cj and Ck are absorbed. Assume Cj and Ck are of the form D ∨ x0 and

E ∨ x1, respectively. Let tj be the trail guaranteed by absorption that targets D. Define tk

similarly. Then tj(x) = 0 and tk(x) = 1. Furthermore, tj and tk also target Cγ so they do

not falsify φ. Since Cγ is not 1-provable, tj and tk can be extended to trails that target and

falsify C ∨ D but do not falsify φ. By Corollary 1, these two extended trails are equivalent,

which is a contradiction since they assign different values to x. Therefore, either Cj or Ck is

both 1-provable and 1-empowered.

Next we show that it is possible to absorb 1-provable and 1-empowered clauses without

learning too many clauses. Theorem 1 then follows almost immediately.

Lemma 4. Let C be a clause that is 1-empowered and 1-provable with respect to an unsatisfiable

formula φ. For any asserting learning amendment L, there is a run from (φ, Λ) to (φ′, Λ) in

CDCL(ALWAYS-C, ALWAYS-U, L) of size at most n2(n + 1) such that φ′ absorbs C.

Proof. For any clause D and formula ψ, define θψ(D) to be the size of any nonfalsifying

trail in TUC
ψ that targets and falsifies D. If no such trail exists, define θψ(D) , ∞. By

Corollary 1, this is well-defined.

Suppose C is of the form C′ ∨ xb where xb is 1-empowering. We first prove that there is

a partial run from (φ, Λ) to (φ ∧ D, Λ) such that θφ∧D(C′) > θφ(C′). Note that since C is

1-empowered, θφ(C′) is finite.

Let t be a trail in TUC
φ that targets and falsifies C′. By 1-empowerment, t does not falsify

φ. Let t′ be a trail that targets C and falfifies φ, guaranteed by 1-provability. By Lemma 2, t

does not assign x the value 1− b by unit propagation; otherwise it would agree with the

decisions of t′ and, hence, would falsify φ. Consider the trail UPfix
φ (t ◦ 〈x d

=1− b〉). Since

this targets and falsifies C and agrees with the decisions of t′, it follows from Lemma 2

that it falsifies φ. Let L(D, Λ) be a learning action allowed in (φ, UPfix
φ (t ◦ 〈x d

=1− b〉)). If D

is empty or xb is not 1-empowered with respect to φ ∧ D, then θφ∧D(C′) = ∞ and, hence,

larger than θφ(C′). So suppose D is of the form D′ ∨ yβ where yβ is asserting and let t′′ be
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a nonfalsifying trail that targets and falsifies C′. By a similar inductive argument to the

one for Lemma 2, t′′ contains a subsequence equivalent to t. Suppose for contradiction

that z 6∈ dom(t′′). Then t′′ ∈ TUC
φ and is, thus, equivalent to t. But since zβ is asserting in

D, it follows that D|t = zβ. This implies φ ∧ D|t′′ contains a unit clause, a contradiction.

All together, this means θφ∧D(C′) > θφ(C′).

Applying the argument from the previous paragraph at most n times ensures that xa is

not 1-empowering with respect to the φ together with at most n new learned clauses. Then

performing this process for each 1-empowering literal yields the desired result. Recall

that 1-provability is maintained in superformulas, so the argument from the previous

paragraph can be applied iteratively in this way.

Finally we put everything together. We absorb clauses until ⊥ is 1-provable.

Proof. (Theorem 1) Let Π be a GenRes refutation of φ. If ⊥ is 1-provable with respect to φ,

then the short refutation of φ is given by fact 2.3. Otherwise, apply Lemma 4 repeatedly

until ⊥ is 1-provable with respect to φ and all learned clauses. By Fact 2.2, once a clause is

absorbed, it remains absorbed as additional clauses are learned. In particular, a clause can

become absorbed at most once. Therefore, combining the partial runs from this procedure

yields a partial run of size at most |Π|n2(n + 1). Then adding to the end the refutation

guaranteed by Fact 2.3 yields a refutation of φ of size at most |Π|n2(n + 1) + n(n + 1).

Before completing the section, we come back to the hidden (but still explicit) source of

nondeterminism in Theorem 1 induced by the possible choices of unit clauses to propagate

in the case that there are many. We leave out the proof, but it is readily shown that the proof

of lemma 4 does not dependent on the permutation id for the unit propagation operator

and does not even require that the same permutation is used throughout. Therefore, this

nondeterminism can also be removed for a slightly stronger result. Similar to a learning

amendment, a unit propagation amendment is an amendment that only affects the choice

of unit clause to propagate and is complete in the sense that it always allows some unit
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propagation action when φ|t contains a unit clause.

Theorem 2. For any asserting learning amendment L and unit propagation amendment U, the

system CDCL(ALWAYS-C, ALWAYS-U, L, U) is polynomially equivalent to GenRes.

4.2 CDCL(π-D,DECISION-L) =p π-OrdRes

The next two results are on CDCL solvers with the ordered decision strategy. Recall

that the ordered decision strategies requires that decisions are made in a fixed order

throughout a refutation, but does not have any effect on unit propagations. The primary

interpretation of the result in the title is that any CDCL solver with the ordered decision

strategy and the DECISION learning strategy cannot simulate general resolution. It is

proved by showing that CDCL(π-D, DECISION-L) and π-OrdRes are both equivalent to an

intermediate subsystem of resolution called π-half-ordered resolution.

Definition 16. A resolution derivation Π is π-half-ordered if for all pairs of resolution edges

(u, v) and (w, v), the variable being resolved on (i.e., λΠ((u, v))) appears maximally in cΠ(u) or

cΠ(v). Let π-halfOrdRes+Wkn denote the set of all π-half-ordered resolution derivations.

The relationship between half-ordered resolution and ordered resolution is more clear

when ordered resolution is viewed as a local restriction on Res.

Proposition 5. Let Π be a connected π-OrdRes refutation. For all (u, v) ∈ E(Π), the variable

λΠ((u, v)) appears maximally in cΠ(u).

Proof. Suppose that there is some e ∈ E(Π) such that cΠ(source(e)) >π λΠ(e). Let x denote

the variable appearing maximally in cΠ(u). Since Π is connected, there is a path from

source(e) to the unique vertex labeled by ⊥. Furthermore, there is some edge e′ in this path

labeled with x. Since e Π
 e′ and λΠ(e) <π λΠ(e′), it follows that Π is not π-ordered.

Thus, ordered resolution, viewed strictly as a refutation system, can be defined as the

subsystem of resolution in which variables being resolved on appear maximally in both
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premises. For half-ordered resolution, the condition is weakened so that variables appear

maximally in at least one of the premises.

The relationship between half-ordered resolution and CDCL is more subtle; half-ordered

resolution models SAT solvers with the ordered decision strategy in which unit propaga-

tion can only be applied trivially; that is, a variable assigned by unit propagation must

also be the smallest unassigned variable. Note that this restriction still allows the solver to

learn clauses (if unit propagation is disallowed, then no new clauses can be learned) but

eliminates the only advantage that unit propagation seems to give in the presence of the

ordered decision strategy. Another way of interpreting the results of this section is that

nontrivial unit propagation does not affect the power of CDCL in the presence of π-D and

DECISION-L.

4.2.1 π-halfOrdRes =p π-OrdRes

The following proof is informed by two observations. Let π be a permutation according to

which x is the smallest variable. First, if x is resolved on in a π-half-ordered refutation,

then one of the corresponding premises is a unit clause. Second, adding xb to a clause

does not change its maximally appearing variable; for any nonempty clause C, we have

π(C ∨ xb) = π(C). We can use these to observations to delay any resolution on x in a

π-half-ordered refutation, resulting in a π-half-ordered refutation that behaves like π-

ordered resolution on x. The proof of theorem 3 below generalizes this observation to sets

of small variables and creates a sequence of derivations that get incrementally closer to

being fully ordered.

Definition 17. A resolution derivation Π is π-ordered up to i if for any resolution edges e1 and

e2, if e1
Π
 e2 and λΠ(e1) ≤π i then λΠ(e1) >π λΠ(e2).

Resolution derivations that are π-ordered up to n− 1 are exactly π-ordered resolution

derivations.
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The primary difficulty is ensuring that the growth of the refutations in this sequence

is not too fast. In particular, it is not possible to locally delay each resolution without an

unwanted blow-up in size. Instead, we have to delay all resolutions simultaneously to

limit the effect on the global structure of the refutation.

Theorem 3. Let Π be a π-halfOrdRes+Wkn refutation of φ. For all i ∈ [n], there is a π-halfOrdRes+Wkn

refutation of φ of size at most i|Π| that is π-ordered up to i− 1. In particular, there is a π-OrdRes

refutation of φ of size at most n|Π|.

Proof. Assume without loss of generality that Π is connected; otherwise, take Π to be the

subrefutation on the upward closure of any vertex labeled by ⊥. Likewise, assume that

π is the identity permutation; otherwise, rename variables. We inductively construct a

connected π-halfOrdRes+Wkn refutation Πi of φ that is π-ordered up to i− 1. For the base

case, Π is trivially ordered up to 0.

Suppose that Πi is defined. Let r denote its unique sink labeled by ⊥. Define L ,

{ v ∈ V(Πi) : cΠi(v) ≤π i − 1 }. Suppose that (u, v) and (w, v) are resolution edges

and that u and v are in L. Then λΠi((w, v)) = λΠi((u, v)) ≤π i− 1. Since λΠi((w, v)) is

the only variable that appears in cΠi(w) that does not appear in cΠi(v), it follows that

cΠi(w) ≤π i − 1 and w ∈ L. That is, the set L is parent-closed. Define ∆∗ to be the

subderivation on L. Since Πi has weakening edges, ∆∗ may have multiple components.

So define ∆ to be the subrefutation of ∆∗ on the upward closure of {r}. If e ∈ E(∆) is

a resolution edge, then λ∆(e) ≤π i − 1. Therefore, since Πi is π-ordered up to i, the

derivation ∆ is a connected π-OrdRes refutation.

Define U , V(Πi) \ V(∆) and define B to be the subset of vertices in maxΠi(V(∆))

that are not axiom vertices in Πi. By construction, there is no edge from a vertex in V(∆)

to a vertex in U, so U is parent-closed as well. And by definition, if v ∈ B, then its parents

are in U. Therefore, U ∪ B is parent-closed, so let Υ be the subderivation on this set. The

path relation ( ) is inherited from Πi, so Υ is also π-half-ordered.

The derivation Υ has the convenient property that, for all resolution edges e ∈ E(Υ),
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we have λΥ(e) ≥π i. Suppose for contradiction that there are resolution edges (u, v) and

(w, v) such that λΥ((u, v)) <π i. Since Υ is π-half-ordered, either cΥ(u) <π i or cΥ(w) <π i.

Suppose without loss of generality that cΥ(u) <π i, in which case u ∈ L. Since Πi is

ordered up to i− 1 and connected, all resolution edges on the path from u to r in Πi are

labeled by variables less than i. Since r is labeled by ⊥, for all clauses C on the path from u

to r, we have C ≤π i− 1. But then u is in the upward closure of {r} with respect to ∆∗ and,

thus, appears in ∆. Since u has a child, u ∈ U \ B which implies u 6∈ V(∆), a contradiction.

We now construct a π-halfOrdRes+Wkn derivation Υ′ with the same vertices as Υ but

with no edges labeled by xi. We accomplish this by propagating the appearances of xi

downward from removed resolutions on xi, but we have to manage conflicts like the case

in which both x0
i and x1

i naturally propagate to the same clause. First, define V(Υ′) , V(Υ)

and partition it as follows:

• S , maxΥ({ v : x0
i or x1

i appears maximally in cΥ(v) }); further partition S into S0

and S1, for which xb
i appears maximally in the clauses associated with Sb;

• M0 , dclΥ(S0) \ (S);

• M1 , dclΥ(S1) \ (S ∪M0);

• Q , V(Υ) \ (S ∪M0 ∪M1).

The most important feature of this partition, which we refer to as (*) in this proof below, is

that if w ∈ Sb is labeled by C ∨ xb
i and w Υ

 v, then C is a subclause of cΥ(v). This is simply

because all edge labels appearing in Υ are at least i according to π and since C ≤π i− 1,

no variable in C is resolved on in Υ.

Define the clause labels for Υ′ as follows:

cΥ′(v) ,


cΥ(v) ∨ xb

i v ∈ M1−b and x1−b
i 6∈ cΥ(v)

cΥ(v) otherwise.
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For the edge set E(Υ′), it suffices to locally define incoming edges for every vertex. To

ensure that no cycles are created, the edges into a vertex v must come from vertices in

uclΥ({v}). There are several (tedious) cases to consider. Let v be a vertex with nonzero

in-degree in Υ.

First, if v is in Q or S0 or S1, then its parents are also in Q. Therefore, the edges into v

can be inherited from Υ directly. So suppose that v ∈ Mb.

Now suppose that xb
i ∈ cΥ(v). Let w be a vertex in Sb such that w Υ

 v and suppose

that it is labeled by D ∨ xb
i . By (*), the clause D is a subclause of cΥ(v), and since xb

i already

appears, the edge (w, v) is a valid weakening edge and can be included in E(Υ′).

The final and most complicated case is when v ∈ Mb and xb
i does not appear so that

cΥ′(v) = cΥ(v) ∨ x1−b
i . There are three subcases to consider based on the edges into v in Υ.

• Suppose that (u, v) is a weakening edge in Υ. Since cΥ(u) is a subclause of cΥ(v),

it does not have any appearances of xi. Furthermore, we have u ∈ Mb ∪ Sb which

implies cΥ′(u) ⊆ cΥ(u) ∨ x1−b
i ⊆ cΥ(v) ∨ x1−b

i . Therefore, the edge (u, v) is a valid

weakening edge and can be included in E(Υ′).

• Suppose that (u, v) and (w, v) are resolution edges and λΥ((u, v)) = xi. Further

suppose that x1−b
i ∈ cΥ(u), which implies that cΥ′(u) = cΥ(u). Therefore, we have

cΥ′(u) is a subclause of cΥ(v) ∨ x1−b
i and (w, v) is a valid weakening edge that can be

included in E(Υ′).

• Suppose that (u, v) and (w, v) are resolution edges labeled by a variable other than

xi. Then xb
i does not appear in cΥ(u) or cΥ(w). Therefore, neither u nor v is in Sb,

implying that one of them is in Mb. Suppose without loss of generality that u ∈ Mb.

Then cΥ′(u) = cΥ(u) ∨ x1−b
i . If (u, v) and (w, v) are valid resolution edges in Υ′, they

can be included in E(Υ′). Otherwise, it must be the case that w ∈ M1−b, which

implies v is in the downward closure of S1−b as well. In this case, we can find a valid

weakening edge for v using (*) as before.
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No other edges are in E(Υ′).

Finally, we construct a π-halfOrdRes+Wkn refutation that is π-ordered up to i by gluing

Υ′ and ∆ along B. It suffices to show that the axioms of ∆ that are not axioms of Πi, i.e.,

those labeling B, can be derived by resolving two clauses from Υ′ on xi. Strictly speaking, B

is a subset of both V(Υ′) and V(∆), so we replace B ⊆ V(Υ′) with B̃, so that V(Υ′) = U ∪ B̃

and write ṽ ∈ B̃ for the representative vertex of v ∈ B. This is where the increase in size

comes from.

Formally, we define a refutation Γ such that V(Γ) = V(Υ′) ∪ V(∆), cΓ is inherited

naturally and E(Γ) = E(Υ′) ∪ E(∆) ∪ A where A ⊆ V(Υ′) × B and all edges in A are

labeled by xi. Let v be a vertex in B. If cΥ′(ṽ) = c∆(v), then include the weakening edge

(ṽ, v) in E(Γ). Otherwise, it must be that v was in Mb. Let w be a vertex in Sb such that

w Υ
 v and suppose that w is labeled by D ∨ xb

i . By (*), we have D ⊆ cΥ(v) = c∆(v). It

follows that c∆(v) = Res(cΥ′(v), cΥ′(w)) so (ṽ, v) and (w, v) are resolution edges that can be

added to E(Γ). This concludes the construction of Γ. It is straightforward to verify that Γ is

π-half-ordered and ordered up to i, but it may not be connected, so take Πi+1 , uclΓ({r}).

The last step is to verify the size upper bound. Let ∆i be the subrefutation of Πi

corresponding to ∆ and let Bi denote the set of vertices corresponding to B. Then clearly

|Bi| ≤ |Πi| and |Πi| ≤ |Π|+∑i−1
j=1 |Bj|. By construction, ∆i is a subrefutation of ∆i+1, which

implies it is a subrefutation of ∆j and Πj for j > i. In particular Bi ⊆ V(Πj) for j > i. Also

by construction, for v ∈ Bi, we have that (ṽ, v) appears in ∆i+1 and so it also appears in ∆j

for j > i. Therefore, v 6∈ Bj for j > i, which implies all sets Bi are pairwise disjoint. Then

|Bi| ≤ |Πi| −
i−1

∑
j=1
|Bj| ≤ |Π|

and |Πi| ≤ |Π|+ ∑i−1
j=1 |Bj| ≤ i|Π|.
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4.2.2 CDCL(π-D, DECISION-L) =p π-halfOrdRes

We now establish the relationship between CDCL and π-halfOrdRes. One direction is fairly

simple. As noted above, π-halfOrdRes models CDCL solvers with trivial unit propaga-

tion. Resolutions in a π-halfOrdRes derivation can be locally simulated using such trivial

propagations.

Proposition 6. The system CDCL(π-D, DECISION-L) polynomially simulates π-halfOrdRes.

Proof. Without loss of generality, assume that π = id. Let C ∨ x0
γ and D ∨ x1

γ be resolvable

clauses such that C <π γ. It suffices to show that if C ∨ x0
γ and D ∨ x1

γ are in φ, then there

is a short run from (φ, Λ) to (φ ∧ (C ∨ D), Λ). Let xµ be the largest variable in C and let

t∗ be a trail of the form 〈xi
d
=bi〉

µ
i=1 ◦ 〈xγ

u
=0〉 that falsifies C. Extend t∗ to t by decisions

in ascending order until C ∨ D|t = ⊥. There is clearly a partial run from (φ, Λ) to (φ, t).

Now D ∨ x1
γ|t = ⊥, so D ∨ x1

γ is a conflict clause. Since all assignments after that of xγ in

t are decisions, D ∨ x1
γ ∈ C

µ+2
φ,t . Since C|t[≤µ] = x0

γ, we have Res(C ∨ x0
γ, D ∨ x1

γ) ∈ C
µ+1
φ,t

Finally, since all decisions up to that of xi are decisions, we have C ∨ D ∈ C1
φ,t. Therefore,

the action L(C ∨ D, Λ) is allowed in (φ, t), which implies there is a run of length at most

n + 1 from (φ, Λ) to (φ ∧ (C ∨ D), Λ).

Let Π be a π-halfOrdRes refutation sequentially represented by 〈Ci〉
q
i=1. Deriving each

clause Ci for i ∈ [q] in ascending order using the procedure above and combining the

resulting partial runs yields a refutation of size at most (n + 1)|Π|.

The other direction is slightly more complicated. We use the fact that the learnable

clauses for (φ, t) is the presence of DECISION-L can only contain variables assigned by

decisions in t, and we use π-half-ordered resolutions to get rid of unit propagated variables

with the promise that we eventually get rid of all of them.

Lemma 5. If C ∈ C1
φ,t, then there is a π-halfOrdRes derivation of C from φ of size at most

(n+1)(n+2)
2 + 1.

54



Proof. Suppose that t is of the form 〈yi
∗i=bi〉

q
i=1. Let 〈ij〉rj=1 and {Ci}r+1

i=1 be the indices and

clauses guaranteed by Lemma 1. To simplify notation, let tj denote t[≤ ij − 1]. For j and k

in [q + 1] such that j < k, define by double induction Ck,k , Ck and

Ck,j ,


Res(Ck,j+1, Cj,1) Ck,j+1 and Cj,1 are resolvable

Ck,j+1 otherwise.

First, we prove by double induction that for j and k in [q + 1] such that j ≤ k, the following

properties hold:

Ck,j|tk = Ck|tk =


y

bik
ik

k ≤ q

⊥ otherwise;
(4.1)

Ck,j ⊆
(q+1⋃

ν=1

Cν

)
\

 ⋃
ν∈[j...q]
ν 6=k

{y0
iν , y1

iν}

 . (4.2)

For the base cases, Ck,k = Ck, so (4.1) clearly holds. This also implies that yiν 6∈ Ck,k for

all ν > k. Otherwise, since yiν is not assigned by tk, it would appear in Ck|tk if it appeared

in Ck. Therefore, (4.2) holds as well.

Now suppose that j < k. By the inductive hypothesis, Ck,j+1|tk = Ck|tk and Cj,1|tj = y
bij
ij

(note that j < q + 1). First suppose that yij does not appear in Ck,j+1. Then Ck,j = Ck,j+1

and (4.1) trivially holds. Also by the inductive hypothesis,

Ck,j+1 ⊆
(q+1⋃

ν=1

Cν

)
\

 ⋃
ν∈[j+1...q]

ν 6=k

{y0
iν , y1

iν}


so the assumption that yij does not appear in Ck,j+1 implies that (4.2) holds as well.

Next suppose that yij does, in fact, appear in Ck,j+1. Since ij < ik, it follows that yij is
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assigned in tj, and since Ck,j+1|tk = Ck|tk 6= 1, it must be that y
1−bij
ij

∈ Ck,j+1. Furthermore,

since tj is a prefix of tk, it follows that Ck,j+1|tj 6= 1. Therefore, the clauses Ck,j+1 and Cj,1

are resolvable on yij . This implies Ck,j = Res(Ck,j+1, Cj,1) = (Ck,j+1 ∪ Cj,1) \ {y0
ij

, y1
ij
}. Now

(Ck,j+1 ∪ Cj,1 \ {y0
ij
, y1

ij
})|tk = Ck,j+1|tk ∪ (Cj,1 \ {y

bij
ij
})|tk

= Ck,j+1|tk ∪⊥

= Ck|tk

so (4.1) holds. Similarly,

(Ck,j+1 ∪ Cj,1) \ {y0
ij
, y1

ij
} ⊆


(q+1⋃

ν=1

Cν

)
\

 ⋃
ν∈[j+1...q]

ν 6=k

{y0
iν , y1

iν}


 \ {y0

ij
, y1

ij
}

⊆
(q+1⋃

ν=1

Cν

)
\

 ⋃
ν∈[j...q]
ν 6=k

{y0
iν , y1

iν}


so (4.2) holds as well.

We have already observed above that yiν does not appear in Cj for ν > j. Therefore,

since it is resolved on in the sequence of resolutions to derive C (Lemma 1.3),

Res(Cq+1, . . . , C1) =

(q+1⋃
ν=1

Cν

)
\

 ⋃
ν∈[1...q]

{y0
iν , y1

iν}


which implies Cq+1,1 ⊆ C. The derivation associated with deriving Cq+1,1 is of size
(n+1)(n+2)

2 . The clause C can then be derived by weakening from Cq+1,1. It remains to

prove that the derivation of Cq+1,1 is in π-halfOrdRes. As noted above, if Ck,j+1 and Cj,1 are

resolvable, then they are resolved on y
bij
ij

so it suffices to show that yij appears maximally

in Cj,1 for j ∈ [q]. By Lemma 1.3 and (4.2), we have that yij is the only variable in Cj,1

assigned by unit propagation in t. Because of π-D, all decisions that appear before the
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assignment of yij in t are on variables that are less than yj. Since Cj|tj = y
bij
ij

, all variables

other than yij appearing in Cj are assigned by decisions in tj so yij does, in fact, appear

maximally in Cj,1.

4.3 CDCL(π-D) =p GenRes

Of the results presented in this chapter, this last one requires the most intricate proof.

Like before, we show that both system in the title are polynomially equivalent to an

intermediate subsystem of resolution, in this case, a subsystem we call π-TrailRes. For a

trail t, the clauses C∨ xb and D∨ x1−b are resolvable with respect to t if they are resolvable

(on x) and t is of the form t1 ◦ 〈x
u
=b〉 ◦ t2 so that C|t1 = C ∨ D|t = ⊥. In π-TrailRes, all

resolutions respect trails that could be constructed on the fly in CDCL(π-D) with the

previously derived clauses. The set of such trails has an inductive definition similar to

those in previous sections.

Definition 18. The set of π-ordered trails with respect to φ, denoted by Tπ
φ , is defined inductively

as follows:

• Λ ∈ Tπ
φ ;

• if t ∈ Tπ
φ and x is the smallest variable not assigned in t according to π, then t ◦ 〈x d

=0〉 and

t ◦ 〈x d
=1〉 are in Tπ

φ ;

• if t ∈ Tπ
φ and xb ∈ φ|t, then t ◦ 〈x u

=b〉 ∈ Tπ
φ .

Definition 19. A resolution derivation Π from φ is closed under π-ordered trials if is has a

sequential representation 〈Ci〉
q
i=1 such that for all i ∈ [q], if Ci is derived in Π by resolving D

and E, then D and E are resolvable with respect to some trail in Tπ
φ∪{Cj}i−1

j=1
. Let π-TrailRes+Wkn

denote the set of all resolution derivations that are closed under π-ordered trails.

The relationship between the CDCL(π-D) system and π-TrailRes is simple in both

directions so we do not dedicate a section to it.
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Theorem 4. The systems CDCL(π-D) and π-TrailRes are polynomially equivalent.

Proof. To demonstrate CDCL(π-D) simulates π-TrailRes we show that if C ∨ x0 and D ∨ x1

appear in φ and are resolvable with respect to a trail in Tπ
φ , then there is a short partial

run from (φ, Λ) to (φ ∧ (C ∨ D), Λ). Suppose that C ∨ x0 and D ∨ x1 are resolvable with

respect to a trail of the form t1 ◦ 〈x
u
=0〉 ◦ t2. Let t∗ denote the result of extending t1 ◦ 〈x

u
=0〉

by decisions in ascending order according to π so that C ∨ D|t∗ = ⊥. The trail t∗ also

appears in Tπ
φ and, furthermore, there is a partial run from (φ, Λ) to (φ, t∗). The clause

D ∨ x1 is a conflict clause in Cφ,t∗ and, since all assignments after that of x are decisions, it

also appears in C
|t1|+2
φ,t . By assumption, C ∨ x0|t1 = x0, so Res(C ∨ x0, D ∨ x1) appears in

C
|t1|+1
φ,t . This implies L(C ∨ D, Λ) is allowed in (φ, t∗) and the corresponding run is of size

at most n + 1.

For the other direction, we argue that if L(C, t′) is allowed in (φ, t), then there is a

short π-TrailRes derivation of C from φ. By Lemma 1, there are clauses {Ci}
q+1
i=1 so that C is

Res(Cq+1, . . . , C1). The properties in Lemma 1 ensure that Res(Cq+1, . . . , Ci+1) and Ci are

resolvable with respect to t for each i ∈ [r].

The fact that π-TrailRes simulates CDCL(π-D) is the formal expression of the fact that

π-TrailRes simulates any SAT solver with the ordered decision strategy. So although the

main result of this section seems to be about S (from Chapter 3) restricted by the ordered

decision strategy, the potentially more interesting interpretation is that a natural target for

proving more believable separations, e.g., between CDCL(π-D, ALWAYS-C, ALWAYS-U) and

GenRes, ultimately fails.

Before moving on, it should be mentioned that the fully nondeterministic learning

strategy can be replaced with a fixed strategy similar to the FirstNewCut learning strategy

given in Beame et al. [7] which is able to target particular resolutions in a derivation.

Without affecting the result, we can include the amendment FIRST-L, given by the property

that if L(C, t) ∈ FIRST-L((φ, t)), then C ∈ C
γ
φ,t for γ ∈ [|t|] and one of its premise is a

clause in C
γ+1
φ,t that is also a conflict clause. But since this learning strategy (or anything
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close to it) is not used in practice, and since it does not greatly affect the proofs in this

section, we choose to exclude it.

We now focus on proving that π-TrailRes polynomially simulates GenRes. We start by

defining an operator on resolution derivations that we call variable deletion, which is an

analogue of restrictions for sets of variables as opposed to sets of variable assignments. We

first present it in isolation and then motivate it by its use in the proof of Theorem 6 below.

For a set of variables S and a formula φ define the deletion of S from φ, denote

by DelS(φ), to be { C \ Lits(S) : C ∈ φ } \ {⊥} where Lits(S) =
⋃

x∈S{x0, x1}. One

already notable feature of this definition is that, since empty clauses are removed, it is not

immediately apparent that this operator preserves unsatisfiability. This will follow from

Theorem 5 (for deletions of proper subsets), the proof of which describes an algorithm for

converting a GenRes refutation of φ into a GenRes refutation of DelS(φ).

We also need fine-grained control of the size the output, so we additionally prove that

this conversion preserves some structural aspects of the input. In the following theorems,

a function f : V(Π)→ V(Γ) is resolution preserving if for all v ∈ V(Π),

• in-degΠ(v) = 0 implies in-degΠ( f (v)) = 0;

• in-degΠ(v) = 2 implies in-degΠ( f (v)) = 2 and the edges into v are labeled by the

same variable as the edges into f (v).

Resolution preserving functions provide a slightly more formal way of comparing deriva-

tions before and after simple operations. For example, the following is a standard fact

about removing weakenings in a refutation.

Fact 3. Let Π be a GenRes+Wkn refutation of φ. Then there is a GenRes refutation Π′ of φ such

V(Π′) ⊆ V(Π) and the inclusion ι : V(Π′)→ V(Π) is resolution preserving. In particular, the

size of Π′ is at most the number of resolutions appearing in Π .

This fact will be used in the following proof, in which we define an algorithm for

deleting variables from a refutation and prove its correctness.
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Theorem 5. There is a polynomial time algorithm that, given a connected GenRes refutation Π of φ

and a proper subset S of Var(Π), outputs a GenRes refutation of DelS(φ), denoted by DelS(Π), such

that V(DelS(Π)) ⊆ V(Π) and the inclusion ι : V(DelS(Π))→ V(Π) is resolution preserving.

Proof. The following algorithm actually outputs a GenRes+Wkn refutation, but by Fact

3, we can removing the weakening edges after applying it and maintain the desired

properties of the output.

Deletion Algorithm

1. Let Γ be an empty resolution derivation that is to be modified throughout the proce-

dure.

2. For v ∈ V(Π) in an arbitrary topological order, perform the following operations. We

maintain the following invariant for each iteration, which we refer to throughout this

proof as (*): either v 6∈ V(Γ) and Var(cΠ(v)) ⊆ S or v ∈ V(Γ) and cΓ(v) = DelS(cΠ(v)).

(a) If v is an axiom vertex and cΠ(v) has variables not appearing in S, then add

v to V(Γ) then set cΓ(v) to be DelS(cΠ(v)). Otherwise, let u and w denote the

parents if v in Π and let x denote λΠ((u, v)).

(b) If neither u or w is in V(Γ), then by (*), both Var(cΠ(u)) and Var(cΠ(w)) are

contained in S, so Var(cΠ(v)) is as well. Proceed to the next vertex.

(c) Suppose u ∈ V(Γ) and w 6∈ V(Γ). By (*), we have Var(cΠ(w)) ⊆ S and

cΓ(u) = DelS(cΠ(u)). But then x ∈ S, which implies DelS(cΠ(u)) ⊆ DelS(cΠ(v)).

Add v to V(Γ) with cΓ(v) set to DelS(cΠ(v)) and add the (weakening) edge (u, v)

to E(Γ).

(d) Suppose that u and w are in V(Γ). By (*), we have cΓ(u) = DelS(cΠ(u))

and cΓ(w) = DelS(cΠ(w)). If u and w are not resolvable, then x ∈ S and

DelS(cΠ(u)) ⊆ DelS(cΠ(v)). As in the previous case, add v to V(Γ) with cΓ(v)
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set to DelS(cΠ(v)) and add (u, v) to E(Γ). Otherwise,

Res(DelS(cΠ(u)), DelS(cΠ(w))) = DelS(cΠ(v)).

In this case, add v to V(Γ) and add (u, v) and (w, v) to E(Γ).

3. Output Γ.

It is readily checked this is a polynomial time algorithm and that the invariant (*) is

maintained in each case of step 2. The fact that ι is resolution preserving follows from the

fact that only axiom vertices in Π can have in-degree 0 in Γ and that resolution edges are

added only at case 2d, in which case they are labeled by the same variables as in Π. It

remains to prove that the unique sink in Π appears in V(Γ). We first prove, by induction on

V(Π) in the same order that is used by the algorithm, that if v 6∈ V(Γ) and o ∈ uclΠ({v}),

then Var(cΠ(o)) ⊆ S. This property is trivially satisfied by axiom vertices. Otherwise, the

only case in which v is not included in V(Π) is if neither parents u or w is included in

V(Γ), and then v inherits all predecessors from u and w. By (*), all variables in cΠ(v) are

in S.

Finally, since S is a proper subset of Var(Π), there is some nonempty clause appearing

in Π. And since Π is connected, the vertex labeled by the clause has a path to the sink,

which implies the sink appears in V(Γ).

The standard algorithm for restriction is quite similar to that of the variable deletion,

so it is not surprising that essentially the same theorem holds for restriction as well. We

include it here for completeness.

Fact 4. There is a polynomial time algorithm that, given a GenRes refutation Π of φ and a restriction

ρ, outputs a GenRes refutation of φ|ρ, denoted by Π|ρ such that V(Π|ρ) ⊆ V(Π) and the inclusion

ι : V(Π|ρ)→ V(Π) is resolution preserving.

In what follows, we design a simulation algorithm for π-TrailRes, given in the proof of
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Theorem 6. Despite its somewhat complicated structure, its actually based on the simple

algorithm used by Ben-Sasson and Widgerson [10] for proving the size-width relationship

for resolution. Roughly speaking, given a refutation Π of φ, the strategy of their algorithm

is to

1. recurse on Π|〈x=b〉, where xb is a carefully chosen literal appearing in φ,

2. lift the result to a derivation of (a subclause of) x1−b from φ,

3. derive φ|〈x=1−b〉 by resolving each clause in φ with x1−b when possible,

4. recurse on Π|〈x=1−b〉 to derive ⊥ if has not been derived already.

The obvious issue with using this strategy directly is that we cannot afford to recurse

on both Π|〈x=0〉 and Π|〈x=1〉; vertices in Π may, in some sense, be double counted which

would make the recurrence relation for the output size exponential. But π-TrailRes has a

convenient property that we can leverage.

Fact 5. Let φ be a formula and let S be a subset of Var(φ). If Lits(S) is a subclause of φ, then any

resolution derivation Γ from φ such that Var(Γ) ⊆ S is a π-TrailRes derivation.

Using this observation, we change the output of the algorithm on a refutation Π to

be a derivation of all literals (as unit clauses) appearing in Π. Then if Var(Π|〈x=b〉) =

Var(Π) \ {x}, the last step does not need to be recursive! But this is unlikely to occur; in

this scenario, vertices may be under counted and there may be vertices in Π that are not

even considered. Therefore, we also need to be able to construct a derivation that does not

use any variables appearing in Π|〈x=b〉 so that we can recurse and potentially derive new

unit clauses without worrying about a blow up in size. The refutation DelVar(Π|〈x=b〉)
(Π)

satisfies this condition. Furthermore, for a refutation Γ, the clauses in DelVar(Γ)(φ) can be

derived using the output of the algorithm applied to Γ. So this process can then be iterated

until we derived all literals appearing in Π.
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There are two final details that are required to make all this work. First, we make

the process of lifting formal. As noted in Section 4.2.1, the variable x1 does not affect the

maximal element under id when added to a clause. Therefore, x1 (or the smallest variable

according to π) is the desired variable by which to restrict Π. In particular, we know that

if Π is in π-TrailRes, then so is the lifted version of Π|〈x1=b〉. Formally, suppose that Π is a

π-TrailRes derivation from φ|〈x1=b〉 and let B denote the set of all axiom vertices in Π with

axioms containing x1−b
1 . Then let Liftφ(Π) denote the derivation with the same structure

as Π but with the labeling

cLiftφ(Π)(v) ,


cΠ(v) ∨ x1−b

1 v ∈ dclΠ(B)

cΠ(v) otherwise.

Finally, we need one additional lemma that has been factored out of the proof of

Theorem 6. It essentially states that if a derivation is connected, then every variable

contributes nontrivially to the derivation. Once we prove this lemma, we go on to prove

Theorem 6 without any additional comments.

Lemma 6. Let Π be a connected resolution refutation and let x be a variable appearing in Π. Then

there is some axiom node v ∈ V(Π|〈x=b〉) such that x1−b ∈ cΠ(v).

Proof. We do not give a completely formal proof given that it would require a formal

definition of the restriction algorithm. Suppose for contradiction that this is not the case.

Then all axioms of Π|〈x=b〉 are also axioms of Π. Therefore (and here is where we are

informal), no edges are removed during the standard restriction algorithm and Π|〈x=b〉

is a subderivation of Π. But since Π is connected, it contains only one vertex labeled by

⊥; otherwise, the empty clause would appear as a premise. Then Π|〈x=b〉 = Π, which

contradicts the assumption that x appears in Π.

Theorem 6. There is a polynomial time algorithm that, given a connected GenRes refutation Π

of φ, outputs a π-TrailRes derivation of Lits(Var(Π)) from φ whose size is polynomial in |Π|. In
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particular, π-TrailRes polynomially simulates GenRes.

Proof. Suppose without loss of generality that all clauses in φ are axioms of Π. Parts of the

correctness proof of Sim are interspersed with its definition.

Simulation Algorithm (Sim)

1. Let Γ be an empty π-TrailRes derivation and let S be an empty set of variables. Both

will be modified throughout the procedure.

2. If |Var(Π)| = 1, then φ is of the form {x0, x1}. In this case, output the trivial π-TrailRes

derivation of the clauses in φ. Otherwise, suppose without loss of generality that

|Var(Π)| = n.

3. Add to Γ the derivation Liftφ(Sim(Π|〈x1=0〉)) and add all the variables appearing in

this derivation to S. As usual, we may assume that Π|〈x1=0〉 is connected by taking

a subrefutation on the upward closure of any appearance of ⊥. We maintain the

invariant that for all x ∈ S and b ∈ {0, 1}, we have xb or xb ∨ x1
1 appears in Γ. Let lx,b

denote such a clause.

4. By lemma 6, there is some axiom vertex v ∈ V(Π|〈x1=0〉) such that x1
1 appears in

cΠ(v). In particular, if cΠ(v) is of the form x1
1 ∨

∨q
i=1 zbq

q , then

x1
1 = Res(cΠ(v), lz1,1−b1 , . . . , lzq,1−bq).

Add to Γ the derivation of x1
1 corresponding to this sequence.

5. For each clause of the form C ∨ x0
1 in φ add the derivation of C from C ∨ x0

1 and

x1
1 to Γ. At this point, there are clauses ψ appearing in Γ such that ψ|〈x1=0〉 =

Del{x1}(φ) ∪ Lits(S).

6. Let ∆ be an empty π-TrailRes derivation that will be modified throughout this step.

The axioms of ∆ are assumed to be in Del{x1}(φ) ∪ Lits(S), so that Liftψ(∆) may be
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added to Γ. While |S| < n− 1 perform the following operations.

(a) Add to ∆ the derivation of DelS∪{x1}(φ) (using the strategy from Step 4 of

resolving clauses with the unit clause in Lits(S) when possible).

(b) Add the derivation Sim(DelS∪{x1}(Π)) to ∆ and add Var(DelS∪{x1}(Π)) to S.

Assume, again, without loss of generality, that DelS∪{x1}(Π) is connected.

7. Since Var(DelB(Π)) is nonempty whenever B is a proper subset of Var(Π), the previ-

ous step eventually terminates. Add the derivation Liftψ(∆) to Γ. At this point, the

clause lxi,b has been derived for each i ∈ [2 . . . n]. By Fact 5 and lifting, this implies

any derivation not containing x1 can be added to Γ.

8. For any connected GenRes refutation, there is short GenRes derivation extending it

that derives all literals appearing in it; simply traverse the proof in reverse topological

order and resolve all clauses with the unit clauses that have already been derived.

Add to Γ this derivation extending Π|〈x1=1〉, which derives Lits(Var(Π|〈x1=1〉)).

9. By Lemma 6, there is an axiom vertex v ∈ V(Π|〈x1=1〉) such that x0
1 appears in cΠ(v).

Add to Γ the derivation of x0
1 from cΠ(v) and Lits(Var(Π|〈x1=1〉)).

10. For each clause lx,b of the form xb ∨ x1
1, add the derivation of xb from lx,b and x0

1 to Γ.

11. Output Γ.

It is readily verified that the derivations added to Γ at each step are π-TrailRes deriva-

tions. Let R(m) and S(m) be upper bounds on the running time and the size of the output

of Sim run on a derivation of size m, respectively. We focus on steps 3 and 6 since they

call Sim recursively. Suppose that step 6 iterates T times. For each i ∈ [T], let Si denote

the state of S before the ith iteration if step 6. Let Π0 denote Π|〈x1=0〉 and for each i ∈ [T]

let Πi denote the derivation DelSi(Π). The contribution of all auxiliary operations in the
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algorithm to the size of the output are clearly polynomial in |Π| so

S(|Π|) ≤
T

∑
i=0

S(|Πi|) + poly(|Π|).

The contributions to the running time are polynomial in |Π| and S(|Π|), so

R(|Π|) ≤
T

∑
i=0

R(|Πi|) + poly(|Π|, S(|Π|))

For each i ∈ [0 . . . T], the inclusions into Π are resolution preserving for Πi, so the sets

Var(Πi) for i ∈ [0 . . . T] are pairwise disjoint. In particular, we have ∑T
i=0 |Πi| ≤ |Π|.

Therefore, solving the recurrence relations for S and then R yields that they are both

bounded above by polynomials.
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